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Abstract

Continuous, super-linear increase in the overall complexity of modernMultidisciplinary Design

Optimisation problems inexorably tempers the benefits of advancing computational power.

The pursuit of computational efficiency therefore remains of crucial importance, including

within all modelling and analysis algorithms employed throughout.

This work presents two methodologies for reducing the computational burden associated

with solving complex Multidisciplinary Design Optimisation problems, with a particular

focus on Multi-Objective Optimal Control Problems. The first involves adaptively combining

separate levels ofmodelling fidelity into one single approximation. This approach is particularly

suited to cases where one or more subsystems can be represented using alternative numerical

models/datasets of competing accuracy and/or computational cost. The second involves

systematically upgrading an existing level of modelling fidelity defined by the mathematical

formulation of the problem itself. This approach is particularly suited to problems where

solution fidelity is more dependant on the number of variables (both static and dynamic) used

to describe the system/subsystem(s) of interest.

Each methodology is incorporated into separate numerical frameworks intended for

application in scenarios where in-depth and exclusively high-fidelity models/analyses are not

viable. Several isolated numerical tests are examined in each case to systematically validate

the fidelity management steps employed within each framework. Finally, each framework is

demonstrated in application to a complex engineering design scenario.

It is found that the proposed approaches offer viable and efficient methods with which

to adaptively upgrade modelling fidelity for complex Multidisciplinary Design Optimisation

problems. These methods can be formulated in a general manner, without relying on extensive

a priori information, particularly suiting their application to early-stage preliminary design

problems.

With this class of approach, the design space of complex systems can be more thoroughly

explored in terms of dimensionality, modelling fidelity and multi-objective performance

criteria, at earlier stages in the design process. This helps to quickly identify promising

search directions for future development whilst reducing the risk of significant later stage

design alterations due to misleading or poorly-modelled physical behaviour/inter-disciplinary

interactions.
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Executive Summary

The overall aim of this thesis is to contribute techniques for improving the numerical effi-

ciency of multidisciplinary/multi-objective design optimisation. In essence, aiming to increase

the attainable accuracy/reliability of results whilst simultaneously reducing the associated

computational burden of doing so. Being particularly relevant within the field of aerospace

engineering, an emphasis is placed on Multi-Objective Optimal Control Problems (MOCPs) and

analyses thereof.

The following chapters focus on the exploration and development of two distinct, but

fundamentally linked, methodologies enabling the incorporation of multi-fidelity informa-

tion sources into an Multidisciplinary Design Optimisation (MDO)-based framework. This

allows the systematic and adaptive upgrading of system/subsystem modelling fidelity for the

purpose of solving Multi-Objective Optimal Control Problems (MOCPs) in a computationally

efficient manner. These methodologies operate according to the following respective strategies

according to the primary source of multi-fidelity information utilised therein:

• An external strategy, where alternative numerical models of the same subsystem(s),

competing in accuracy and computational cost, can be simultaneously incorporated into

one single approximation.

• An internal strategy, where the numerical complexity of the problem itself (defined

by, for example, the mathematical formulation or dimensionality) can be systematically

upgraded, concentrating computational resource where it is most needed.

Each is incorporated into a separate numerical framework intended for application in

scenarios where in-depth and exclusively high-fidelity models/analyses are not viable. For

example, the preliminary design and optimisation phases of complex multidisciplinary engin-

eering systems. This thesis is accordingly structured into two primary parts, addressing each

framework in turn.

Part 1 is dedicated to the framework for external sources of multi-fidelity information.

This framework assumes that any particular subsystem of a complex engineering problem is

likely able to be represented by one of several alternative numerical models/formulations. It

is assumed that such models conform to an inherent hierarchical trade-off between cost of
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evaluation and the relative accuracy to which the underlying physical process is represented.

That is, the more accurate the simulation, the more computationally expensive it will be. This

framework is therefore primarily concerned with exploiting, in the most effective and efficient

manner possible, all available data sources such that the highest numerical accuracy can be

achieved at a minimum cost.

Following a review of the relevant literature presented in Chapter 2, Chapter 3 introduces

a complete Multi-Fidelity Model Management (MFMM) framework in which computationally

inexpensive surrogate models of selected subsystems can be autonomously generated and pro-

gressively corrected using high-fidelity data. Several data correction stages are formulated and

examined. Each is integrated into a modular outer-level structure (Section 3.1.2). Correction

stages are designed to operate cooperatively, leveraging a particular aspect of the correlation(s)

between the available data. As such, each is tested both in isolation and in various sequential

combinations using a suite of standard numerical testing functions (Section 3.1.4).

The overall framework is designed with a focus on autonomy, with a level of flexibility

appropriate for application to general problems. For instance, any number of competing/altern-

ative models may be specified for a particular subsystem. These models may have non-equal

(or overlapping) input domains, and in the case of dynamic systems, may be time-phase specific

or shared across multiple phases. In addition to (or instead of) numerical models, pre-existing

data may be supplied to supplement the surrogate generation procedure. The initial sample

points at which models are to be evaluated may be supplied, or simply determined adaptively.

Surrogates are constructed using an Artificial Neural Network (ANN)-based modelling pro-

cedure (Section 3.1.3), where an autonomous hyper-parameter selection and training routine

allows the approximation of any non-linear relationship to a specifiable degree of accuracy.

This is achieved without requiring any a priori knowledge of the underlying relationship.

The complete MFMM framework is demonstrated in Chapter 4 with an engineering test

case representing the preliminary design of an atmospheric sample re-entry vehicle, where

multiple levels of fidelity are used to represent the vehicle aerodynamics. It is found that the

sequential application of corrective stages allows a greater attainable approximation accuracy

relative to a single-fidelity equivalent model for a set number of high-fidelity samples up to

some critical sample size, which matches expectation.

Part 2 is dedicated to the framework for internal sources of multi-fidelity information.

This approach systematically refines the numerical complexity at which the problem solution

is represented. This allows computational resource to be more appropriately allocated as part

of an adaptive process. For example, within areas that experience high rates of change, or are

particularly dominant with respect to the final solution. This approach is designed specifically

for direct Multi-Objective Optimal Control Problems (MOCPs), where time-dependant state and

control profiles are evaluated by successively subdividing the time domain into a distinct grid

of evaluation nodes, across which approximating polynomial relationships may be fit.

Chapter 5 presents a review of the relevant literature, with Chapter 6 introducing and
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describing the proposed framework. The focus is on adaptively increasing the detail (or,

the resolution) at which a set of direct Optimal Control solutions may be evaluated. This is

achieved by concentrating discretisation nodes/grid-points around areas of high complexity

unique to each solution (Section 6.2). Importantly, this means that a population of independent

solutions can be processed concurrently, allowing each to represent a particular balance

between multiple performance objectives.

A novel aspect of this approach is the simultaneous handling of multiple such unique grid

structures within an evolutionary architecture (Section 6.4). This allows individual solutions

to independently evolve concurrent with their propagation through objective space, aided via

collaborative (social) action with neighbouring solutions. This is enabled by employing a new

social operator, designed to facilitate such actions between variable-complexity solutions. A

complete MOCPmay thus be treated as an open-ended evolutionary design problem, ultimately

allowing a more complete, higher-fidelity representation of the trade-off surface in a more

numerically efficient manner (Section 6.5).

The new social operator is tested against several baseline approaches (Section 6.6). A

complete multi-resolution framework, incorporating the above methods, is then applied to

several demonstrative test cases (Section 6.7). The computational cost, achievable solution

accuracy and population spread/diversity are measured in each case and compared against

a traditional uniform-grid (single-fidelity) approach. An order of magnitude reduction in

computational cost required to reach a desired level of accuracy is observed for all cases.

Furthermore, the progressive nature of solution refinement (i.e. moving from coarse to fine,

corresponding to a move from global exploration to local exploitation) is shown to facilitate a

more complete and diverse representation of the multi-objective trade-off surface. The new

social operator is found to successfully promote offspring diversity by allowing a progressively

finer level of social action to occur between similar solutions.

Chapter 7 presents amore in-depth engineering test case aimed at demonstrating a practical

application of the proposed multi-resolution framework. In this example, the preliminary

design and assessment of a high-power interplanetary transportation system using nuclear

propulsion is considered. Continuous control profiles are employed to represent the operation

of the propulsion system, with the new framework shown to successfully identify and refine a

set of optimal throttle-switching structures for the complete outbound/inbound mission with

respect to multiple, competing objectives.

It is clear from this work that the potential for introducing higher levels of autonomy into

the design and optimisation process of complex engineering systems remains strong, particu-

larly with regards to multi-fidelity information. With respect to both external and internal

information sources, this work has shown that the collaborative incorporation of multiple

levels of simulation fidelity represents a significant quantitative improvement over single-

fidelity approaches, particularly considering cases (such as early stage design/performance

analyses) where extensive high-fidelity simulation is impractical.
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Introduction 1

1.1 Motivation

Development is driven by a demand for increased performance. Within the context of engin-

eering systems design, performance can be measured by cost, reliability, efficiency, or simply

the operational envelope of the primary system state(s) (Rao, 2009). In most cases, the role

of the designer broadly becomes the specification of the system parameters or operational

decisions that deliver the best possible performance for a given objective or scenario, within

such constraints as are relevant to the problem at hand.

A natural consequence of development, itself further facilitated by a commercial incentive

to withstand global competition, is a parallel progression in complexity. Complex systems

in this sense may be defined as comprising of numerous interconnected or interdependent

subsystems, each representing one or more particular areas of expertise. In most applications,

the primary function(s), or objective(s), of a complex system cannot be expressed in explicit

analytical form, as the coupled dependence on the associated design variables is similarly

complex and/or implicit (Koziel and Yang, 2011).

The traditional approach to the design of such multidisciplinary systems follows a compart-

mentalised, sequential process structure. Each area of expertise, or discipline, is analysed

and developed, either independently or based on the output of another, until each has been

locally treated. Should the complete system subsequently fail to meet some predefined global

performance requirements, the process is iteratively repeated until convergence to a feasible

configuration is achieved.

Unfortunately, this approach is ultimately outpaced by systems development itself. Whilst

in premise aiming to satisfy ever increasing performance specifications, high-end complex

systems designed using this approach can altogether fail to converge upon an acceptable
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1.1. Motivation

solution even after numerous (often costly) iterations (Schlager, 1953). Historically, this

resulted in the emergence of Systems Engineering (Schlager, 1953), an integrated approach

that considered the complete system (at least during preliminary phases) as more than simply

the sum of individual subsystems, but as a complete co-dependant entity.

An enabling technique with great potential to further enhance Systems Engineering was

found within the field of mathematical optimisation. Postponing a more rigorous definition,

optimisation entails determining the set of conditions such that a certain function of decision

variables be maximised or minimised with respect to some relevant performance objective.

In other words, finding the best result under given circumstances. Up until around the

mid-20th century, mathematical optimisation had existed as a largely theoretical endeavour,

originally facilitated by the contributions of Newton and Leibnitz to the development of

differential calculus in the 1700s and the subsequent foundations of the calculus of variations

laid by Bernoulli, Euler and Lagrange, amongst others (Martins, 2012; Rao, 2009). Whilst

the calculus of variations deals with the minimisation of functionals in a general sense, the

extension to constrained problems via the addition of unknown multipliers was introduced

by (and subsequently named after) Lagrange. A further significant development was the first

application of the steepest-descent method to solve unconstrained minimisation problems by

Cauchy.

Whilst the utilisation of mathematical optimisation techniques to solve complex decision

making problems can be first attributed to the practice of Operations Research (Mccloskey,

1987) developed duringWorldWar II, widespread practical application of numerical approaches

only truly became feasible through the emergence of the digital computer. This facilitated

huge advancements in applied and theoretical optimisation techniques throughout the latter

half of the 20th century. For example, methods to solve constrained optimisation problems

stemmed from the simplex method derived by Dantzig et al. (1955), alongside the work of

Bellman (1967) on the principle of optimality for dynamic programming. Karush (1939); Kuhn

and Tucker (1951) defined a set of necessary and sufficiency conditions, thereafter known as

the Karush-Kuhn-Tucker conditions, for the optimal solution of programming problems.

Endeavouring to solve even more complex design problems, a rigorous amalgamation of Sys-

tems Engineering and applied numerical optimisation techniques developed during the 1970s

and 80s became known as Multidisciplinary Design Optimisation (MDO) (Rao, 2009). Initial

investigations came from Schmit (1960) and Haftka (1977), who extended their experience in

structural optimisation to include other disciplines. Supported by the exponentially increasing

capability of computational processing, the simultaneous manipulation of several disciplines

and their associated variables (which themselves could be unique or shared cross-discipline)

greatly increased the prospect of iterative convergence to a globally optimal design (Mar-

tins and Lambe, 2013). That is, one that represents some compromise between constituent

2
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subsystems in order to deliver optimal performance with respect to the system as a whole.

Naturally, one of the primary challenges with handling such interdisciplinary coupling is the

associated increase in problem complexity. In most cases, increased complexity may simply

reflect the additional dimensionality accumulating from the analysis and design variables of

all disciplines. In other examples however, systems analyses may require costly non-linear

methods, even if each discipline is only linearly modelled. Finally, though each individual

discipline may only require optimisation of a single performance objective, a multidisciplinary

system is much more likely to require handling of multiple (often competing) objectives, a

significantly more complex task numerically. In essence then, MDO represents a far greater

computational challenge than treating each discipline independently (Sobieszczanski-Sobieski

and Haftka, 1997).

A further hindrance is that the usability of systems-based MDO, at least in a practical sense, is

naturally dependant on the extent to which interdisciplinary interactions can themselves be

represented. Should individual subsystems be represented in insufficient detail, overall system

performance predictions may be consequentially misleading, failing to represent significant

design behaviour or interdisciplinary coupling (Christensen and Willcox, 2012; Bryson et al.,

2019; Robinson, 2012). Ultimately this may lead to sub-optimal designs and/or increased

development costs as a result of later stage alteration (Allaire and Willcox, 2014). Indeed, the

consequences of completing a formal MDO process with inaccurate or misleading system mod-

els may eradicate any developmental/economic savings gained by including such analyses in

the first place (Allaire and Willcox, 2014). Of such importance is this aspect that computational

modelling in this respect can be considered an emerging third paradigm in modern science,

complementing theory and experiment (Koziel and Yang, 2011). Computational modelling,

including mathematical modelling, data analysis, computer simulations, and optimisation, thus

represents a significant portion of research activity within science, engineering and industry.

Largely resulting from this development of systems design methods, computational modelling

then finds itself subject to the same increasing demand for accuracy, from both an economical

and performance-based perspective. Arguably this observation is perhaps trivial, as expanding

a particular system’s operational envelope naturally implies a proportional advancement in

the complexity of the physical processes involved. An appropriate example is that of the

progression from subsonic aerodynamics to supersonic and hypersonic flow regimes, requiring

super-linear increases in modelling complexity. A related complication arises from the fact

that with higher quality subsystem modelling comes design spaces of higher intricacy. For

example, exhibiting discontinuities or highly non-linear/multi-modal behaviour in state space

and/or objective space. The latter is particularly relevant should the design problem itself

comprise several competing objectives.

With increasing complexity comes increased computational cost. Many advanced simulations

3
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methods in engineering, such as Computational Fluid Dynamics (CFD) and Finite Element

Analysis (FEA), still typically require significant computational resource, even for single, isol-

ated analyses. Furthermore, numerical simulations of physical processes are inherently noisy,

posing additional searching and convergence difficulties for many optimisation algorithms,

especially gradient-based. The overall costs of such methods generally prohibits their use

in conjunction with the numerical optimisation algorithms typically employed within any

modern simulation based design and analysis paradigm (including MDO), which may require

tens, hundreds or even thousands of function evaluations per run (depending on the number

of design variables).

In fields where practical simulation is infeasible or prohibitively expensive, or where empirical

data is limited and of poor quality, numerical simulation remains vital. This creates a need for

flexible and efficient optimisation methodologies that can yield satisfactory solutions even in

the presence of analytically intractable (i.e., discontinuous, non-differentiable, or inherently

noisy) objectives and/or limited computational resource (Koziel and Yang, 2011).

For modern, complex systems, we therefore have two fundamental aspects inherently reliant

on available computational resource;modelling (system and subsystem) and analysis (includ-
ing numerical optimisation) (Venkataraman and Haftka, 2004). The first is relevant in a general

sense; the ability to simulate physical processes (or indeed any relevant subsystem/interdiscip-

linary coupling) to an increasingly high degree of fidelity (copying accuracy) facilitates designs

of higher practical reliability. The second includes the implication that relevant, higher quality

detail regarding interdisciplinary interaction should be factored in during earlier stages of the

design process, lest the process itself be fundamentally compromised by early convergence

to a sub-optimal (or at least only locally optimal) solution. Such a design may fail to reach

it’s original performance specifications without significant late stage (and therefore very

expensive) alterations, if even at all.

We may then conjecture that the continuous, super-linear increase in the overall complexity

of MDO problems inexorably tempers the benefits of advancing computational power (most

commonly cited in relation to Moore’s law (Moore and Others, 1965), see the works by Schaller

(1997); Venkataraman and Haftka (2004); Simpson (2008)). Accordingly, the fundamental

problem common to most, if not all, areas of engineering design and optimisation can be

acutely summarised as a trade off between cost and accuracy. This is, however, hardly a new

observation. Seemingly timeless practical boundaries on computational resource historically

necessitated a methodology where modelling fidelity was upgraded at a rate proportional

to high-level developmental progress. In a manner not dissimilar to the original sequential

approach to systems design, cheaper and faster numerical/empirical methods were used to

explore design options and select possible configurations. Further study could subsequently

include more detailed analyses, whether discipline specific or multidisciplinary, until even-
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tually converging on some acceptable design validated with high-fidelity data. This then

by definition implies that more complicated (i.e., representable only through higher-fidelity

methods) subsystem interactions, design behaviour or system-level synergy are not used to

define the initial search directions at arguably the most critical/sensitive time in the design

process. This then exacerbates the risk of convergence to a sub-optimal configuration re-

quiring significant (if not infeasible) cost to remedy. Generally speaking then, it is of crucial

importance to concentrate research efforts into improving the overall efficiency of systems

design/optimisation, including all modelling/analysis algorithms employed throughout.

1.1.1 Numerical Efficiency: Optimisation

Where the objectives and/or subsystems of a particular design problem can be evaluated using

explicit formulas or inexpensive functions/models, efforts to increase efficiency are naturally

focused on the optimiser itself. The efficiency of the optimiser can often be largely determined

by the choice of algorithm given a particular problem. There are many optimisation algorithms

in the literature, though as dictated by the No Free Lunch Theorem (Wolpert and Macready,

1997), none are suited to all problems in a general sense. The choice of optimiser depends

on the type of problem, the nature of the algorithm, the desired quality of the solution(s),

available computational resource (including practical limits on execution time), availability of

the algorithm implementation, and the expertise of the decision-makers (Yang, 2010).

For example, considering the nature of the optimiser, gradient-based algorithms (such as the

classical steepest-descent and Gauss-Newton methods) are not suited to problems in which the

objective function is discontinuous. In this case, gradient-free algorithms (such as the Nelder

and Mead (1965) downhill simplex method) are more appealing. The type of problem itself

may also determine the most suitable choice of algorithm. If the problem is highly non-linear

and/or multi-modal, local search methods such as hill-climbing and downhill simplex are

largely unsuitable, as they will deterministically converge only to local optima (though they

are extremely efficient at doing so), without necessarily reaching the global optimum. For this,

global optimisation methods (such as Genetic Algorithms (Goldberg, 1989; Holland, 1992))

are more practical, though often come with greater cost and/or decreased reliability. Where

local searches are most often deterministic, i.e. will give a predictable, repeatable output

for the same input, global searches usually (but not always) incorporate some element of

stochastic process (i.e. randomness), potentially arriving at a different solution each time. This

exploratory capability can be introduced via some dependant stochastic mechanism within

the algorithm itself
1
, such as the randomised mutation/recombination in Genetic Algorithms

(specifically, mutation rate and crossover probability), or facilitated by a stochastic modification

1

Such approaches are also termed heuristic, or meta-heuristic algorithms. Whilst heuristic in this sense means

simply to learn via trial-and-error (Talbi, 2002; Yang, 2010), modern literature increasingly refers to any stochastic

algorithm as heuristic, with meta-heuristic reserved for those operating at a higher level.
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to an otherwise deterministic process, such as adding a random restart to the hill-climbing

algorithm. In this manner, regions within the search space that may be missed by deterministic

solvers are more likely to be discovered. These approaches are also examples of Hybrid (or

mixed-type) algorithms. That is, algorithms applying some combination of establishedmethods

to improve performance or efficiency for specific cases. Genetic Algorithms, in addition to

being hybridised with gradient-based local searches, can alternatively employ their genetic

operators to modify some component(s) of another algorithm.

Where numerical efficiency is concerned, the choice of particular algorithm could be more

practically dependant on the trade-off between solution quality and available computational

budget. Whilst high quality solutions cannot typically be guaranteed a priori, the aim can still

be to obtain acceptable solutions (not necessary optimal) within a reasonable and practical

time allocation. Where time is the prevalent constraint, greedy methods can be employed,

or even the aforementioned hill-climbing with an added random restart feature, for example.

Where processing power is instead the leading concern, single-agent (or trajectory-based)

algorithms that trace out a search path as the optimisation process iteratively advances can be

employed, as opposed to multi-agent (population-based) algorithms that exploit the interaction

between multiple alternate solutions to facilitate the global search. Examples of trajectory-

based approaches include hill-climbing, where the initial and final solutions are linked by

a piecewise path through objective space, and the meta-heuristic Simulated Annealing (SA)

algorithm (Kirkpatrick et al., 1983). Examples of population-based algorithms include Particle

Swarm Optimisations (PSOs) (Kennedy and Eberhart, 1995) as well as Genetic Algorithms (GAs)

(Goldberg, 1989; Holland, 1992), both of which will be discussed further in later chapters. The

availability of information contained within previous iterations can also be utilised. Most

algorithms consider only the current iteration (or the current best solution) with all previous

iterations discarded, rather than incorporated for future use within some explicit memory
2
.

An example of active memory utilisation is the Tabu search (Glover and Laguna, 1998), in

which lists of move-history and recently visited solutions are recorded such that they will not

be repeated, thus simultaneously encouraging a more exploratory behaviour without wasting

resource.

Even despite this wealth of alternative algorithms available to the designer, straightforward

optimisation of a given objective function is not always practical, or even possible. Particularly

if relying on computer simulations, the problem objectives and/or subsystem models may be

expensive, noisy or non-differentiable/discontinuous, with a complex implicit dependence

on the associated design variables (Koziel and Yang, 2011). This then defines a significant

bottleneck for the entire optimisation process. Furthermore, the availability of implementation

2

This should not be confused with simply recording the current state at each iteration (i.e. for no further

practical use), as is done in many population-based methods.
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packages and/or the expertise of the designer may introduce additional hindrance to determin-

ing the ’best’ choice for a particular problem. As an example, Newton’s method, hill-climbing,

Nelder-Mead downhill simplex, trust-region methods (Conn et al., 2000) and interior-point

methods (Nesterov and Nemirovskii, 1994) are all implemented in many commercially available

software packages, a factor likely contributing to their overall popularity in application. As

such, the role of the decision maker may be reduced to simply selecting the best solution,

rather than the best algorithm. Even still, in practice the most desirable solution to a given

problem may still remain elusive, even with the best possible algorithms and well-crafted

implementations. This is because many complex design problems, particularly non-linear

optimisation problems, are NP-hard, with no efficient (in the polynomial sense) methodology

definitively applicable.

1.1.2 Numerical Efficiency: Approximation

To reduce the dependence on the choice of optimiser, an alternative approach is to instead focus

on improving efficiency within the problem itself. A traditional approach is to incorporate

approximations into the design process. If one assumes that such approximations can be used

as inexpensive recourse by the optimiser, and yet are nonetheless representative of the problem

behaviour of interest to some quantitative degree, this approach can support fast and effective

design space exploration without incurring significant cost penalty (Jiang et al., 2020). This

then allows the designer to choose from a much less restrictive subset of suitable optimisation

algorithms.

Incorporating approximations to accelerate computational tasks has become a well established

feature of scalable numerical algorithms (Peherstorfer et al., 2018). For example, quasi-Newton

optimisation methods (Broyden, 1965; Fletcher, 2013) construct approximations of system

Hessians then apply low-rank updates during the Newton iterations. Solvers based on Krylov

subspace methods (Lanczos, 1950) and on Anderson relaxation (Anderson, 1965) perform

intermediate computations in low-dimensional subspaces which update as the computation

advances.

Approximation-based approaches can be categorised according to both the type of approx-

imation used and its method of incorporation (Sasena, 2002). To begin, if we assume a goal

of minimising the number of evaluations of an expensive function and/or process, a useful

approach is to employ some approximation technique to estimate the objective response

and/or any comparably expensive constituent model. This is most commonly referred to

as surrogate modelling (or meta-modelling) and is often applied in cooperation with one or

more of the prescribed optimisation techniques, giving rise to the field of Surrogate Based

Optimisation (SBO). SBO aims to mitigate the issues related to expensive problems by replacing

direct optimisation of the function(s) of interest with inexpensive surrogate models as part
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of a continuous, adaptive process. The optimisation process is thus largely guided by the

iteratively updated approximation(s), with progressively less-frequent recourse to the ’real’

response (Robinson et al., 2008a).

Whilst SBO methods are most commonly applied to approximate the problem objective func-

tion, a more indirect fashion is to construct surrogates of expensive subsystems instead. In

this case however, the end result is the same (i.e. a reduction in the overall cost). Regardless

of which function is targeted, surrogates are typically built upon sequentially sampled data

of the expensive function(s). Surrogates themselves are usually assumed computationally

inexpensive, continuously differentiable and of a reasonable accuracy so as to produce a fair

prediction of the optimal solution (Koziel and Yang, 2011). SBO can therefore offer global

insight into the problem design space and perform routine many-query analyses (such as

sensitivity analyses or parametric optimisation) at a lower cost (Yondo et al., 2018).

1.1.3 Multi-Fidelity Modelling

A simple and practical SBO paradigm involves constructing a surrogate model of the function/-

process of interest prior to the optimisation process (i.e. offline). The surrogate remains fixed

and acts as a cheap alternative to the original function. Naturally then, the accuracy of the

solution is therefore dependant on the accuracy of the surrogate itself. Assuming (as for most

practical cases) that the optimal solution is not known a priori, the surrogate must demonstrate

a high prediction accuracy over it’s entire input domain to ensure the estimated solution is

as close to the real solution as possible. Consequently, a large number of samples of the real

function may be required, which could be impractical, or in the worst case, prohibitive. Given

that efficiency is the overarching goal, numerous SBO methods have developed further in the

direction of adaptively updating their approximations throughout the optimisation process

(i.e. online). In this case, the information provided by the surrogate is used to explore the

problem search space and guide the optimiser towards the optimal solution by continuously

supplementing and updating the model samples. An important consideration is thus the

selection of samples with which to update the approximations. An efficient algorithm must

balance the inherent trade-off between global exploration (sampling areas of high prediction

uncertainty within the design space) and local exploitation (concentrating samples within

areas near the current optimal solution, or areas of higher significance). With respect given

to this relationship, the point with the highest estimated potential to improve the surrogate

quality (and thus indirectly the accuracy/reliability of the optimal solution) is selected and

sampled, with all surrogates updated accordingly. Specifically sampling based on the potential

for improvement implies an increased overall efficiency given that the algorithm is utilising the

available information to a fuller extent. As a consequence, SBO algorithms often require fewer

evaluations of both the objective and constraint functions than if applied within meta-heuristic

algorithms.
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However, a common theme within physics-based design and optimisation (as well as other

outer-loop applications, such as inference and uncertainty quantification) is that the compu-

tational cost of constructing surrogates of expensive functions through direct sampling can

nonetheless remain prohibitive (Zhou et al., 2018). This is especially true if underlying non-

linearities, discontinuities and multi-modality necessitate an even higher number of samples to

provide a useful representation. A potential solution is to instead incorporate multiple sources

of information to supplement, and thus alleviate, the expensive function of interest. In fact,

within many fields and applications across science and engineering, any particular system of

interest is likely able to be represented by several alternative numerical models/formulations.

These methods usually conform to a natural hierarchical trade-off between evaluation cost

and relative accuracy. That is, models more representative of the real, underlying physical

process(es) induce a more significant computational cost. Adopting the standard nomenclature,

an expensive model that describes the system of interest to a required accuracy is referred

to as high-fidelity, whereas any less accurate but also less demanding model is referred to as

low-fidelity.

Multi-fidelity (or variable-fidelity) modelling involves leveraging the response trends of one

or more of these inexpensive, lower quality numerical models (for example, obtained using

a simulation based on a coarsely-discretised structure) to supplement a surrogate construc-

tion/refinement process. This can be achieved either in cooperation with a judicious use of

the corresponding high-fidelity model, or indeed by entirely replacing the original function

altogether. The fundamental premise is that lower-fidelity models can inexpensively supply

the functional trends whilst only occasional recourse to the high fidelity model can be used to

establish global/local accuracy, apply some correction or adjustment or guarantee outer-loop

convergence (e.g. as part of a multi-fidelity optimisation scheme) (Ng and Willcox, 2014;

Alexandrov et al., 2001; Koziel and Yang, 2011). In this manner, one may attempt to mitigate

the "curse of dimensionality" associated with black-box surrogate modelling by exploiting

domain-specific knowledge (Simpson, 2008; Keane and Nair, 2005). Currently active fields of

research in this area include the types of surrogate models used, the infill criteria for selecting

new sample points and the overall model management framework incorporating all (one or

more) available levels of modelling fidelity.

Both single- and multi-fidelity SBO generally assumes that the expensive functions can be

treated as ’black-box’ models, external to the problem formulation itself, by which an output is

obtained simply by supplying an appropriate input. These inputs could be design parameters,

operational conditions or the output from another subsystem (for example). In some scenarios

however, the numerical fidelity of the obtained solution(s) is more defined by the mathem-

atical definition of the problem itself, rather than any external function/process. In which

case, the standard SBO techniques as discussed cannot be applied. To explain, real-world
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problems require some level of conceptualisation to appropriately formulate and represent

the underlying issue as a mathematical problem. A simple example is path-finding problems,

where the domain through which a suitable trajectory is to be found/optimised must first be

mathematically defined at an appropriate level of abstraction. Particularly within the field

of aerospace engineering, many MDO problems
3
are formulated as Optimal Control (OC)

problems, where trajectory optimisation and control is included as a primary discipline. For

these problems, the quality of the overall solution (e.g. how well the solution captures complex

non-linear/discontinuous behaviour) can depend on such factors as the degree of polynomial

used to represent the time-dependant (dynamic) states/control law and (for direct methods)

the level of time-domain discretisation, as well as the time-independent (static) system design

parameters. Given that the overall fidelity level of such problems is therefore internal to the

problem formulation, an alternative approach to multi-fidelity modelling and optimisation is

required.

1.2 Research Objectives

The aim of this thesis is to explore and develop numerical methods to improve the efficiency

of solving complex engineering design problems using multi-fidelity techniques. In essence,

increasing the attainable accuracy/reliability whilst simultaneously reducing the associated

computational burden of doing so.

A further aim is to include a distinct focus on autonomy, enabling the designer to apply such

techniques and methods in a wide variety of scenarios quickly and effectively. This therefore

reduces the impact of increasing problem complexity, and indeed the added complexity of

including multi-fidelity analyses in the first place. Naturally then, a final aim of this work is

to collect the developed tools and methods into a unified design framework or library, to be

made available via an appropriate open-source platform.

Being especially relevant within the field of aerospace engineering, a particular emphasis

throughout the following is placed on Multi-Objective Optimal Control Problems (MOCPs) and

analyses thereof. Considering the preceding discussion, this goal may be broken down into a

number of distinct research questions:

• How can alternative levels of numerical fidelity be mathematically defined and incor-

porated into the formulation of a MOCP?

• How can the optimisation process be designed to adaptively manage all available fidelity

levels whilst balancing the inherent cost/accuracy trade off?

3

Including spacecraft launch or orbital manoeuvring/transfer, autonomous robotics and aircraft design (Ric-

ciardi et al., 2016; Shi et al., 2020b; Chai et al., 2017; Vertovec et al., 2021; Bae et al., 2020; Chai et al., 2019).
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• What are the operational limits of including the developed methodology with respect to

traditional single-fidelity approaches?

• Are the computational savings (if any) sufficient to justify the cost of incorporating such

approaches?

1.3 Research Methodology

Following on from the preceding discussion, it is helpful to consider thatmethods to incorporate

multi-fidelity approximations into the design and optimisation process of complex engineering

systems can be succinctly categorised by referring to the source of the available information.

Where the alternative levels of fidelity for a particular physical process/subsystem of interest

are defined by numerical models, simulations, experimental data or other sources inherently

separate from the employed design and analysis framework, the source can be described as

external. On the other hand, where fidelity levels are defined by the formulation, discretisation

or general mathematical description (e.g. dimensionality) of the problem, the source can

instead be described as internal.

With this in mind, the research questions presented in Section 1.2 are addressed in this thesis

through the exploration and development of two distinct, but fundamentally linked, meth-

odologies enabling the incorporation of multi-fidelity information sources. Both allow the

systematic and adaptive upgrading of system/subsystem modelling fidelity for the purpose of

solving Multi-Objective Optimal Control Problems (MOCPs) in a computationally efficient man-

ner. These methodologies operate according to the following respective strategies according

to the primary source of multi-fidelity information utilised therein:

• An external strategy, where alternative numerical models of the same subsystem(s),

competing in accuracy and computational cost, are simultaneously incorporated into

one single approximation.

• An internal strategy, where the numerical complexity of the problem itself can be

systematically upgraded, concentrating computational resource where it is most needed.

These approaches are in fact largely analogous, with significant overlap in the fundamental

issues associated with each, as will be discussed.

Each strategy is incorporated into a separate numerical framework intended for application

in scenarios where in-depth and exclusively high-fidelity models/analyses are not viable.

For example, the preliminary design and optimisation phases of complex multidisciplinary

engineering systems.
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1.4 Structure

This thesis is organised into two primary parts, corresponding to the aforementioned approx-

imation approaches for multi-fidelity optimisation.

Part 1 deals with a model-based framework for external multi-fidelity information. This

framework assumes that any particular subsystem of interest of a complex engineering system

can be represented by several alternative numerical models/formulations. It is assumed that

these methods conform to an inherent hierarchical trade-off between the cost of evaluation

and the relative accuracy to which the underlying physical process can be represented. This

framework is therefore primarily concernedwith utilising, in themost computationally efficient

manner possible, the available information from all data sources such that the highest numerical

accuracy can be achieved at a minimum cost.

Part 2 deals with a resolution-based framework for internal multi-fidelity information. Rather

than using multiple external sources of information to enhance the design procedure, this

approach instead systematically refines the numerical complexity at which the problem solu-

tion is represented. This allows computational resource to be more appropriately allocated

during the analysis. For example, within areas that experience high rates of change, or are

particularly dominant with respect to the final solution. This approach is designed specifically

for direct Multi-Objective Optimal Control Problems (MOCPs), where the time-dependant state

and control profiles representing a feasible solution are evaluated by subdividing the time

domain into a distinct grid of control nodes.

Each part follows the same basic structure. After a brief introduction and overview, relevant

background information is presented and discussed, including the premise for the proposed

contributions. Next, the proposed methods are presented, including theoretical premise,

mathematical formulation and demonstration of validity using an appropriate series of test

cases. A more complex/thorough engineering test case is included to demonstrate the practical

applicability of the proposed methods to systems-level design and optimisation problems,

including a brief numerical evaluation. Finally, the overall findings and contributions of the

presented work are discussed, including relevant conclusions and recommendations for future

study. Chapter-specific contents tables and bibliographies are included for ease of reference.
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1.5 Contributions

With reference to the research questions proposed in Section 1.2, key contributions of this

thesis include:

Part 1

• The dissemination of a set of generalised, cooperative, data correction methods for

model-based systems design (Parsonage and Maddock, 2020).

• The sequential application of these methods to leverage complimentary aspects of the

correlation between alternative numerical models.

• An analysis of their effectiveness in individual and sequential application.

• An autonomous ANN-based surrogate model generation technique for general non-

linear relationships (Parsonage and Maddock, 2020, 2023).

• An adaptive sampling routine to generate and update multi-fidelity approximations

based on the current solution(s) of the overarching design problem.

• A high-level framework for autonomous and adaptive multi-fidelity SBO (Parsonage

and Maddock, 2023).

• A demonstration of the above methodologies in application to an aerospace engineering

design problem.

Part 2

• The combination of the Direct Finite Elements in Time (DFET) transcription process with

dyadic grid structures to facilitate adaptive solution refinement.

• A demonstration of the use of Bezier curves to enable non-destructive refinement of

polynomial-based discretisation for direct Optimal Control problems.

• The use of dyadic grid structures to enable cooperative, social action between multi-

objective populations of variable-complexity solutions.

• A new evolutionary crossover operator for variable length MOCPs (Parsonage and

Maddock, 2024c,b).

• A new version of the Differential Evolution (DE) algorithm allowing the combination of

variable-length solution vectors (Parsonage and Maddock, 2024b).
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• A new framework based on the Multi-Agent Collaborative Search (MACS) algorithm

incorporating the above methods for solving MOCPs (Parsonage and Maddock, 2024b).

• A demonstration of the above framework in application to a complex, computationally

intensive aerospace design problem (Parsonage and Maddock, 2024c).

Software Repositories The methods and frameworks developed during completion of this

thesis have been made freely available in the form of open-source software libraries. Please

contact ben.parsonage@strath.ac.uk for more information.
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2.1. Surrogate Modelling

T
his chapter compiles selected background information from the associated literature

relevant to multi-fidelity surrogate modelling. Section 2.1 introduces several prevalent

methods for generating surrogate approximations of expensive functions/processes. Included

is a discussion of methods with which to numerically validate such approaches. Section

2.2 overviews several static and dynamic sampling methodologies with which a surrogate

modelling process may be informed. Section 2.3 introduces the fundamental premises behind

common methods of simultaneously managing alternate levels of modelling fidelity. Finally,

Section 2.4 introduces a number of approaches with which the above methodologies may be

seamlessly integrated into high-level global/local frameworks for numerical optimisation.

2.1 Surrogate Modelling

Surrogate models (also commonly referred to as meta-models) can be generally defined as

functional abstractions (approximations or interpolations) of any real process that can be

represented by a dataset of deterministic input/output correspondence (Simpson, 2008). The

strength of the model is given by the ability to simulate unknown quantities of interest based

only on limited observations. Surrogate models are often constructed only to represent specific

local regions of the target function domain (though as will be seen later, global methods

can be effective in some scenarios), and can be adaptively updated throughout an iterative

optimisation process as new information becomes available. A generalisation of the global

surrogate modelling process is visualised in Figure 2.1.

This simple conjecture has given rise to a wide range of developmental areas across many

fields of science and engineering. Consequentially, in defence of Moore’s law
1
(Moore and

Others, 1965), it can be argued that the decreasing cost ratio of surrogate generation relative

to the cost of the required expensive analyses has promoted the development and application

of increasingly sophisticated surrogate modelling techniques (Simpson, 2008).

Surrogate accuracy is largely determined by three significant choices given to the designer:

(1) the sampling of data points via a suitable Design of Experiment (DoE) procedure, (2) the

selection of an appropriate meta-modelling technique and (3) the training of the model to

fit the available data (Simpson, 2008). This chapter will first address point (2), arguably the

most practically significant choice of the three, postponing discussion of points (1) and (3) to

Sections 2.2 and 2.1.6 respectively.

Currently, there is no universally accepted surrogate modelling process applicable to general

problems. This is largely due to the fact that prediction performance is heavily influenced by

the geometric characteristics of the underlying function. For example, non-linear or multi-

modal behaviour, problem dimensionality, the existence of noise or the approach and quality

1

see Schaller (1997).
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2.1. Surrogate Modelling

Figure 2.1: A visualisation of a global surrogate modelling process and it’s resulting applic-

ations. First, a small number of sample points within the target function input domain are

selected for evaluation using the "expensive" simulator. The resulting output data is then used

to generate/train an approximating, but cheap to evaluate, surrogate model.

of the training procedure may all cause the resulting meta-model to significantly deviate

from the true response (Forrester and Keane, 2009). In this context, ’true’ is used in a relative

sense, meaning only the response obtainable with highest available simulation fidelity, as

it is acknowledged that even a high-fidelity simulation is in itself an approximation, with

or without numerical noise, and may be inadequate for the task in hand (Kennedy et al.,

2002). This definition naturally extends to include such sources as expert-driven knowledge,

empirical or historical data, though in this work discussion is predominantly limited to that of

numerical models.

A large number of surrogate modelling techniques exist in the current literature. The purpose

of this chapter is not to investigate each to a particularly fine degree (with selected exceptions

in future chapters), but more to introduce the reader to the wide variety of available options.

For more information on surrogate modelling techniques, refer to Bhosekar and Ierapetritou

(2018); Forrester and Keane (2009); Yondo et al. (2018).

2.1.1 Polynomials

A simple and widely used surrogate approximation method is polynomial regression (Forrester

and Keane, 2009; Box and Draper, 1987). Response Surface Models (RSMs) (Myers and Mont-

gomery, 1995; Yondo et al., 2018; Venter et al., 1998) are constructed via a linear regression

of a polynomial relationship of any order across an existing dataset. Simple construction

and reliable prediction of low-order responses has prompted the extensive use of RSMs as

low-fidelity approximations of noisy data within multi-fidelity frameworks (Sun et al., 2010;

Chen et al., 2015). Am-th order polynomial approximation of a 1D function f can be given by:

ŷ(x,m,a) = a0 + a1x+ a2x
2 + · · ·+ amx

m =
m∑
i=0

aix
i

(2.1)
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where the regression coefficients a = {a0, a1, . . . , am}T can be estimated through the solution

of ϕa = y, where ϕ is the Vandermonde matrix, defined for approximating n-dimensional

functions as (Weisstein, 2002):

ϕ =


1 x1 x21 . . . xm1
1 x2 x22 . . . xm2
. . . . . . . . . . . . . . .

1 xn x2n . . . xmn

 (2.2)

and y is the vector of observed responses. The estimation of a can thus be calculated as:

a = (ϕTϕ)−1ϕTy (2.3)

Equation (2.1) is similar to a Taylor series expansion of the underlying function f truncated

after m + 1 terms, where m is the order of the resulting approximation (Box and Draper,

1987). One may expect then that a greater value ofm (thus more Taylor expansion terms) will

yield a more accurate approximation. However, increasing the number of higher order terms

increases the risk of over-fitting to any noise that may be corrupting the underlying response.

This ultimately may result in poor generalisation characteristics. This can be partially seen in

Figure 2.2, where the one-dimensional numerical test function presented by Forrester et al.

(2007) is approximated by several polynomial regression functions of increasing order. The

highest order approximation is seen to generally fit the target function to the highest degree,

but still exhibits significant error at the extremes of the input domain. Over-fitting can be

prevented by employing one of a number of techniques to estimate the appropriate value of

m according to different criteria (Cherkassky and Mulier, 2007). A method for dealing with

numerical noise present in otherwise deterministic computer simulations is to assume to some

degree that the error between the polynomial model and the data is independently randomly

distributed (Forrester and Keane, 2009). The extent to which this assumption is integrated can

be specified by controlling the degree of regression employed within the approximation model.

Nonetheless, due to this risk of over-fitting, polynomial RSMs are considered unsuitable for

highly non-linear, multi-modal or multi-dimensional function approximations (Barton, 1992;

Forrester and Keane, 2009; Simpson, 2008), unless supported by a relatively large dataset of

samples (Yondo et al., 2018). Particularly for higher-dimensional responses though, it may

not be possible to supply the necessary amount of data for anything other than a low-order

estimation (Forrester and Keane, 2009). Alternatively, one may reduce the ranges of the

variables under consideration, such as is done in many trust-region methods (see Section

2.4.3.1) (Forrester et al., 2008), though this is in fact a general mitigation strategy potentially

applicable to all approximation approaches.

An extension to this method is to instead define a series of polynomials in a piecewise manner,

rather than employing only one over the entire functional range. This allows a more reliable
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Figure 2.2: An example of several polynomial regressions of increasing order, trained using a

small number of samples of the ’true’ function (in this case, the one-dimensional test function

in (Forrester et al., 2007)).

approximation of non-linear responses with less risk of over-fitting. The available data is

split into separate ranges, with a polynomial approximation constructed over each. Boundary

conditions are defined to ensure each section meets a prescribed order of continuity. For

example, it is common to define C2 continuity such that consecutive polynomials match value,

slope and curvature at the interface point between them. Interpolating splines assume that

each data point is itself a boundary locus, such that each lies exactly on the approximating

polynomials. While this means interpolating splines tend to match the available data to a

stronger degree than polynomials tuned with a weighted least-squares approach, the nature of

the response between data points can still exhibit higher variability (Sasena, 2002). A variation

on this approach, known as the smoothing spline, adjusts a weight factor (the smoothing

parameter) such that a compromise between the goodness of fit seen in interpolating splines

and the smoothness of the approximating functions seen in least squares models can be

achieved (Craven and Wahba, 1978; Wahba, 1990).

2.1.2 Radial Basis Functions

Related to polynomial RSMs, and indeed largely replacing them in a number of fields (Forrester

and Keane, 2009), Radial Basis Functions (RBFs) attempt to use a weighted combination of

simple functions to approximate complex responses (Broomhead and Lowe, 1988). In fact,

the standard formulation of RBF is equivalent to an ANN with one hidden layer and radial

coordinate neurons (see Section 2.1.3). To demonstrate, consider a function f observed in

absence of error according to the sampling plan X = {x1,x2, . . . ,xn}T which yields the
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responses y = {y1, y2, . . . , yn}T . An RBF approximation ŷmay then be constructed according

to the fixed form:

ŷ = f̂(x) = wTψ =

nc∑
i=1

wiψ(∥x− ci∥) (2.4)

where ci is the i-th of nc basis function centres and ψ is an nc vector containing the values of

the basis functions ψ themselves, evaluated at the Euclidean distances between the prediction

site x and the centres of the basis functions.

Basis functions may be, for example, linear (ψ(r) = r), cubic (ψ(r) = r3) or thin plate splines

(ψ(r) = r2 ln r). More complex, parametric bases (Gaussian: ψ(r) = e−r
2/2σ2

, multi-quadric:

ψ(r) = (r2 + σ2)1/2, inverse multi-quadric: ψ(r) = (r2 + σ2)−1/2
etc.) may be used to

improve generalisation. If fixed bases are used, there is one undetermined weight per base.

Furthermore, if based on the Gaussian density function, RBFs typically lead to numerically

stable computations of coefficients of the linear combination of the data-fit model (Peherstorfer

et al., 2018).

Weights can be estimated using the interpolation condition:

f̂(xj) =

nc∑
i=1

wiψ∥xj − ci∥ = yj , j = 1, . . . n (2.5)

However, RBF additionally requires the specification of a number of other hyperparameters, e.g.

the bandwidth of the Gaussian density function. Whilst an appropriate choice of weights will

ensure the resulting approximation accurately represents the training data, a similarly appro-

priate choice of hyperparameters is needed to minimise the (estimated) generalisation error of

the data-fit model (Forrester et al., 2008). Selection and optimisation of these hyperparameters

can often be computationally expensive (Peherstorfer et al., 2018).

2.1.3 Artificial Neural Networks

The preceding methods generally incorporate certain fundamental assumptions regarding the

sampled data. For example, whilst using interpolating splines (Section 2.1.1) does not require

the fit and analyse approach commonly employed by weighted least squares models, they still

assume that the sample data can be locally approximated using at least a cubic polynomial

(Sasena, 2002).

A method becoming particularly popular, in part due to its ability to fit data outwith this

kind of assumption, is the use of Artificial Neural Network (ANN). An ANN is a collection of

simple computational units arranged into an inter-connecting parallel processing structure. A

network may be trained according to a finite set of input vectors and corresponding target
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vectors. A suitably trained ANN may perform tasks such as pattern recognition, identification,

classification, system control and function approximation (non-linear regression) (Beale et al.,

2017; Cheng and Titterington, 1994). ANNs offer a number of advantages for surrogate

modelling applications, including dimensionality reduction, implicit sensitivity analysis and

the availability of multiple transfer functions and training algorithms (Yondo et al., 2018).

McCulloch and Pitts (1943) originally theorized the ANN in 1943 as an attempt to mimic

the processing structure of biological neural pathways and thus gain a deeper insight into

brain function. Despite an initially fruitful investigation into the underlying mathematics by

the scientific community, including development of the first learning rule by Hebb (1949),

the first perceptron by Rosenblatt (1958) and the adaptive linear element in Widrow and

Hoff (1960), the field was ultimately stagnated by the relative juvenility of computational

processing technology (Suykens et al., 1996; Paiva et al., 2010). The widespread emergence

of the integrated digital microprocessor in the 1980s initiated a resurgence in ANN research.

Notable contributions from this time include the development of the associative memory

network by Hopfield (1982) and the self-organizing map by Kohonen (1982).

ANNs have found extensive use in many fields. Hajela and Berke (1992) review the use of

neural networks in structural analysis and design. Cheng and Titterington (1994) review

the uses of ANNs from a statistical perspective. In aerodynamics, ANNs have been used

for the estimation of aerodynamic coefficients (Santos et al., 2008; Linse and Stengel, 1993;

Wallach et al., 2006), space vehicle design and trajectory optimisation (Roshanian et al., 2019;

Minisci and Vasile, 2013), design optimisation of turbo-machinery blades (Mengistu and Ghaly,

2008), wing design (Rai and Madavan, 2000; Paiva et al., 2010), flow control, aeroelasticity,

interpolation of wind tunnel data and classification problems (Steck et al., 1997; Yondo et al.,

2018). Eason and Cremaschi (2014) applies an ANN to predict CO2 absorption/ desorption

rates using aqueous amines.

ANNs have also found particular application in multi-fidelity modelling, albeit with an initially

slower uptake (Fernández-Godino et al., 2016). Bakr et al. (2000) present a space-mapping

based neuro-modelling optimisation technique in which the high-fidelity optimum is found by

replacing the coarse model at each iteration with an adaptively-sized ANN trained using the

high-fidelity samples from the previous iteration. Leary et al. (2003) introduced the Knowledge-

Based Neural Network (KBNN) technique as a means of incorporating low-fidelity data into

the training procedure of a limited set of high-fidelity samples via scaling/translation based

parameter mapping. Minisci and Vasile (2013) estimate aerodynamic coefficients using a

multi-fidelity fusion/hierarchical ANN surrogate first trained on a global set of samples given

by a simplified analytical model, then iteratively refined with CFD data scheduled via evolution

control. Low fidelity samples are sequentially discarded should they fall outwith a predefined

applicability region relative to new high-fidelity points.
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More recently, multi-fidelity methods have been applied to enhance the training of Physics-

Informed Neural Networks (PINNs) (Toscano et al., 2025). For example, Meng and Karniadakis

(2020) employ several networks to 1) approximate the low-fidelity input data, 2) learn the

linear/non-linear correlations between low and high-fidelity data and 3) encode the underlying

Partial Differential Equations (PDEs). Regazzoni et al. (2021) extended this methodology to

Bayesian networks to help quantify the uncertainty in the resulting prediction. Wang and Lai

(2024) introduced a multi-stage ANN that divided the training process into sequential stages,

where each involved a new network fit to the residuals of the previous. Penwarden et al. (2022)

offer an approach to combine different ANNs of varying degrees of fidelity by exploiting their

low-rank structure.

The use of ANNs specifically in multi-fidelity surrogate modelling is discussed in more detail

later in chapter 3. Here, the premise and formulation of a standard ANN is briefly introduced

in the context of generalised surrogate modelling.

The standard computational unit used to construct an ANN is the single-input neuron (also

referred to as a single-unit perceptron). A neuron processes an input according to the general

form:

a = f(w ∗ p+ β) (2.6)

where p, w and β are the scalar input, weight and bias respectively, and f is a monotonic

transfer function, typically either a step, linear or log-sigmoid function. More complex neuron

formulations exist in the literature, including the radial basis perceptron used to construct

Radial Basis Function Neural Networks (RBFNNs). However, this work concentrates only on

the regular classification, given the improved generalisation at input sites far from the training

set (Minisci and Vasile, 2013).

A single neuron on its own is of course limited in computational functionality. To form a

network, it is required to group neurons into an appropriate architecture. One of the more

widely used architectures is the Multi-Layer Perceptron (MLP), part of the original set of

classifications proposed by McCulloch and Pitts (1943). A layer is defined as a distinct set

of neurons accepting a common input with no intra-layer connections between neurons

(Paiva et al., 2010). A feed-forward MLP architecture comprises of three distinct regions of

sequentially inter-connecting layers of neurons (see Figure 2.3); the input layer, one or more

hidden layers and the output layer (Suykens et al., 1996).

A multi-layer network may contain any number of hidden layers. However, it has been

widely reported that an ANN with biases, one sigmoidal hidden layer (chosen due to being

easily differentiable) and a linear output layer (to allow a non-bounded output) is capable of

approximating any linear/non-linear function with a finite number of discontinuities to an

arbitrary accuracy, provided that associated conditions are satisfied (Razavi et al., 2012; Beale
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Figure 2.3: A feed-forward MLP architecture, including an input layer, one hidden layer and

an output layer.

et al., 2017; Rumelhart et al., 1994). An additional implication here is that one may employ

an ANN based surrogate modelling scheme without any prior knowledge of the underlying

function to be approximated (Minisci and Vasile, 2013), a particularly useful property for SBO

applications.

For clarity, the simplified notation presented by Beale et al. (2017) is adopted:

a1 = f1(W1,1 ∗ p+ b1) (2.7)

where each layer has a S ×R weight matrixW, a S-length bias vector b, and an S-length

output vector a. The vector p is an R-length input vector. From this notation, a 3-layer

feed-forward network with R = 2 inputs and S = 4 hidden layer neurons may be graphically

depicted as in Figure 2.4. In this case, the weights connected to the input vector are denoted

IW and the weights connected to a preceding layer are denoted LW.

The process by which a network may be trained is known as back-propagation, itself a

generalisation of the Widrow and Hoff (1960) learning rule applied to multi-layer networks

and non-linear differentiable transfer functions (Beale et al., 2017). Back-propagation updates

the network weights and biases proportional to the negative direction of the gradient (i.e. the

direction in which the performance function decreases most rapidly):

xk+1 = xk − αk
∂J(x)

∂xk
(2.8)

where xk is the current vector of weights and biases, ∂J(x)/∂xk is the current gradient of

the cost function J (e.g. most commonly the Mean Square Error (MSE)) with respect to xk and

αk is the learning rate.
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Figure 2.4: Simplified notation of a 3-layer MLP (Beale et al., 2017). The weights connected

directly to the input layer are denoted IW, with weights connected only to the immediate

preceding layer denoted as LW. Layer outputs and biases are denoted by a and brespectively.
Superscripts are used to identify the destination (first index) and source (second index) for

the various elements of the network. For example, Elements with superscript 1 are associated

with the first layer.

However, non-linear transfer functions in a multi-layer network can introduce many local

minima in the error surface (Beale et al., 2017). Thus the use of such a gradient-descent method

described by (2.8) risks the entrapment of the network solution in one of these local minima

for a given initial condition. While not necessarily undesirable, especially if the local minima

is close to the global minimum, the result is that a single back-propagation training procedure

on any multilayer network, even with sufficient neurons in the hidden layer, cannot guarantee

the convergence of the weights to the optimum solution.

The training procedure may be described as either supervised or unsupervised. In supervised

learning, data is presented for training in a coupled input/target format as follows:

{p1, t1}, {p2, t2}, . . . , {pn, tn} (2.9)

The network processes the inputs, then compares the resulting outputs to the target values.

The network weights and biases are then updated via a training algorithm to iteratively reduce

the error between the outputs and the targets. This is opposed to unsupervised learning, in

which the network is not supplied with targets. The reader is directed to Beale et al. (2017) for

a more in-depth discussion on supervised vs unsupervised learning.

A further classification may be made with respect to the manner in which input data is

presented for training. Input/target pairs may be presented concurrently (batch training) or

sequentially (incremental training), the latter to represent temporal variations or include new

data as it is simulated. Batch training only allows the update of all weights and biases after the
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entire training set has been applied to the network, and thus is notably more computationally

efficient than incremental training (Beale et al., 2017).

Multi-layer networks are extremely sensitive to the number of neurons included within their

hidden layer(s). Too few neurons and the network cannot represent non-linear responses in

appropriate detail, and thus converges only to sub-optimal solutions, if at all. Increasing the

number of neurons increases the complexity of the functions that can be approximated at a

further computational cost. However, too many neurons can result in over-fitting, resulting

in poor generalisation and often incurring wild oscillations in function response, despite

negligible errors at the training points. Kolmogorov (1957) states that this behaviour implies

the existence of an optimal set of parameters that can allow a neural network to approximate

any function for any application.

However, it can often be very difficult to estimate a priori the number of neurons that should

be included in each hidden layer for a particular application. Some authors typically em-

ploy simple trial and error schemes, the continuous re-training of multiple networks or

discrete-optimisation-capable methods (e.g., Genetic Algorithms) (Paiva et al., 2010). A recent

development in this area is the emergence of software solutions for solving Conditional Search

Space Problems (Lévesque et al., 2017). That is, problems in which the structure, dimensionality,

or available variables/parameters change (are conditional) based on decisions made earlier.

Considering then the problem of automated hyperparameter optimisation/tuning, an example

is the Optuna framework for Python-based applications Akiba et al. (2019).

To help mitigate this issue, focus can instead be shifted to improving the generalisation of

the approximate response. The two most commonly applied methods here are early-stopping

and regularisation. It should be noted that the likelihood of over-fitting is proportional

to the ratio of network parameters to available training data. If obtaining more data is

computationally viable, there is little need to employ generalisation improvement techniques,

thus the following discussion is of primary concern to computationally expensive problems

with a limited available budget of training data (Beale et al., 2017).

To implement an early-stopping procedure, the available training data must first be divided

(according to an appropriate data division algorithm e.g. indexed, random or block data

division) into three subsets: the training set, the validation set and the testing set. The training

set is used to update the network weights and biases via back-propagation. The validation set

prediction error is monitored during the training process. Typically the validation error will

decrease in correspondence with the training set error as the network is fit to the available data.

However, at the onset of over-fitting, the validation error will begin to rise. If this increase

persists for a certain specified number of iterations, the training procedure is stopped and

the weights and biases at the minimum validation error are selected. The testing set simply
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provides an independent sample set not used during the training process.

Regularisation involves modifying the network performance function to minimise network

complexity. The typical performance function for feed-forward networks is the the mean sum

of squares of the network errors (MSE):

MSE =
1

N

N∑
i=1

(ei)
2 =

1

N

N∑
i=1

(ti − αi)2 (2.10)

The magnitude of the network weights and biases is inversely proportional to the overall

smoothness of the response. Therefore, it is of interest to the designer to minimise these terms

by including the mean sum of squares of the network weights and biases as an additional term

in the performance function:

MSEreg = γMSW+ (1− γ)MSE (2.11)

where γ is the performance ratio and

MSW =
1

n

n∑
j=1

w2
j (2.12)

The Bayesian framework presented by MacKay (1992) assumes the weights and biases of the

network are random variables with specified distributions. The regularisation parameters

are related to the unknown variances associated with these distributions and therefore can

be determined using statistical techniques. The reader is referred to Foresee and Hagan

(1997) for a detailed discussion of the use of Bayesian regularisation, in combination with

Levenberg-Marquardt training.

2.1.4 Kriging

A common assumption in surrogate modelling is that the true response can be represented by

the approximate response plus some residual error term:

y(x) = ŷ(x) + ϵ (2.13)

where the residuals ϵ(x) are independent, identically distributed normal randomvariables, ϵN(0, σ2).

Kriging (Sacks et al., 1989) is a form of Gaussian Process Regression that assumes that the

errors in the predicted values are not independent, but instead a systematic function of x. The

approximation of the true function response is constructed as a weighted combination of:

1. a linear regression f(x) via a set of basis functions modelling the drift of the process

mean (representing low-frequency variations), and
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2. a realisation of a stochastic process Z(x) to model high-frequency variation by quanti-

fying correlation between data points.

This can be written as:

Y (x) =
k∑
j=1

βjfj(x) + Z(x) (2.14)

where fj(x) are the basis functions (i.e., the polynomial terms), βj are the corresponding

coefficients, and Z(x) is a Gaussian process. Note, Y (x) is capitalised to specify it as being a

random variable, as opposed to any particular realisation of such, y(x). Similarly, the random

variable Z(x) represents uncertainty in the mean of Y (x) with E(Z(x)) = 0 and

cov

(
Z(x(i)), Z (x)

)
= σ2zR(w,x) (2.15)

Here, σ2z is a scale factor (known as the process variance) that can be tuned to the data and

R(w,x) is the Spatial Correlation Function (SCF). There are numerous choices of R(w,x) to

quantify the manner by which the approximate function moves between observed data points.

One of the most common may be written in k-dimensional form as:

R(x(i),x) = cor

[
Y (x(i), Y (x))

]
= exp

− k∑
j=1

θj

∣∣∣x(i)j − xj∣∣∣pj
 (2.16)

The variance of the basis function can be controlled by θj > 0 and, instead of being fixed

at 2, the exponent can be varied by pj . Where the influence of a sampled data point on the

point to be predicted reduces as |x(i) − x| increases, the deterioration of this influence is

determined by θ. On the other hand, the exponent control p determines the smoothness

of the resulting approximation. Kriging allows the specification of different basis functions

and correlation parameters for each dimension, though this is perhaps unnecessary for most

problems (Sacks et al., 1989). Of note, if the model parameters are chosen such thatR(x,x) = 1,

the resulting trained predictor will pass exactly through any measured data point. More

advanced techniques, such as Blind Kriging (Joseph et al., 2008; Couckuyt et al., 2012), exist to

allow a non-interpolating prediction.

The unknown parameters θj and pj are often estimated as Maximum Likelihood Estimators

(MLEs), maximising the natural logarithm of the likelihood with constant terms removed. The

concentrated ln-likelihood function is written as:

ln(L) ≈ −n
2
ln σ̂2 − 1

2
ln |Ψ| (2.17)

where

σ̂2 =
(y − 1µ)TΨ−1(y − 1µ)

n
(2.18)
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andΨ is an n×nmatrix of correlations between the sample data, with each element given by

(2.16). The maximisation of (2.17) represents the primary computational expense of the Kriging

technique. The estimation of θj and pj can often prove costly, resulting in overall lengthier

model training times, thus Kriging is of most use when the true function is particularly

expensive computationally. With parameters estimated, approximate function values at an

unknown point x can be predicted as:

ŷ(x) = µ̂+ψTΨ−1(y − 1µ̂) (2.19)

where

µ̂ =
1TΨ−1y

1TΨ−11
(2.20)

A further strength of Kriging (as with other models based on a Gaussian process), widely

supporting its use in surrogate-based optimisation, is the provision of an estimated error. The

MSE for a Kriging model can be given by (Sacks et al., 1989):

s2(x) = σ2
[
1−ψTΨψ +

1− 1TΨ−1ψ

1TΨ−11

]
(2.21)

The wide applicability of the Kriging approach has given rise to numerous modifications

and extensions to the fundamental process, in addition to a wide range of hyper-parameter

optimisation methods (the importance of which being visualised in Figure 2.5). The above

formulation is classified as Ordinary Kriging (OK) (Kennedy and O’Hagan, 2000; Grabe et al.,

2012), though alternative formulations include, among others, Universal Kriging (UK) (Zim-

merman et al., 1999; Bouhlel et al., 2016), Blind Kriging (BK) (Joseph et al., 2008; Couckuyt

et al., 2012), Non-Stationary (covariance) Kriging (Xiong et al., 2006; Toal and Keane, 2012),

Gradient-Enhanced Kriging (GEK) (Han et al., 2013; Chung and Alonso, 2002) and Co-Kriging

(Forrester et al., 2007; March et al., 2011). The reader is referred to Jones (2001) for a complete

derivation of the OK method for surrogate approximation.

2.1.5 Support Vector Regression

In a similar fashion to Kriging (Section 2.1.4) and RBFs (Section 2.1.2), Support Vector Regression

(SVR) involves the linear combination of a weighted series of basis functions. SVR distinguishes

itself from alternative approaches through the principle of risk minimisation; the ability to

specify or calculate an acceptable error margin (defined as a region of inapplicability with

regards to a specified penalty function) to mitigate the effects of erroneous samples on the

response surface (Forrester and Keane, 2009). This is useful if the supplied sample data

contains some element of randomised error. For example, due to a finite mesh discretisation.

In departure from previously discussed methods, the objective is then to minimise the upper

bound of the generalised error, rather than the error itself. SVR is attractive for surrogate
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(a) Optimised hyper-parameters (b) Overestimated hyper-parameters

Figure 2.5: Example of Kriging applied to approximate a one-dimensional function (Forrester

et al., 2007). The blue space is the uncertainty of the kriging model, where (a) shows the

prediction obtained using optimised hyper-parameters, and (b) shows the prediction obtained

instead using overestimated hyper-parameters.

modelling approaches given its reliable handling of multidimensional problems, even with

limited datasets. Additional flexibility is encouraged through the user-specification of different

Kernel functions. However, SVR requires the non-trivial optimisation of hyperparameters in

addition to the learning phase (Yondo et al., 2018).

The basic form of the SVR prediction is the familiar sum of basis functionsψ(i)
,with weightings

w(i)
, added to a base term µ; all calculated in different ways to their counterparts in the Kriging

and RBF literature, yet contributing to the prediction in the same way:

f̂(x) = µ+
n∑
i=1

w(i)ψ(x,x(i)) (2.22)

The theory behind SVR stems from the work completed during the 1990s regarding Support

Vector Mechanics (Vapnik, 1999). The reader is referred to (Forrester and Keane, 2009) for a

complete derivation of the SVR predictor.

2.1.6 Surrogate Validation

The effective quality of a particular surrogate model is often evaluated relative to a number of

metrics assessing both local and global performance (Yondo et al., 2018; Forrester et al., 2008;

Viana et al., 2014; Goel et al., 2007). The most common approaches involve estimating the

approximation error. That is, the expected error between the generated model and an unseen

sample. Such methods are helpful in establishing whether a particular surrogate modelling

approach should be used over another, or even assessing its own applicability to a particular

problem.
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Some of the methodologies described in the previous sections construct the surrogate model

together with some estimation of the attendant approximation error (e.g. Kriging, see Section

2.1.4). Alternatively, one may employ a number of procedures in a stand-alone manner to

validate the prediction capability of a given model beyond the set of ns training points.

First, recall the difference between the training error and the testing error. If f̃ denotes a

surrogate of the expensive function f , and if x ∈ R denotes the sampling plan such that:

Xi → yi = f(x(i))|i = 1, 2, . . . , ns (2.23)

where

x =
[
x(1), . . . ,x(ns)

]T
y =

[
y(x(1)), . . . , y(x(ns))

]T
then the training error is defined as the average loss over the trained samples:

etr =
1

ns

ns∑
i=1

L(yi, f̃(xi)) (2.24)

The testing error is the expected prediction error over an independent sample set:

ets = Ex,y,ts[L(y, f̃(x)] (2.25)

where L is the loss function(s). Commonly used loss functions include the square and absolute

errors (for continuous responses) or the 0-1 loss and log-likelihood (for responses of discrete

values).

Training errors may offer only poor estimates of the testing errors, dropping towards zero as

model complexity increases (Yondo et al., 2018). The surrogate construction process typically

requires the (random) splitting of the available data into three sets: the training set (the points

to which the surrogate should be fit to), the validation set (to evaluate the unbiased prediction

error), and the testing set (used to assess the generalised error of the final chosen model).

Deciding the proportions of samples to assign to each of these sets remains an open question.

Common practice is to allocate 50-60% to the training set and 20-30% to both the testing and

validation sets. An initial temptation may be to utilise 100% of the available data to train the

surrogate. However, doing so greatly increases the risk of over-fitting and poor generalisation,

with all error estimates being lower than the true errors. This effect becomes more pronounced

with models that have a larger number of parameters. The validation of the testing error

estimate is largely dependent on the type and amount of trained samples contained in both

the training and validation sets. A disadvantage here is that the validation set error most often

tends to overestimate the test error of the model fit on the entire data set.
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Given that the training error of an ideal well-fit surrogate will tend to zero, surrogate validation

is most often performed using the estimation of the testing set error (also referred to as the

prediction error) as a more reliable metric. Numerous methods for estimating the testing set

error exist in the literature. Popular examples include the Hold-Out method, the Split Sample

method, Cross-Validation (inc. Random sub-sampling, Leave-One-Out and K-Fold), Bootstrap-

ping, Schwartz’s Bayesian Information Criterion (BIC) and Akaikes Information Criterion (AIC).

In the Split-Sample algorithm (McCulloch and Pitts, 1943), the set of available samples is

divided into training and testing subsets. The value of error estimated using this approach

depends strongly on how the set of samples is partitioned. Furthermore, the binary splitting

of data suggests that a rather large proportion of data is not used in surrogate construction,

which may affect the overall quality to a greater detriment relative to the benefit of inclusion

within the testing set. Cross-Validation (CV) (McCulloch and Pitts, 1943; Golinski, 1973) is

a particularly popular methodology. Input data is divided into L subsets, where each is se-

quentially employed as a testing set for a separate surrogate constructed on the other L˘1

subsets. The case in which the number of subsets L is equal to the sample size p is equivalently

known as Leave-One-Out (LOO) CV (McCulloch and Pitts, 1943). The prediction error can

be estimated from all L error measurements obtained using this process (for example, as an

average value). The CV error estimation is generally less biased than that of the split-sample

method (McCulloch and Pitts, 1943). A disadvantage is the requirement of multiple separate

surrogates, which may be computationally infeasible depending on the application, size of

sample set or surrogate modelling methodology employed. However, it can be counter-argued

that the inclusion of multiple approximations may improve the robustness of the entire sur-

rogate generation and validation approach, since all of the available data is utilised for both

training and testing purposes.

The designer is thus presented with yet another choice, as certain error-estimation methods

may be unsuitable or erroneous in themselves for a given application. For example, using CV

to validate a Kriging model may demand an excessive computational cost and may lead to

erroneous model validation (Wang and Shan, 2007).

More standardised metrics, generally more affected by the domain-level distribution of training

points, include the Root Mean Square Error (RMSE), the Adjusted Mean Square Error (AMSE),

the Weighted Root Mean Square Error (WRMSE), the Integrated Mean Square Error (IMSE), the

Maximum Absolute Error (MAE), the Prediction Error Sum of Squares (PRESS), the Relative

Accuracy Error (RAE) or Pearson’s correlation coefficient (Queipo et al., 2005; Jin et al., 2001).

Given an inherent bias relative to sample point distribution, many of these methods may in

fact offer only a poor representation of the actual error.
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2.2 Infill Criteria

The performance of any surrogate modelling technique can be extremely dependant on the

number of, location and distribution of the training samples (Liu et al., 2018a; Yondo et al.,

2018). The initial selection and subsequent update of the sample set plays a particularly

important role in a surrogate modelling and optimisation process. A high quality surrogate

increases the reliability of the final obtained optimal solution or may allow a more accurate

identification of important inputs for a sensitivity analysis (Liu et al., 2018a), though typically

requires a high number of samples, which often proves computationally prohibitive. The speed

of convergence is directly correlated to the efficiency of the modelling process. An additional

goal then, particularly when considering expensive functions, is naturally to sample the design

domain in as few function evaluations as possible whilst still achieving a suitably accurate

representation of the underlying function(s).

The judicious selection of new samples, referred to as infill points, represents the heart of most

surrogate-based optimisation methods (Forrester et al., 2008). Newly selected points are used

to both validate the current approximation(s), then enhance the prediction quality even further.

The determination of the most suitable infill points is accomplished by defining certain criteria

(the infill criteria) for selection. This is alternatively known as adaptive sampling, sequential

sampling, or active learning and refers to the iterative (potentially parallel) sampling of the

target function in promising areas of the input space based on information gathered from the

existing and/or newly updated surrogate (Forrester et al., 2008; Yondo et al., 2018).

The premise of most infill criteria, especially when considering expensive functions, is to bal-

ance the trade off between the global surrogate accuracy and the local accuracy of ’interesting’

(e.g. highly non-linear or multi-modal) regions, or within region(s) most likely to enclose (or

largely influence) the problem optimum (Yondo et al., 2018). This is most often referred to as

the balance between global exploration and local exploitation.

Numerous infill sampling criteria (Forrester et al., 2008; van Beers and Kleijnen, 2008; Da

Ronch et al., 2017; Martínez-Frutos and Herrero-Pérez, 2016; Parr et al., 2012b,a) exist to

guide the process during the exploitation phase. Examples include; Searching the Surrogate

Model (SSM), minimising the predictor and/or maximising the predicted error, the Lower

Confidence Bounding (LCB), the Expected Improvement (EI), the Probability of Improvement (PI),

likelihood estimation or the Kushner criterion. A taxonomy on data-fit surrogates-based global

optimisation methods has been published by Jones (2001), introducing several infill criterion

methods. Forrester and Keane (2009) and Liu et al. (2014) compared methods for selecting

search points within Kriging-based optimisation frameworks. MacKman et al. (2013) compared

sequential sampling methods for generation of aerodynamic surrogate models.
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The generation of a sample set within a specific domain is achieved via a suitable Design of

Experiment (DoE)2 technique. Originally, the conditions under which to run experiments (i.e.

the input conditions) were planned a priori using one of the following simplistic methods

(Montgomery, 2001):

• Varying one factor or variable at a time.

• Indefinite trial and error, aiming to ascertain the best guesses or sample point locations.

These methods often not only failed to consider the interaction between variables (or factors),

but also required significant expense given the number of individual tests, with no guarantee

that a suitable sample location could even be found (Yondo et al., 2018). The term ’Design

of Experiments’ was originally proposed by Fisher (1926) as a means to bypass these lim-

itations, offering a systematic method to plan experiments based on an understanding of

the probabilistic behaviour of agricultural crops systems. Originally concerned with only

physical experiments, work from this period established the basic principles of DoE, namely;

randomisation, replication, and blocking, for controlling random data-corrupting errors (noise)

and bias.

With the introduction of numerical methods and computing facilities, simulation-based exper-

iments were quickly established with design space sampling a key issue. Similarly to physical

experiments, the prevailing goal was maximising the information gained from a minimum/lim-

ited set of individual sample points. A detailed discussion on physical experiments versus

simulation-based is available in Kleijnen and Van Beers (2004).

DoE methods can generally be classified as either static (one-shot) or dynamic (sequential).

Static DoE determines both the sample size and locations in a single step, whereas dynamic

methods iteratively cluster points in regions of interest selected via previous model evaluation-

s/data in order to reduce the overall number of samples needed to represent a given functional

response, or guide a searching algorithm to a local/global optimum (Tyan and Lee, 2019; Liu

et al., 2018a).

Static approaches for deterministic computer simulations are usually concerned with satisfying

the space filling criterion. That is, exploring the nature of the underlying function by spreading

samples evenly across the entire input domain rather than concentrating on a particular area

or feature e.g. domain boundaries (as is the case for many classical sampling methodologies)

(Liu et al., 2018a; Sacks et al., 1989; Jin et al., 2001). Consequentially, the surrogate model

2

’Experiment’ in this sense loosely refers to the testing/evaluation of some process, physical or otherwise,

accepting certain input conditions such that a corresponding output may be observed and recorded. E.g., Wind

Tunnel Testing (Yondo et al., 2018).
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(a) (b) (c) (d) (e)

Figure 2.6: Factorial DoE methods for three design variables (n = 3): (a) full factorial design,
(b) fractional factorial design, (c) central composite design, (d) star design, and (e) Box- Behnken

design.

approximation built using these samples can more reliably represent the underlying functional

behaviour and guide a searching algorithm towards interesting regions (Liu et al., 2018a).

Classical static sampling methods include Full Factorial Design, Fractional Factorial Design,

Central Composite Design, Box-Behnken Design and Plackett-Burman Design. Some examples

of classical sampling techniques are shown in Figure 2.6. Factorial designs (Giunta et al., 2003),

when applied to discrete design variables (or discretised continuous variables), explore large

regions of the search space. For example, full-factorial sampling involves the sampling of all

possible configurations of the input vector. Given the apparent inefficiency in this approach

(the number of samples increases exponentially with the number of design variables), fractional-

factorial can be used as a less expensive alternative. Other factorial designs, including central

composite design, star design (frequently used in combination with space mapping (Cheng

et al., 2006), see Section 2.4.3.2), or Box-Behnken design can be seen in Figure 2.6 (Koziel and

Yang, 2011).

Classical static sampling techniques can be summarised by a few relevant features (Liu et al.,

2018a):

• Sample locations are chosen to reduce the impact of random errors on physical experi-

ments.

• Samples are disproportionally gathered towards boundary regions, rather than internal

regions.

• Samples are chosen based on a predetermined regression model. That is, they are not

influenced by the resulting model output characteristics.

Another salient feature is that most often require a relatively large number of samples to

represent a target function of a given dimensionality. This computational burden makes

classical methods less practical for more complex scenarios.
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Figure 2.7: A Latin Hypercube Sampling (LHS) realisation of 8 samples in a two-dimensional

design space.

Several classical methods and modifications exist aimed at reducing this burden. One of

the most widely used methods in modern research is Latin Hypercube Sampling (LHS). In

this approach, the range of each input parameter is divided into p bins. Assuming n design

variables, this yields a total of p× n bins within the design space. Samples are thus randomly

selected in the design space so that (i) each sample is randomly placed inside a bin, and (ii)

for all one-dimensional projections of p samples and bins, there is exactly one sample in

each bin (Koziel and Yang, 2011). A graphical example of this can be seen in Figure 2.7. LHS

has become extremely popular in the surrogate modelling community largely due to two

significant properties; (1) space-filling criteria can be met across the entire input domain,

allowing the representation of underlying function structure with a minimum number of

function evaluations (Yondo et al., 2018), and (2) the distribution structure exhibits a non-

collapsing property, i.e. the latin-hypercube definition can still be met with a low number

of samples, or if some inputs are neglected (Liu et al., 2018a). The latter implies that sample

size is therefore independent of problem dimensionality, a particularly useful property when

considering costly analyses (Tyan and Lee, 2019). However, if one assumes no prior knowledge

regarding the target function to be approximated, it can be difficult to estimate the optimal, or

even appropriate initial sample size such that computational resource is not unduly wasted.

Furthermore, standard LHS may result in non-uniform distributions (for example, samples

allocated along the design space diagonal satisfy both conditions (i) and (ii)). With this

in consideration, numerous modifications have been proposed (Beachkofski and Grandhi,

2002; Leary et al., 2003; Ye, 1998; Palmer and Tsui, 2001) to provide more uniform sampling

distributions.

Other modern static DoE methodologies include orthogonal array sampling (Queipo et al.,

2005), quasi-Monte Carlo sampling (Giunta et al., 2003), and Hammersley sampling (Giunta

et al., 2003). Sample distribution can be improved through the incorporation of optimisation

techniques that minimise a specific non-uniformity measure. For example,

∑p
i=1

∑p
j=i+1 d

−2
ij

(Leary et al., 2003) where p is the number of sampled points and dij is the Euclidean distance
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between samples i and j.

It should be noted that the majority of static sampling procedures are naturally model-

independent. That is, the choice of samples is not influenced by the model output characteristics,

thus cannot benefit from any functional knowledge obtained during the surrogate modelling

process. Importantly, this again suggests a certain level of inherent inefficiency with static

approaches. This can be partially addressed by employing dynamic sampling techniques.

Dynamic sampling approaches may be classified into two categories; space-filling and adaptive

(Liu et al., 2018a). Space-filling methods are usually derived from their static equivalents,

but applied sequentially over a series of successive stages, thus reducing the total number

of samples required for a particular function (Liu et al., 2018a). For example, to obtain m

points with n dimensions, a one-shot sampling criterion needs to solve anm× n dimensional

optimisation problem. This becomes more difficult with increasing dimensionality and sample

size. Employing sequential sampling instead decomposes this large problem into a sequence of

n-dimensional sub-problems. For example, the approach of Van Dam et al. (2007) considers a

sequential Latin Hypercube Design (LHD) process as a set of optimisation sub-problems. In this

case, the objective is some space-filling criteria an the constraints are a set of one-dimensional

distance thresholds. This quasi-optimal sequential LHD strategy has since been widely studied

and extended (Xiong et al., 2013; Crombecq, 2011; Liu et al., 2015). Adaptive sampling (or, active

learning (Settles, 2009)) selects additional sample points using the current model approximation

itself during the learning process, consequently achieving a more accurate approximation

with fewer samples. Typically, such a procedure will concentrate additional samples within

regions of high prediction error
3
rather than uniformly across the domain. In essence, the

sampling procedure adapts to the properties of the target function (Liu et al., 2018a), allowing a

globally accurate meta-model to be constructed for a minimum number of samples. Given the

inherent potential for increased efficiency, adaptive sampling procedures have been studied

with particular interest for modelling computationally expensive functions.

Adaptive sampling routines must compromise between two conflicting objectives; local ex-

ploitation and global exploration. Thus most current methods fall broadly into three main

categories; those prioritising local accuracy, those prioritising global accuracy and those strik-

ing some more definitive balance between the two (Jiang et al., 2020; Liu et al., 2018a; Parr

et al., 2012b).

3

alternatively referred to as "interesting regions" (Liu et al., 2018a), “multimodal regions” (Li et al., 2010),

"irregular regions” (Farhang-Mehr and Azarm, 2005), or similar.
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2.2.1 Local Exploitation

Local exploitation implies the tendency to represent specific, localised areas of high non-

linearity, discontinuity or multi-modal behaviour, normally characterised by a high prediction

error. Given the limited nature of design space sampling, this is often achieved to the detriment

of global prediction accuracy. It is also in practice difficult to identify these ’interesting’

regions a priori4, though their locations may be estimated using a number of techniques. These

include using the prediction variance, cross-validation error or local gradients to estimate

the true prediction error, for example. Pure exploitation-based sampling may be particularly

disadvantageous given the risk of spending a significant amount of computational resource

on modelling areas of the search space that are not conducive to locating the optimal design

(Koziel and Yang, 2011).

In the context of surrogate based optimisation, additional samples are in practice selected

through local optimisation of/using the current surrogate. For instance, the optimum computed

using the current surrogate could then be evaluated using the true function and used to update

the approximation. In other words, this approach intrinsically aims at the exploitation of

certain regions of the design space (the neighbourhood of a first-order stationary point) (Koziel

and Yang, 2011). Naturally then, this approach relies upon the surrogate being globally valid.

Should this not be guaranteed however, the optimiser risks being trapped in the vicinity of

unsatisfactory local solutions.

2.2.1.1 Minimising the predictor

Perhaps the simplest, most direct application of local exploitation involves first assuming

that the surrogate model is in fact globally accurate (Forrester and Keane, 2009). This can

be supported by various global validation metrics such as cross-validation or MSE-based

approaches, ideally evaluated on an independent testing set of samples (Hastie et al., 2009).

Under this assumption, the optimum of the surrogate is found in a straightforward manner

via a suitably large number of calls to a global optimiser. Finally, the surrogate optimum need

only be evaluated by one call to the ’true’ function at this location. However, this approach

is usually taken as overly optimistic, as sufficient accuracy within the region of the global

optimum is most unlikely for all but the simplest problems.

The practice of introducing some sequential sampling approach based on a specified infill

criterion has therefore become common practice. After each new infill point the surrogate

is regenerated according to the new data set such that the interpolating model will descend

towards the optimum.

4

Though they can occasionally be identified sequentially as a consequence of global sampling.
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2.2.1.2 The Trust-Region method

Minimising the predictor will at least locate a local minimum of the surrogate provided it is

continuous and differentiable. However, convergence thereof may be lengthy depending upon

the characteristics of the function in question.

An alternative approach that can mathematically guarantee convergence under certain condi-

tions is the trust-region approach. Alexandrov et al. (1997) present a series of rigorous proofs

of convergence from an arbitrary point for interpolating surrogates that additionally match

the gradient of the objective function at the observed locations, using a trust-region method.

Simple methods for matching the function gradient include the first and second order scaling

approaches by Haftka (1991) and Eldred et al. (2004) respectively. These will be discussed in

further detail in Section 2.3.

A generic description of a trust region approach is to begin at an arbitrary point x0 and search

a surrogate ŷ(x) in the interval x0 ± δ0, where the trust-region δ is initialised at some user

defined value. At the first iteration m = 0, the approximating surrogate can be initialised

by fitting across 2 points; the midpoint of the input domain and a point on the boundary of

the trust region. The trust region itself may then be iteratively updated as follows. First, the

current prediction at iterationm is evaluated:

r =
f(xm−1)− f(xm)
f(xm−1)− ŷ(xm)

(2.26)

The updated trust-region can then be defined:

δm =


c1∥xm − xm−1∥, if r < r1

min{c2∥xm − xm−1∥,∆}, if r > r2

∥xm − xm−1∥, otherwise

(2.27)

where c1 < 1 and c2 > 1 are factors affecting the degree to which the trust-region contracts or

expands based on the current predicted accuracy and ∆ is an upper bound on the trust radius.

The values r1 and r2 represent the lowest allowable levels of surrogate performance before

the trust-region must be reduced, and conversely, the highest level of performance that must

be achieved before the trust region is increased. Typical values are r1 = 0.10 and r2 = 0.75

(Forrester and Keane, 2009). The next sample point xm+1 is then found by minimising ŷ(x) in

the region xm ± δm. This process repeats until some stopping criteria
5
is met. Of note, the

preceding discussion outlines only the fundamentals of a generic trust-region approach for

surrogate based optimisation. Further detail can be found in (Alexandrov et al., 1997), with a

multi-fidelity implementation reported in (Alexandrov et al., 2001).

Although exploitation-based infill criteria are attractive for local optimisation, a prediction

based infill criterion may not locate the global optimum of a deceptive objective function

5

see (Dennis Jr and Schnabel, 1996) for more information on appropriate stopping criteria.
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(Forrester et al., 2008). Similarly, although a trust-region approach will find a local optimum

from an arbitrary starting point, it may not find the global optimum if x0 is not in the global

basin of attraction. Locating the global optimum in a more robust manner thus requires an

element of exploration.

2.2.2 Global Exploration

Global exploration is concerned with representing the entire design domain and identifying

regions of interest for future sampling. Regarding iterative exploration, this can be thought of

as filling in the gaps between existing samples (Forrester and Keane, 2009).

A simple approach to global exploration is to employ a sequentially space-filling plan such

as the Sobol sequence
6
(Sobol, 1979, 1967) (though which occasionally exhibits rather poor

space filling characteristics for small samples sizes), or indeed any of the dynamic approaches

described in Section 2.2. Another method is to select new points based on some min-max

criterion (Morris et al., 1993). For example, if surrogate error estimates are available, infill points

can be positioned at the locations of maximum estimated error. Such estimates for regressing

models, with the exception of those with themodified Gaussian process variance, are of dubious

merit here, however (Forrester and Keane, 2009). Gaussian process based surrogate models

(such as Kriging, see Section 2.1.4) are an example global exploratory capability integrated

into the surrogate construction process.

When considering the estimated error, a condition arises that the surrogate must perfectly

represent each sample. That is, the estimated error is zero at each infill location, otherwise

the maximum error could occur at a previously sampled point. Of note, outwith deterministic

computer experiments, this condition perhaps has some leeway in the world of physical

experimentation or when considering other inherently stochastic/noisy processes.

In the context of surrogate-based optimisation, pure global exploration can be a significant

drain on computational resource. Time spent accurately modelling sub-optimal regions,

or regions ignored by the functional domain, offers diminishing returns at best. However,

global exploration is not without it’s niche, particularly in applications where design space

visualisation is key
7
. Another relevant example is when a globally accurate surrogate is to

be implemented within a real-time control system, or even in a more complex overarching

calculation (such as aerodynamic response modelling). In both cases however, the argument

can still be made that the surrogate needs only be accurate in the region(s) actually used by

the higher-level process, whether real-time response prediction or optimisation of some other

6

A Sobol sequence (also referred to as an LPτ -array (Statnikov and Matusov, 2012)) is a pseudo-random

sequence with the property that for all values of N , its subsequence (x1, . . . xN ) has a low discrepancy (i.e. are

approximately uniformly distributed).

7

see (Holden, 2004).
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objective function.

2.2.3 Balanced Exploitation/Exploration

The conflicting goals of local and global sampling approaches represent the fundamental

trade-off in sampling methodology. Any particular approach more weighted towards local

exploitation may not represent the general trends of the target function in sufficient detail,

leaving the global optimum undiscovered. Alternatively, a method more weighted towards

global exploration may fail to represent important, design influencing behaviour, whilst

essentially wasting resource on less-important areas.

Therefore, a particularly important goal within surrogate based modelling and optimisation is

to strike some appropriate balance between both local and global capabilities. This may be

expressed conceptually as:

score = wlocal × local + wglobal × global (2.28)

where wlocal and wglobal are the local exploitation and global exploration weights respectively,

and are assumed to satisfy wlocal + wglobal = 1. The challenge is to determine the values of

these weights such that interesting regions are both detected and adequately sampled (Liu

et al., 2016).

Many current approaches assume fixed values for these weights. For example, the SEED

approach (Lin et al., 2004) defines a balance factor λ but fixes it at 2. Similarly, the LOLA-

Voronoi approach (Crombecq et al., 2011) assigns equal values across both weights. However,

other authors balance the two conflicting aspects in a more flexible way. Liu et al. (2018a)

classifies such approaches into three general categories, depicted graphically in Figure 2.8.

The first (as in (Kim et al., 2009; Turner et al., 2007)) begins by fully exploring the complete

domain (i.e. wglobal = 1), then iteratively transfers weight to the local term as interesting

regions are discovered. An issue with this approach is that during the final iterations, the

global term is close or equal to 0, thus effectively ignored. If considering black-box functions,

it is difficult to say whether at this point the function has indeed been sufficiently sampled

such that this value is appropriate. The second approach, referred to as a ’switching’ (Sasena,

2002) or ’greedy’ (Singh et al., 2013) strategy, aims to address this issue. In this case, binary

values for both weights are chosen based on some monitored evaluation criteria. For instance,

if the uncertainty of the entire domain is below a certain threshold, the strategy switches from

global to local. If a particular identified region is determined to be of acceptable accuracy,

the strategy switches back to global to identify undetected interesting regions. This process

continues iteratively in order to more efficiently improve the quality of the surrogate. The

third method (Singh et al., 2013) is a more generalised version of the previous approach. Across

successive iterations, the local and global weights are adaptively updated through comparison
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Figure 2.8: Three conceptual balancing strategies between local exploitation and global

exploration, adapted from (Liu et al., 2018a).

of certain information (e.g. the deviation between the model errors) gathered up until that

point.

Another important choice regarding adaptive sampling routines is the number of initial points

selected before the procedure begins. If too few initial points are sampled, consequentially

poor surrogate predictions can mislead the sampling process to concentrate on inappropriate

regions (Kim et al., 2009; Ghoreyshi et al., 2009). On the other hand, too many initial samples

may prohibitively waste computational resource (Crombecq et al., 2011). An appropriate choice

of initial sample size, however, may not be obvious a priori. Such a choice may depend on

such factors as the dimensionality and/or complexity of the target function, the computational

budget and the characteristics of the selected surrogate modelling technique(s) (Liu et al.,

2018a). An extension of this problem relevant to adaptive sampling in particular, is that for

some practical instances, a pre-existing initial set of samples may not be space-filling. As

an extreme example, consider the case in which all initial samples are clustered within a

particular local region. Thus the adaptive sampling routine, by virtue of some appropriate

balancing strategy between local and global sampling, must effectively manage and distribute

the remaining computational resource accordingly (Liu et al., 2018a).

Finally, an adaptive sampling process must include, or be subject to, an appropriate stopping

criterion. A common approach is to simply define a fixed computational budget assigned to

sampling (e.g. a maximum number of function evaluations). Another method is to utilise the

successive relative improvement (SRI) measured by the difference of some error criteria. For

example, one may use the cross-validation error, jackknifing variance (Kleijnen and Van Beers,

2004) or relative absolute error (Kim et al., 2009) during the final iterations. In this case, the

sampling process terminates once no further positive gain in SRI is registered.

Modern adaptive sampling techniques can be categorised according to their representation of

the ’real’ prediction errors (Liu et al., 2018a):
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• Variance-based adaptive sampling asserts that regions with large prediction variances

(i.e. large uncertainty) estimated by a statistical surrogate model are most likely to

contain the largest prediction errors, therefore are most suitable for further sampling.

• Query-By-Committee (QBC) based adaptive sampling is a semi-variance based strategy

that uses the response variances estimated simultaneously from several competing

approximations to represent the overall prediction error.

• Cross-Validation (CV) based adaptive sampling directly estimates the prediction errors

using the cross-validation metric.

• Gradient-based adaptive sampling employs local gradient information to implicitly

represent the prediction errors.

2.2.3.1 Variance-based Adaptive Sampling

Variance based sampling approaches are most often integrated within Kriging-based or

Gaussian Process (GP) surrogate modelling techniques. As such, they are considered heavily

model-dependant. Variance-based methods generally consider the prediction variance either

as obtained from the constructed surrogate or as a practical estimation of the associated

(yet assumed unknown) prediction error (Liu et al., 2018a). Intuitively, most variance-based

methods aim to sample areas of the domain with higher values of MSE (see Maximising the

Mean Square Error, or MMSE) (Jin et al., 2001).

xnew = argmax
x∈D

σ̂(x) (2.29)

Particularlywithin the statistics community, where Kriging and other GP basedmeta-modelling

techniques are most prevalent, many alternative variance-based sampling methods have been

proposed. These include the Integrated Mean Square Error (IMSE) criterion (Sacks et al., 1989)

and Maximum Entropy (ME) Shewry and Wynn (1987). Morris et al. (1993) further combined

the ME criterion with the known first derivatives to improve the sampling performance. Jones

(Jones, 2001) categorises statistical infill criteria into two generalised areas; one-stage and

two-stage methods. Two-stage methods (simpler and more common) first fit the surrogate to

the available data, then calculate the infill criterion using this model. One-stage approaches

instead operate in reverse, generating the surrogate based on the infill criterion.

A simple two-stage approach for balancing exploitation and exploration, respectively with

regards to the prediction ŷ(x) and it’s MSE s2(x), is to minimise a statistical lower bound:

LB(x) = ŷ(x)−As(x) (2.30)
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Figure 2.9: A graphical interpretation of the probability of improvement (Forrester and Keane,

2009).

where the constant A defines the balance between exploitation and exploration. That is, as

A → 0, LB(x) → ŷ(x), representing pure exploitation, and as A → ∞, the effect of ŷ(x)

becomes negligible. In this case, minimising LB(x) is therefore equivalent to maximising

s(x), thus representing pure exploration. An issue with this approach is that it can be difficult

to estimate an appropriate value forA a priori (Forrester and Keane, 2009). A value suitable for

one function may cause over exploitation in another. To accommodate this risk, the designer

may apply this method using a series of values for A, finally selecting infill points within any

resulting clusters of local minima to Eq. (2.30).

An alternative method is to consider ŷ(x) as a realisation of a random variable. By doing so,

the probability of improvement, where an improvement is defined I = ymin − Y (x), can be

calculated based upon the best observed objective function value so far, ymin:

P [I(x)] =
1

s
√
2π

∫ 0

−∞
e
(−(I−ŷ(x))2)/2s2

dI (2.31)

Figure 2.9 shows a graphical interpretation of the probability of improvement for a Kriging

approximation model of a one-dimensional function (Forrester and Keane, 2009). In this

example, the vertical Gaussian distribution with variance s2(x) centred around ŷ(x) represents

the uncertainty in the prediction ŷ(x) and the part of the distribution below the horizontal

dotted line indicates the possibility of improving on the best observed value. The probability

of improvement is therefore the area enclosed by the Gaussian distribution below the best

observed value so far.

Rather than basing decision on where improvement is likely to be, the actual value of Expected

Improvement (EI) can be used instead, calculated from the mean ŷ(x) and variances s2(x).
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The EI is defined according to:

E[I(x)] =

(ymin − ŷ(x))Φ(ymin−ŷ(x)
s(x) ) + sϕ(ymin−ŷ(x)

s(x) ) if s > 0

0 if s = 0
(2.32)

where Φ(.) and ϕ(.) are the normal cumulative distribution function and the probability

density function respectively.

MaximisingE[I(x)] has become a very popular tool for locating the global optimum (Forrester

and Keane, 2009). However, the calculation of E[I(x)] and P [I(x)] usually assumes that

the surrogate model parameters (e.g. the correlation parameters for Kriging models) have

been estimated accurately based on the observed data
8
. However, in situations where the

initial sampling proves particularly unlucky or sparse, and/or the target function includes a

deceptively positioned optimum, model parameters are therefore susceptible to suboptimal

assignments, potentially compromising the efficacy of the resulting prediction. To illustrate in

an extreme sense, Wang et al. (2016) find EI-based infill to give markedly different results when

applied with different surrogate modelling techniques approximating the same underlying

function. For Kriging surrogates, a common strategy is to estimate the correlation parameters

with a maximum likelihood method, then use those estimated parameters directly in the

calculation of the Kriging predictor Jones et al. (1998). This issue may also be tackled by

employing Bayesian Inference, as described in (Santner et al., 2003).

One-stage approaches attempt to address some of the various problems associated with error-

based two-stage approaches. A decoupling of the basic principles introduced via two-stage

methods is adopted, where instead of using the surrogate to locate the optimum, the current

optimum is instead used to "locate" or learn the surrogate. For example, the principle behind the

one-stage goal seeking approach is to simply search for points at which an objective function

value could exist, regardless of value expectations or probability for improvement. This method

may be used to estimate an appropriate value of the objective function, or search for a specific

level of improvement (even without knowing a priori whether such an improvement is possible

(Jones, 2001)).

Such methods are known as Maximum Likelihood Estimators (MLEs), another example of

which could be the Kriging predictor (see Section 2.1.4). Rather than estimating the value of

ŷ(x) at a specific sample point x, it is instead assumed that the surrogate passes through a

goal yg in addition to the sampled data. The input value that best fits this assumption xg can

be found by maximising the conditional ln-likelihood:

−n
2
ln(2π)− n

2
(σ̂2)− 1

2
|C| − (y −m)TC−1(y −m)T

2σ̂2
(2.33)

8

This further assumes that for most practical purposes, the correct choice of model parameters is unclear a
priori.
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where

m = 1µ+ψ(ŷg − µ) (2.34)

C = Ψ−ψψT (2.35)

and ψ represents the vector of correlations between xg and the observed data y. Eq (2.33) is

maximised by varying xg and the surrogate model parameters (e.g. if using a Kriging model,

the upper/lower bounds of θ). Maximising (2.33) can also be approached in a similar manner

to selecting the surrogate model parameters. For example, substituting for the MLE σ̂2 gives

the concentrated conditional ln-likelihood (see Section 2.1.4):

−n
2
ln(σ̂2)− 1

2
ln |C| (2.36)

The goal xg cannot however be purely arbitrary. Should an overly optimistic value be selected,

the method will exhibit excessive exploration, given the equally low likelihood in many areas

of the search domain. Conversely, an overly pessimistic goal will result in a primarily local

search, though the goal will likely be found quickly (which may well be an acceptable outcome)

(Forrester and Keane, 2009).

In cases where an appropriate goal estimate cannot be made, an alternative approach is to

instead calculate a lower bound based on the conditional likelihood. Rather than locating

the x that gives the highest likelihood conditional upon ŷ(x) passing through a goal, the x

that minimises ŷ(x) subject to the conditional likelihood not being too low is found instead

(Jones, 2001). Considering points that are hypothesised to belong to the sample data but are

not actually observed as such (i.e. imputed), the ratio of the conditional likelihood of ŷ, L0, to

the conditional likelihood Lcond of the surrogate model passing through the imputed point

can be compared with the χ2
distribution. Whether to keep the value of the imputed point

can be decided according to whether the following condition is satisfied:

2 ln
L0

Lcond
< χ2

critical(limit,dof) (2.37)

where the critical value of χ2
depends on the desired confidence limit (e.g. > 0.95) and the

number of model parameters (acting as degrees of freedom). Using this ratio test, a lower

confidence bound for the surrogate prediction can be systematically determined, where the

minimum of this bound can be used as an infill criterion.

One-stage approaches can still exhibit a number of disadvantages, however. For example,

considering a conditional bound approach applied in cooperation with a Kriging surrogate

model, the variables x, yh, σ and the Kriging model parameters must all be varied to minimise

the lower bound. The extra 3k + 1 parameters (in addition to the included sample points) can

result in a process far more computationally expensive than a standard two-stage approach
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(Forrester and Keane, 2009). If the underlying function is expensive, as in the case of high-

fidelity CFD or non-linear FEA, this extra cost may nonetheless be worthwhile (Forrester and

Keane, 2009).

It is notable that the variance-based sampling approaches briefly described above rely heavily

on the inner properties of the statistical surrogate model(s) employed. In consequence, such

approaches are difficult to extend to alternative surrogate modelling techniques.

2.2.3.2 Query-By-Committee based

Employing the Query-By-Committee (QBC) methodology as an adaptive sampling technique

originated within the machine learning community for application to classification problems

(Seung et al., 1992; Freund et al., 1997). A ’committee’ in this sense is a collection C =

{f̂i}1≤i≤t of alternative surrogate models, each representing a competing approximation of

the underlying function of interest. Candidate points for future sampling are evaluated using

each member of the committee in turn, with the single point exhibiting the largest resulting

disagreement between members selected as the new candidate for sampling. This level of

disagreement is usually defined as the "variance of the predictions of t committee members"

(Krogh and Vedelsby, 1995). A simple form can be written as:

σ̂2QBC(x) =
1

t

t∑
i=1

(
f̂i(x)− ¯̂

f(x)
)2

(2.38)

where
¯̂
f(x) =

∑t
i=1 f̂i(x) is the average value of t predictions at point x. An advantage

here over variance-based sampling is that QBC is fully model-independent, with little or no

restriction on the type of surrogate model that may be employed.

A critical prerequisite of QBC sampling is that the included surrogate modelling techniques

must have at least some disagreement across the input domain, i.e. QBC diversity. From this

requirement, QBC-based approaches can be further split into two groups, homogeneous and

heterogeneous. Homogeneous refers to the case where committeemembers are constructed using

the same modelling technique. To achieve QBC diversity, multiple models can, for example,

be generated each upon a different sample set {Xi}1≤i≤t extracted from the original sample

setX. Heterogeneous refers to the case where instead, committee members are constructed

using different modelling techniques. In this case, QBC diversity can be achieved by building

each approximation upon the same sample set. For example, a committee containing models

generated using Kriging, RBF, SVR etc. Alternatively, Kriging models built using different

basis functions.

The QBC technique has been found to exhibit ’greedy’ local exploitation (Liu et al., 2018a).

If unconstrained, QBC tends to cluster new samples within regions of large prediction dis-

agreement (Li et al., 2009). To compensate, some authors employ the use of a distance term
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d to facilitate global exploration, discarding points that lie too close to previously sampled

points (Hendrickx and Dhaene, 2005; Li et al., 2009; Eason and Cremaschi, 2014). A QBC based

adaptive sampling process can thus be generally expressed as an iterative selection of new

points according to:

x = argmax
x∈D

Score (σ̂(x), d(x)) (2.39)

where the QBC prediction variance σ̂ controls the level of local exploitation, whilst the distance

term d determines the level of global exploration. "Score" in this case could be any relevant

function defining the superiority of one sample over another. Typically, Score takes the

form of a normalised weighting between the inputs (in this case σ̂ and d), such that potential

samples may be ranked accordingly.

2.2.3.3 Cross-Validation based

Model-dependant adaptive sampling approaches utilise specific model properties to determine

optimal future sampling, which thus prohibits their use in conjunction with other surrogate

modelling approaches. A previously seen example is the prediction variance calculated during

a Kriging-based surrogate modelling process used to drive a variance based sampling procedure

(see Section 2.2.3.1).

A well-known model-independent approach that requires only the information gained from

existing sample points is the Cross-Validation (CV) approach. A common example is to employ

the Leave-One-Out (LOO) CV metric. The point xi is selected as a validation point with the

remainingm− 1 points used to fit the surrogate model f̂ i used to obtain the CV error:

ê(xi) =
∣∣∣f(xi)− f̂ i(xi)∣∣∣ , 1 ≤ i ≤ m (2.40)

The observations at all m points are used to obtain the generalised mean square CV error

(GMSE), whereGMSE =
√

1
m

∑m
i=1 ê(xi)

2
. A small value ofGMSE represents a favourable

(more accurate) model.

The CV error has been found to somewhat correlate with the local prediction error (Liu et al.,

2018a). A small value of ê(xi) suggests an insensitivity to the loss of xi. In other words, the

surrogate has been well fit around xi. Conversely, a large value of ê(xi) suggests that the

region surrounding xi does not contain enough sample points such that the loss of xi does

not significantly affect the prediction quality of the model.

Dependent on the method of CV error estimation, CV-based sampling can be categorised

as either discrete or continuous. Continuous CV-based adaptive sampling uses the estimated

CV errors to identify interesting regions for guiding the local exploitation of the sampling

process (Li et al., 2010; Aute et al., 2013). However, directly maximising the CV-based criteria

encourages the selection process to cluster points around specific regions (i.e. too heavily
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weighted towards local exploitation) (Jin et al., 2001; Li et al., 2010). Accordingly, a distance-

based space filling term d(x) is commonly added to aid global exploration. The resulting

auxiliary optimisation problem can be expressed as follows:

xnew = argmax f̂e(x)←↩ X, ê(x1) . . . ê(xm) (2.41)

s.t. ||x− xi|| ≥ d, x ∈ D

The distance term d is often difficult to estimate a priori (Xu et al., 2014). Too small, and

the clustering phenomenon cannot be overcome. Too large, points are selected more evenly

across the entire domain, thus interesting local regions remain undiscovered. Li et al. (2010)

suggest the average of the minimal distance of each observed point be used as the threshold

d value. Alternatively, Aute et al. (2013) suggest the maximum of the minimum distance

between each observed point be taken as the d value instead, giving more of an emphasis

on global exploration. Discrete CV-based adaptive sampling segments the design space into

partitions to facilitate cooperation with discrete CV error calculations. By doing so, the

overall computational cost of the sampling procedure is reduced (in comparison to continuous

methods) and retains an implicit global exploration ability via dynamic shift of the regions with

the largest CV-error (Xu et al., 2014). The approach presented by Xu et al. (2014) divides the

domain into Voronoi cells based on the observed points using the Voronoi diagram algorithm

(Aurenhammer, 1991). The CV error of each cell is calculated, with the cell exhibiting the

largest selected as the "sensitive" cell. A space-filling point is thus selected from within the

sensitive cell. This ultimately promotes local exploitation whilst avoiding any local clustering.

The general form of a CV-based adaptive sampling routine can be expressed as:

xnew = argmax
x∈D

Score (ê(x), d(x)) (2.42)

where the values of the CV error control the local exploitation, with global exploration

facilitated by the the distance constraints, the areas of partitioned polygons, or the implicit

error-pursuing mechanism (Liu et al., 2018a). Of note, the design space D may be either

continuous or discrete.

2.2.3.4 Gradient-based

Interesting regions of a function response are most often characterised by highly non-linear,

multi-modal or discontinuous behaviour. For these reasons, amongst others, they are difficult

to approximate without an appropriate amount of localised sampling, and thus typically result

in higher prediction errors. It is easy to imagine therefore that the locations of such regions

can be indicated by high gradient values of the target function. Gradient information can thus

be used as a driver for adaptive sampling.

A simple and practical approach is to use the gradient information provided by the surrogate

model itself. For many conventional surrogate modelling techniques, e.g., RBF modelling with
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smooth kernel functions (see Section 2.1.2), gradient information at any point can be simply

and inexpensively derived. The general form of a gradient-based adaptive sampling methods

can be written as (Liu et al., 2018a):

xnew = argmax
x∈D

Score (ĝ(x), d(x)) (2.43)

where ĝ represents the estimated first/second-order gradients based on some specific models

or some other geometric features (thus acts as the local exploitation term) and the distance

criteria d acts as the global exploration term.

Yao et al. (2009) suggested that despite the fact that a surrogate is only an approximation of the

target function, it may nonetheless describe the function trends to a reasonable extent, thus

can be used to inform the sampling process. Deschrijver et al. (2011) counter-argue instead

that gradient-based sampling approaches rely too heavily on the quality of the surrogate

approximation and that accordingly, more generic, model-independent approaches are needed.

To address this issue, the LOLA-Voronoi algorithm (Crombecq et al., 2011) selects a new point

according to:

xnew = argmax
x∈D

G(x) + V (x) (2.44)

where the gradient term G(x), measured by a local linear approximation across neighbouring

points, is used to inform local exploitation. The sampling density term V (x), measured using

the areas of the partitioned Voronoi-cells, is used to inform global exploration. This approach

has been incorporated into the MATLAB Surrogate Modelling (SUMO) toolbox (Gorissen et al.,

2010) for the adaptive refinement of problem surrogates.

2.2.4 Parallel Infill

The preceding discussion has primarily assumed that infill points are selected in serial (i.e. one

point per iteration). This is also referred to as single-selection. Most modern adaptive sampling

algorithms adopt single-selection, as their infill criterion is usually based upon selecting the

global optimum of an auxiliary optimisation problem (Liu et al., 2018a). If multiple points are

selected instead, the sampling algorithm can be easily integrated into a parallel computing

environment to improve computational efficiency, particularly meaningful for expensive

simulation-based problems. This is known as batch-selection.

Many serial infill criteria can in fact be converted to allow parallel updates. A straightforward

example is to employ a searching method that can locate a number of alternative minima,

e.g. multi-start hill-climbers or a genetic algorithm with clustering. These minima can thus

be simultaneously evaluated to utilise available parallel computing capabilities, with those

meeting the specified infill criteria added as infill points (Sóbester et al., 2004).
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A more common method is to employ a simple "q-best" strategy. In this case, a collection

of candidate sample points are ranked according to some criterion, with the q-best points

selected for evaluation. This approach is often inappropriate, however, due to any overlapping

information represented by the new points not being considered. This may lead to sample

clustering. Such strategies are then usually employed alongside two specific batch selection

criteria: informative and diverse. The former states that points should be sampled within

interesting regions, whereas the latter states that points should lie further away from previously

observed areas, in order to maximise the information gained about the target function (Liu et al.,

2018a). Applied to adaptive sampling, these criteria are, in essence, a local/global balancing

extended to batch-selection.

With batch-sampling in general, it is difficult to specify how many infill points will be selected

at a given iteration and thus available resource may not all be appropriately used at any one

time. The method proposed by Schonlau (1997) searches the infill criterion to find it’s global

optimum then temporarily includes the surrogate-predicted value at this point into the model

training data. The surrogate is then reconstructed and the infill criterion is searched again.

This process repeats until the desired number of infill points has been reached. Each point is

then evaluated and added to the data set in place of the temporary surrogate predictions. This

method makes effective use of parallel computing resources, though samples may not be as

well placed as a sequential scheme (Forrester and Keane, 2009).

Importantly, working with surrogate models (including sampling and training) often represents

a significant bottleneck in a parallel computing environment (Forrester and Keane, 2009). Even

assuming sufficient processing power as to simultaneously evaluate all points selected during

the initial sampling stage, each must be used to generate and evaluate the target function

surrogate before the parallel calculation of the subsequent infill points can be performed. This

then fundamentally limits the amount of resource that can be allocated to such surrogate

generation and searching processes.

In summary, single-selection is often the most practical and informative approach, since the

searching landscape is updated at every iteration. However, for cases in which the target

function is expensive, batch selection offers a meaningful route to exploit parallelisation to

reduce the overall computational cost. Of note, the choice of batch size q is largely determined

simply by the available computational resource (e.g. the number of processors) rather than

the sampling criterion itself (Liu et al., 2018a).

2.2.5 Multi-Response Sampling

Adaptive sampling methods can also be classified according to the number of unique responses

that can be simultaneously addressed.
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Single-response adaptive sampling methods, comprising the majority of methods currently em-

ployed (Liu et al., 2018a), differ primarily in their local exploitation criteria, or more specifically,

the way they estimate the local prediction error. For example, variance-based methods (Section

2.2.3.1) assert that regions of high prediction uncertainty (high prediction variance) are more

likely to contain areas of high prediction error. An extension of this approach is Query-By-

Committee (QBC) (Section 2.2.3.2), where the response variance is calculated simultaneously

considering multiple, competing approximations. CV based approaches (Section 2.2.3.3) estim-

ate prediction error using the cross-validation metric, usually cheap to implement but suffers

with increasing sample size and/or expensive functions. Finally, gradient-based methods

(Section 2.2.3.4) employ local gradient information to implicitly represent the prediction errors

instead, thus informing the selection of additional points.

In practice however, many disciplines include system models that produce multiple correl-

ated/uncorrelated output responses for a given input. An example is aerodynamic response

simulation, which may for a given specification of geometry and flow conditions produce both

the coefficients of lift CL and drag CD .

Some traditional space-filling sampling approaches (such as LHS, maximin, see Section 2.2)

can be easily extended to handle the multi-response definition since they determine the sample

distributions without considering the characteristics of the output responses (Liu et al., 2018a)

(i.e. are model independent). This modification is more difficult when considering adaptive

approaches however, as adaptation to the characteristics of one response does not guarantee

applicability to another, particularly if uncorrelated. In fact, for the consequential branch of

adaptive methods for multi-response systems in global surrogate modelling, responses are

generally assumed uncorrelated to begin with. That is, k output responses of a multi-response

systemF = {f1, . . . , fk}may be simultaneously considered, but their correlations are ignored.

Considering each response individually in this manner requires a specification of weights to

assign relative importance to each. This in turn converts the multi-response problem into

a series of single-response sampling problems. However, such information on the relative

importance of individual responses may in practice be difficult to estimate a priori (Liu et al.,

2018a).

Various methods have been proposed to address this problem. Reichart et al. (2008) presents

two strategies, alternating selection and rank combination. Alternating selection simply samples

each response in succession according to some (possibly separate) sampling criteria. That is,

for the i-th iteration, a new point is sampled according to one criterion, and for the (i+ 1)-th

iteration, a second alternative criterion is used instead. Rank combination instead introduces

a score for each candidate point relative to each response, where the resulting sum represents

the complete score for that particular point. The candidate point with the highest score is

sampled. Generalised multi-response sampling frameworks often adopt the rank-combination
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strategy, most commonly in one of three primary manners:

• Evaluate the final score of each candidate point via the sum (or product) of the scores

for all k responses (Rosenbaum, 2013).

• Use the maximum/minimum of the scores for each of the k responses to evaluate the

complete score for a particular candidate point (Crombecq, 2011; Lovison and Rigoni,

2010). This method is found particularly useful for systems of many responses of varying

complexity/form (Liu et al., 2018a).

• Combine the two previous methods. That is, a fusion between a weighted-sum and a

maximum value criterion (Liu et al., 2018c).

These types of general multi-response adaptive sampling criteria are typically considered

compromise approaches, i.e. offering a reasonable solution considering all responses together,

though suiting none of them well individually. The wide applicability of these approaches can

perhaps be attributed to their lack of assumptions regarding the responses themselves, thus

allowing application in a general manner.

One major drawback however is that due to this lack of assumption, any correlation between

responses (which may indeed be reasonable to assume for many real-world systems) is effect-

ively ignored. Thus, newly obtained samples must be evaluated according to each response

individually, which may represent a significant drain on computing resources should they

be particularly expensive. To take advantage of existing response correlations, a symmetric

approach to multi-response adaptive sampling can be adopted.

2.2.5.1 Symmetric multi-response adaptive sampling

In real world systems, some level of correlation between the responses of a multi-response

system is expected. Response correlations can be utilised to model the k responses as part of a

joined, interconnected process, ultimately improving the prediction quality compared with

modelling them each individually.

A common approach is to attribute an equal level of importance to each response. This is

referred to as symmetric modelling. Examples from the literature include ANNs extended

to support multi-response systems by specifying how the system inputs are shared across

all responses (Caruana, 1994), the general stacked single-target framework and ensemble of

regressor chains (Spyromitros-Xioufis et al., 2016) and the multi-response GP framework
9

where response correlations are captured using cross-covariance functions built using a linear

9

also known asMulti-Task Gaussian Process (MTGP).
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model of coregionalisation or convolved process (Alvarez and Lawrence, 2009). This latter

approach has seen wide use given the integrated generation of prediction mean and variance

(under a Bayesian framework).

Despite the development of symmetric modelling approaches, branched research into sym-

metric sampling for multi-response systems has been less active. A symmetric multi-response

adaptive sampling routine should address two fundamental problems:

• How to choose the location within the target domain that will yield the most information

relative to both responses at a given iteration.

• Which responses should be used to evaluate each new sample.

The first issue is currently tackled primarily by extending current sampling methods (par-

ticularly variance-based) under the multi-response modelling definition. For example, Li

et al. (2006) extend the maximum entropy criterion by using the stacking strategy. In other

words, the output responses are treated as extra inputs. Unfortunately, and similarly as for

the generalised multi-response methods, such approaches typically evaluate each new sample

point using each response, thus efficiency savings are minimal.

An approach that attempts to address the "which" issue involves evaluating the new point(s)

against the single response that assigns the highest score. An example here is the entropy-based

approach by Zhang et al. (2016), developed under the sparse convolved MTGP framework

(Alvarez and Lawrence, 2009) for handling large data-sets. This approach has been shown

to perform well in various numerical scenarios. Thanks to the sparse model structure, an

exploitation-exploration trade-off expression is introduced to query the most informative

point, then to select the proper response to evaluate it.

2.2.5.2 Asymmetric multi-response adaptive sampling

Should there be a clear primary response (i.e. with a definitively higher relative importance

than the remaining k − 1 responses), an asymmetric approach may be more suitable. The goal

of asymmetric multi-response adaptive sampling is to enhance the modelling performance

of the primary response with recourse given to the secondary responses (Liu et al., 2018a).

The asymmetric multi-response problem is alternatively referred to as transfer learning (Pan

and Yang, 2010) within the machine learning community. Within the engineering community,

this class of problem is typically confined to research areas encompassing (for example) Multi-

Fidelity Models (MFMs), or data fusion (Fernández-Godino et al., 2016; Peherstorfer et al.,

2016).
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Specifically considering the multi-fidelity case, the assumption is thus that for a given target

function, there exists several correlated approximations, each with a distinct level of modelling

fidelity. The most widely studied examples of such are bi-level cases, where the ’high-fidelity’

simulations provides the accurate predictions of the real system response but at a prohibitive

computational cost, and the ’low-fidelity’ simulation offers coarser response predictions but is

available at a significantly reduced cost. The high-level goal of multi-fidelity modelling there-

fore is to leverage the knowledge gained from the the cheap approximation(s) to enhance the

modelling results of the high-fidelity simulator. Similarly to symmetric approaches, methods

for multi-fidelity modelling have been the subject of disproportionate research relative to their

associated adaptive sampling routines (Liu et al., 2018a).

The fundamental issues facing asymmetric modelling are largely the same as for the symmetric

case. That is, how to select the sample location and which responses to evaluate them with.

In the case of multi-fidelity modelling, the choice of response becomes of critical importance

given the assumption that the high-fidelity simulation is significantly more expensive to

evaluate than the low-fidelity equivalent(s).

Space filling sampling approaches e.g., optimal LHD (Jin et al., 2001) are currently popular

for multi-fidelity modelling problems. A common requirement is that the high-fidelity points

should be a subset of the low-fidelity points. This allows both the simple estimation of

modelling error and the high/low-fidelity model hyper-parameters individually (Kennedy and

O’Hagan, 2000). Accordingly, the nested sampling approach (Qian et al., 2009) and the nearest

neighbour sampling (Gratiet and Garnier, 2014) have seen wide application. However, as per

the earlier discussion (see Section 2.2), these space-filling approaches are generally employed

in a one-shot fashion, thus cannot take advantage of information gained during the sampling

process.

Several studies have investigated adaptive sampling methods for multi-fidelity modelling

problems. Examples include the asymmetric nested lattice approach proposed by Qian et al.

(2014), which selects samples based on the inputs that determine greater variability in the

response (though does not consider any distinction between low- and high-fidelity responses).

The discrepancy based approach presented by Han et al. (2010) selects points at locations

of maximum disagreement (or discrepancy) between the various levels of fidelity on the

assumption that the multi-fidelity and high-fidelity responses will eventually converge given

sufficient samples. As a purely error-based strategy, however, this methodmay lead to excessive

local exploitation. As an attempt to avoid this consequence, Zhou et al. (2016) presented a

modification which includes an additional distance based penalty term to discourage excessive

local exploitation.

Most current asymmetric approaches for multi-fidelity modelling evaluate the selected point
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with the high-fidelity response, given a general assumption that the low-fidelity approximation

is well fit. This assumption may not necessarily remain valid in practice, especially for target

functions of high dimensionality. Furthermore, an efficient multi-fidelity modelling approach,

in line with the definition of asymmetric sampling, must consider that sampling the low-fidelity

approximation may itself enhance the overall predictive quality of the resulting multi-fidelity

model. This mentality can be seen in the Co-Kriging based sampling approach of (Le Gratiet

and Cannamela, 2015). This method employs the LOO CV error to actively adjust the original

prediction variance such that interesting regions may be more frequently sampled. Rather

than select a particular response to evaluate each new point, this method utilises a recursive

formulation of the Co-Kriging procedure (Le Gratiet, 2013), which offers the contribution of

each fidelity level to the final approximation. By doing this, the relative computational costs

of each fidelity level are actively taken into account during the sampling process.

The preceding discussions may be summarised as follows; In most practical implementations

involving uncorrelated responses, a general multi-response adaptive sampling approach is

suitable. For correlated responses, or those with a clear hierarchy of importance/depend-

ence, the symmetric and asymmetric multi-response adaptive sampling approaches should be

considered.

2.2.6 Multi-Objective Sampling

Another complication is the case where the problem solution must be selected according to

more than one objective function. Similarly to the case of multi-response surrogate modelling,

the sample point most suitable for selection by an adaptive sampling approach may not be the

same across all objectives. This issue becomes more pronounced when considering problems

where the target function is a constituent component of the system as a whole, rather than

the objective function itself. In these cases, the existence of multiple objectives implies the

possibility that different areas of the target function domain may be more heavily relied upon

to obtain solutions relative to the included objectives.

A common strategy is to evaluate an initial sampling plan (as per the single objective case)

but construct separate surrogate models relative to each objective. An example of this is the

multi-objective variant of the well known NSGA-II algorithm. For this approach, the search is

simply applied to the resulting set of surrogates and used to produce a Pareto set of solutions.

Each solution is then used to generate a set of infill points, which are subsequently evaluated

and appended to the training data used to tune/refine the surrogates. Although generally

effective, this approach is unable to explicitly manage the trade-off between exploitation and

exploration when constructing the surrogates, similarly to when employing a prediction-

based infill criterion for single objective searching (Forrester and Keane, 2009). However,

distance-based (or crowding/niching) measures have been seen to help mitigate this issue.
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2.2.6.1 Multi-Objective Expected Improvement

Whilst in principle it is possible to treat the multi-objective sampling problem as a special

case of the similarly formed multi-response sampling problem, the following, adapted from

Forrester and Keane (2009), details a method with which to consider multiple objectives more

explicitly within the context of statistical
10
methods. This demonstration is confined to the

case of constructing surrogate(s) to represent specifically the objective functions themselves.

Consider the minimisation of two objective functions f1(x) and f2(x), which may be evaluated

to yield the outputs y1 and y2 respectively. For simplicity, assume that the input vector x

consists of one single design variable. By evaluating a sample set (or sample plan) X , the

responses y1 and y2 are observed. Thus the multi-objective Pareto set ofm unique solutions

may be identified as:

y∗
1,2 ={[y

(1)∗
1 (x(1)∗), y

(1)∗
2 (x(1)∗)], [y

(2)∗
1 (x(2)∗), y

(2)∗
2 (x(2)∗)],

. . . , [y
(m)∗
1 (x(m)∗), y

(m)∗
2 (x(m)∗)]} (2.45)

where the superscript ∗ indicates a non-dominated solution. Next, consider the construction

of two GP-based models (e.g. Kriging models) to represent these ’samples’ in objective space

(i.e. modelling each dimension of the Pareto set with its own surrogate). These models are

assumed independent (though correlated models could be constructed using, for example,

co-Kriging), and according to the definitions of GP-based models (see Section 2.1.4), have

means ŷ1(x), ŷ2(x) and variances s21(x), s
2
2(x) respectively. A two-dimensional Gaussian

Probability Density Function (PDF) can be constructed according to:

ϕ(Y1, Y2) =
1

s1(x)
√
2π

exp

[
−(Y1(x)− ŷ1(x))2

2s21(x)

]
× 1

s2(x)
√
2π

exp

[
−(Y2(x)− ŷ2(x))2

2s22(x)

]
(2.46)

where x is explicitly defined as the location at which an estimate of the objective functions is

being sought.

A general criteria by which to select a new sample could be based on the likelihood that the

newly evaluated point will be good enough to become a member of the current Pareto set and,

if comparing competing points, which will offer the most improvement. First, consider the

probability that a new solution at point x will dominate one single member of the current

Pareto set, [y
(1)∗
1 , y

(1)∗
2 ]. For the bi-objective case, this will be the case if the the improvement

is registered relative to objective 1, objective 2 or both objectives 1 and 2. Simply the, the

probability that the new sample will yield an improvement can be expressed as:

P [Y1(x) < y
(i)
1 ∩ Y2(x) < y

(i)
2 ] (2.47)

10

variance-based, see Section 2.2.3.1.
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which may be calculated by integrating the volume under the associated joint PDF. Secondly,

consider the probability that the new point improves the entire Pareto set. This probability

may be calculated similarly to the previous case, only modifying the area over which the

integration is carried out. The following formulation considers only points which dominate

the Pareto set (for alternatives considering Pareto set augmentation, the reader is referred to

(Keane, 2006)).

P [Y1(x) < y∗
1 ∩ Y2(x) < y∗

2] =

∫ y
∗(1)
1

−∞

∫ ∞

−∞
Y1ϕ(Y1, Y2)dY2dY1

+

m−1∑
i=1

∫ y
∗(i+1)
1

y
∗(i)
1

∫ y
∗(i+1)
2

−∞
Y1ϕ(Y1, Y2)dY2dY1

+

∫ ∞

y∗m1

∫ y∗m2

−∞
Y1ϕ(Y1, Y2)dY2dY1 (2.48)

This is the multi-objective equivalent of (2.31) from Section 2.2.3.1 (Forrester and Keane,

2009). Importantly, this equation is not dependent on the relative scaling between objectives.

However, if used as an infill criterion, exploration will not necessarily be strongly encouraged

due to the lack of bias given to the degree of improvement actually being achieved.

To ensure amore explicit exploration capability, the first moment of the joint probability density

function integral taken over the area where improvements occur is used as an equivalent

improvement metric, calculated about the current Pareto front. Resigning the more rigorous

derivation and explanation to (Forrester and Keane, 2009), this may ultimately be expressed as:

E[I(x∗)] = P [I(x∗)]
√

(Ȳ1(x)− y∗1(x∗))2 + (Ȳ2(x)− y∗2(x∗))2 (2.49)

where

Ȳ1(x) =



∫ y
∗(1)
1

−∞

∫ ∞

−∞
Y1ϕ(Y1, Y2)dY2dY1

+

m−1∑
i=1

∫ y
∗(i+1)
1

y
∗(i)
1

∫ y
∗(i+1)
2

−∞
Y1ϕ(Y1, Y2)dY2dY1

+

∫ ∞

y∗m1

∫ y∗m2

−∞
Y1ϕ(Y1, Y2)dY2dY1


/P [I(x∗)] (2.50)

where Ȳ2(x) is similarly defined. According to this formulation, E[I(x∗) varies with the

location of the predicted position of the candidate point (ŷ1, ŷ2) as well as with the estimated

errors s1 and s2, given that it is these quantities defining the PDF. The closer the new prediction

lies to the utopia point (i.e. ideological minimum of both objectives simultaneously), the closer

the integral becomes to unity (that is, the greater the probability that the new prediction

will offer an improvement). This then encourages updates that improve the Pareto front

relative to all objectives. If there exists significant gaps between the points comprising the
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existing Pareto front, areas within or in close proximity to such gaps will score proportionately

higher values of E[I(x∗)], given the higher Euclidean distances to the nearest points. This

then encourages a more even spacing as the Pareto front is updated with additional points.

Furthermore, if all available samples (i.e. not just those comprising the Pareto front) are used

to construct the objective surrogates, error terms will tend larger, thus encourage exploration.

It can be seen then that this formulation balances exploitation and exploration, similarly to the

single-objective case (Section 2.2.3.1). An unavoidable issue with this approach is that although

there is no inherent requirement to appropriately scale the objective functions, failing to do so

will diminish the quality of the expected results (specifically, the spacing of points along the

Pareto front) given the resulting bias in the calculation of Euclidean distances (Forrester and

Keane, 2009).

Of note, this formulation may be extended to encompass problems of higher number of

objectives, without loss of generality. However, the resulting increase in dimensionality of the

Pareto surfaces does inevitably complicate the expressions used to calculate the improvement

metrics, though they remain expressible in closed form (Forrester and Keane, 2009).

2.3 Multi-Fidelity Model Management

In place of expensive simulation models or physical experiments, approximation methods can

facilitate the integration of discipline-specific computer analyses and can more easily provide

insight into the relationships between design (input) variables and system performance (output)

responses given the reduced computational cost (Simpson, 2008). Further advantages include

(1) offering improved filtering of numerical noise, the prevalence of which may hinder the

convergence of many optimisation algorithms, particularly gradient-based methods (Simpson,

2008; Jiang et al., 2020), (2) improved simulation error detection and identification of non-

linear/design-defining regions as the entire input-space may be more easily explored and

analysed, and in certain applications (3) the enabling of parallel computing and optimisation

techniques given the possibility of reusing the same simulation for many design alternatives

(Chen et al., 2006).

The utilisation of mathematical methods for approximating expensive functions in Mul-

tidisciplinary Design Optimisation (MDO) problems originally emerged within the field of

structural engineering. Research was motivated primarily by the large computational ex-

pense of FEA, consequentially incompatible with most numerical optimisation techniques

of the time (Simpson, 2008). Methods utilising RSMs (first introduced by Box and Wilson

(1992) and detailed by Myers and Montgomery (1995)) and ANNs (Hajela and Berke, 1992)

were the predominant areas of research leading up to 1990 (Barthelemy and Haftka, 1993;

Sobieszczanski-Sobieski and Haftka, 1997). Early contributors included research groups at
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the Virginia Institute of Technology, the University of Notre Dame, Rensselaer Polytechnic

Institute, Old Dominion University, and the NASA Langley Research Centre (Simpson, 2008).

An important concept from this time was that of sequentially approximating the initial optim-

isation problem by explicit sub-problems based on the information obtained from response

analysis and first order design sensitivity analysis
11

(i.e., values of functions and their de-

rivatives) (Schmit and Farshl, 1974). Examples of this approach include Sequential Linear

Programming (SLP) (Pedersen, 1980), the CONvex LINearization (CONLIN) method (Fleury and

Braibant, 1986) and the Method of Moving Asymptotes (MMA) (Svanberg, 1987). Subsequent

work developed this methodology by basing the approximation instead off of the function

value and it’s derivatives at the current and previous design points
12
(Haftka et al., 1987). The

primary goal being to improve the quality of approximations to the point where the number

of iterations (and therefore the total required time) needed to solve the original optimisation

problem is reduced. Developed methods include the Accumulated Approximation (ACAP)

technique (Rasmussen, 1990), which used the objective function values obtained at all previous

points, as well as the derivatives at the current point, and the multi-point approximation

technique by Toropov (1989), which used the objective function values gained at each iteration

at several previous design points.

The 1990s saw a particularly strong concentration of research and development efforts re-

garding response surface modelling from within the MDO community (in part resulting from

NASA-funded research related to the High Speed Civil Transport (HSCT)) (Haftka et al., 1998;

Simpson et al., 2001). For instance, Variable Complexity Response Surface Modelling (VCRSM)

(Kaufman et al., 1996), developed primarily at Virginia Tech, concentrated the design space

around regions of interest using analyses of varying fidelity, then constructed response surface

models of the reduced domain in increasing levels of accuracy. Concurrent SubSpace Optimiza-

tion (CSSO) generated response surface approximations of the design space to form the basis

of the subspace coordination procedure for MDO (Wujek et al., 1996).

Accompanying the increasing prevalence of response surface methods and applications was

the understanding of it’s limitations. Namely, the inevitable curse of dimensionality (Koch

et al., 1999) and the inability to demonstrate global accuracy for highly non-linear design

spaces (Simpson et al., 2001). In attempt to mitigate these issues, various new methods were

proposed. These included utilising higher order response surfaces (Venter et al., 1998), mixed

polynomial models (Roux et al., 1996), and more efficient sampling schemes (Giunta et al., 2003).

Some authors promoted the use of gradient information to facilitate surrogate construction

(Liu and Batill, 2000, 2002), whilst others concentrated on developing sequential methods for

11

Evaluated at the current point within the design space, thus methods of this time may be referred to as single
point approximation methods.

12

thus may be referred to as two-point approximations.
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sampling, building, and optimising surrogates, such as move-limits (Toropov et al., 1996) and

trust-region approaches (Alexandrov et al., 1997; Rodriguez et al., 1997). In turn, this prompted

the development of more rigorously formulated techniques for model management, such as the

Surrogate Management Framework (Booker et al., 1999) developed collaboratively at Boeing,

IBM, and Rice University. During this time frame, many commercial entities also started to

develop software to facilitate the use of approximation methods in design and optimisation.

For example, iSIGHT by Engineous Software, Inc., Visual DOC by Vanderplaats R&D, Inc.,

Optimus by LMS International, ModelCenter by Phoenix Integration, Design Explorer by The

Boeing Company and DAKOTA by Sandia National Laboratories.

Nonetheless, given the inherent limitations with response surface modelling and the growing

popularity of alternative surrogate modelling techniques (e.g. radial basis functions (Mullur

and Messac, 2006), multivariate adaptive regression splines (Hastie et al., 2009), Kriging (Sacks

et al., 1989; Cressie, 2015; Sasena, 2002) and support vector regression (Gunn, 1998)), the

latter part of the 1990s saw a focus shift towards new SBO methods incorporating these new

approaches. With an increased variety of methods came a similarly increased range of applica-

tions, including optimisation under uncertainty, robust design and reliability-based design

given the usefulness of inexpensive surrogates for Monte Carlo simulation and uncertainty

analysis (Koch et al., 2004). The reader is referred to (Jin et al., 2001) for a more complete

evaluation and comparison of methods developed during this period.

However, a common themewithin physics-based design and optimisation (and other outer-loop

applications, such as inference and uncertainty quantification) is that the computational cost

of constructing surrogates of an expensive function through direct sampling can nonetheless

remain prohibitive (Zhou et al., 2018). This is especially true if underlying non-linearities,

discontinuities and multi-modality necessitate a higher number of samples to provide a useful

approximation. With this in mind, many researchers began to investigate the incorporation

of multiple sources of information to supplement, and thus alleviate, the expensive function

of interest. In fact, within many fields and applications across computational science and

engineering, any particular system of interest is likely able to be represented by various

alternative numerical models/formulations. Such a collection of methods usually conforms to

a natural hierarchical trade-off between evaluation cost and relative accuracy. That is, models

more representative of the real, underlying physical process(es) induce a more significant

computational cost. Adopting the standard nomenclature, a computationally expensive model

that describes the system of interest to the accuracy required by the current application is

referred to as the high-fidelity model, whereas any less accurate but less computationally

demanding model is referred to as low-fidelity. This relationship can be visualised as in Figure

2.10.

Multi-fidelity (or variable-fidelity) modelling is a method that has received considerable atten-
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Figure 2.10: An example distribution of high/low-fidelity models in terms of computational

cost and achievable accuracy.

tion in recent years. The response trends of one or more inexpensive, lower quality numerical

models (for example, obtained using a computer simulation based on coarsely-discretised

structure of interest) are leveraged to supplement a surrogate construction/refinement process

in cooperation with a judiciously limited number of high-fidelity model evaluations, or indeed

to entirely replace the original expensive function altogether. The fundamental premise is that

the lower-fidelity models can inexpensively supply functional trends with only occasional

recourse to the high fidelity model to establish global/local accuracy, apply some correction or

adjustment or guarantee outer-loop convergence (e.g. as part of a multi-fidelity optimisation

scheme) (Ng and Willcox, 2014; Alexandrov et al., 2001; Koziel and Yang, 2011). In this manner,

one may in essence attempt to circumvent the curse of dimensionality associated with black-

box surrogate modelling by exploiting domain-specific knowledge (Simpson, 2008; Keane and

Nair, 2005).

Two key applications of multi-fidelity modelling can be described via the distinction between

many-query and outer-loop applications (Peherstorfer et al., 2018). Outer-loop applications are

defined by computational loops encompassing a particular function of interest. At each of

multiple iterations, the function of interest is evaluated according to some input specification,

with the corresponding response contributing to the calculation of the overall outer-loop result,

returned at process termination. A relevant example is that of a typical optimisation process,

where the optimiser provides a new set of design variables at every iteration to evaluate the

problem objective function(s), constraint functions(s) and gradient information (if required).

At the termination of the optimisation process, the optimal design is exported as the outer-loop

result. Other examples include uncertainty propagation, inverse problems, data assimilation,

control problems, and sensitivity analysis (Peherstorfer et al., 2018). While it is true that most

(if not all) outer-loop applications involve a large number of distinct evaluations of the target

function(s), the term ’many-query application’ is used in this context to denote those in which
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there is no explicit end result despite many repeated evaluations
13
. An example is parameter

study, which does not necessarily lead to a specific numerical result.

Describing this distinction is important within the context of multi-fidelity modelling. Specific-

ally, the approximation of a sub-system model using multi-fidelity modelling methods may

be classed as many-query, whereas the optimisation of an objective function approximated

via a multi-fidelity surrogate is naturally concerned with only the outer-loop result and it’s

implications for any specified accuracy and/or convergence criteria. Of note, whilst this

example can itself be considered a special case of SBO, one must also consider the case of

continuously constructing and refining approximation models of constituent subsystems such

that some outer-loop objective function may be minimised with respect to the high-fidelity

response(s). This represents a more hybridised many-query/outer-loop application relevant for

SBO applications. Regardless of higher-level classification, a multi-fidelity process is typically

conducted via two distinct stages:

1. The selection/generation of one or more appropriate low-fidelity models (or surrogates

thereof). The assumption here being that the selected model(s) may represent the general

trends of the underlying physical process to a reasonable degree for a significantly

reduced computational cost in comparison to its high(er)-fidelity counterpart(s).

2. The implementation of an appropriatemodel management strategy to efficient distribute

available computational resources amongst the various sources of information to guar-

antee acceptable numerical accuracy or guide an outer-loop application to convergence.

An effectivemodel management strategymust balancemodel evaluations between the available

levels of fidelity whilst preserving the accuracy of the final outer-loop quantity of interest

(e.g. model quality or objective function value) that would be obtained if only the high-

fidelity model was used (Peherstorfer et al., 2018). Multi-Fidelity Model Management (MFMM)

techniques differ primarily in how alternative models are employed during execution of the

outer-loop process, and in their approach to combine the varying degrees of fidelity. Based on

the definition introduced by Peherstorfer et al. (2018), MFMM techniques may be described as

belonging to three succinct classifications; adaptation, fusion and filtering. Included in this

classification are multi-fidelity methods used for general model enhancement (i.e. a distinct

many-query application) out-with any overriding outer-loop context. Figure 2.11 lists several

prevalent model management strategies according to this classification.

This section thus considers the remaining area of research concerned with the high-level

management of incorporated surrogates. First, a selection of commonmethods for constructing

13

In essence then, one may think of outer-loop applications as a subset of many-query applications.
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Figure 2.11: Classification of multi-fidelity model management strategies, adapted from

(Peherstorfer et al., 2018).

low(er)-fidelity approximations is presented and discussed. Next, several distinct multi-fidelity

modelling techniques are detailed and discussed, including a selection of relevant examples.

Finally, a number of well known management strategies and high-level classifications are

introduced and discussed with reference to existing applications.

2.3.1 Low-Fidelity Modelling

Domain specific knowledge of the physical process to be modelled and access to the corres-

ponding high-fidelity simulation method largely determines the available classifications of

low-fidelity models that may be constructed. For example, in some cases the high-fidelity has a

known structure that may be exploited to create lower fidelity approximations. In other cases,

the high-fidelity operates more as a "black box", via which a set of outputs may be obtained

for a given input specification without any explicit knowledge of the mathematical process(es)

involved. One might expect an inherent reliance of the overall multi-fidelity model prediction

quality on the correlation between the constituent low- and high-fidelity approximations

(Shi et al., 2020a), thus it becomes important to examine the lower-fidelity modelling options

available for a given application.

For simplicity, this section restricts the current characterisation of multi-fidelity modelling

methods to include only low-fidelity models that explicitly approximate the same output

quantity/quantities as the corresponding high-fidelity alternative. This is in order to distinguish

these approaches from methods that embed approximation within the application itself, such

as the quasi-Newton (Davidon, 1959) and Krylov subspace methods (Broyden, 1965). Another

relevant example is that of multi-resolution/multi-grid methods. While largely related to the

current discussion, these methods will be considered in more detail in Part II of this thesis.

Low-fidelity models may be constructed based on three high-level classifications (Peherstorfer

et al., 2018); Simplification, Projection and Data-fitting.
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Simplification refers to models constructed based on simplifying assumptions relative to their

high-fidelity counterparts. This implies exploitation of domain expertise and an in-depth

knowledge of the high-fidelity implementation. For example, simplifying the analysis model (a

coarse instead of refined mesh discretisation (Alexandrov et al., 2001; Choi et al., 2005; Brooks

et al., 2011), neglected non-linearities or an appropriately modified early stopping criteria

(Jonsson et al., 2015; Koziel and Leifsson, 2013a)), simplifying the domain or level of abstraction

(two-dimensional versus three-dimensional models (Forrester et al., 2006; Lazzara et al., 2009),

additional boundary conditions (Vitali et al., 1998, 2002) or simplified geometry (Forrester,

2010)) or simplifying the mathematical or physical description (Euler non-cohesive equations

instead of the viscous Navier–Stokes equations (Zahir and Gao, 2013)).

This approach naturally allows multiple low-fidelity approximations of various computational

costs and fidelities to be constructed via the same base computations. Thus it is easy to compile

model hierarchies. Many such hierarchies exist in the field of CFD, for example. For the

purpose of modelling and analysing turbulent flow regimes, a typical hierarchy could be (in

order of decreasing fidelity): Direct Numerical Simulations (DNS), Large Eddy Simulations (LES),

and Reynolds Averaged Navier-Stokes (RANS). Relative to DNS, which resolves the complete

spatial and temporal domains to the scale of the modelled turbulence, LES first eliminates small-

scale behaviour to simplify the simulation, then RANS simplifies even further by applying the

Reynolds decomposition to average the computed values over time (Peherstorfer et al., 2018).

More relevant for aerodynamic design problems, modelling fidelity level could be decreased

even further by including Euler equations and potential theory to the hierarchy (Han et al.,

2013). In Choi et al. (2009), a supersonic aerodynamic design problem is solved by utilising

a model hierarchy consisting of the Euler equations, a vortex lattice model, and a classical

empirical model.

Projection based models instead take advantage of the problem structure, as opposed to expert

domain knowledge (Peherstorfer et al., 2018). In this case, the input/output relationship

(or governing equations) of the high-fidelity model is projected onto a lower-dimensional

subspace, yielding a Reduced Order Model (ROM) exploiting the general trends and features of

the higher fidelity target. This is often achieved by virtue of detailed knowledge regarding

the high-fidelity model structure. Proper Orthogonal Decomposition (POD) (Berkooz et al.,

1993; Chaturantabut and Sorensen, 2010) constructs a basis for the low-dimensional subspace

from selected responses of the high-fidelity model. A method based on Centroidal Voronoi

Tessellation (CVT) is presented by Du et al. (1999), where a reduced basis is derived using a

Voronoi clustering of individual "snapshots" of the target function. See the work by Burkardt

et al. (2006) for more details regarding CVT-based ROM. Additional methods include RBFs

(Rozza et al., 2007), dynamic mode decomposition (Schmid, 2010) and Krylov Subspace methods

(Feldmann and Freund, 1994). See the work by Benner et al. (2015) for an in-depth review of
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projection based reduced order models.

Data-fit models are derived directly from a finite set of input/output correspondence. An

advantage here is that there is no need for any additional formulations, as samples may be

collected directly using the existing black-box high-fidelity simulation. In many scenarios,

data-fit models may be constructed as linear combinations of basis functions or surrogates

(Peherstorfer et al., 2018). Traditional interpolation or single-fidelity surrogate modelling

techniques (such as Polynomial Response Surface Model (RSM) (Myers and Montgomery, 1995),

Radial Basis Functions (RBFs) (Buhmann, 2003), Kriging (Kennedy and O’Hagan, 2000), Support

Vector Regression (SVR) (Shi et al., 2020a) and Artificial Neural Networks (ANNs) (Beale et al.,

2017)) may thus be employed as basis functions. The coefficients of the linear combination

may be simply evaluated via interpolation or regression, the latter with reference to the

recorded set of high-fidelity samples. Perhaps the most common approach is to use simple

polynomial basis functions e.g. Lagrange polynomials. Employing polynomials as part of a

piecewise interpolation allows the use of lower-order polynomials, thus avoiding over-fitting

problems related to global, higher order bases e.g., Runge’s phenomenon. As a closely related

approach, Radial Basis Function (RBF) (Section 2.1.2) are unsurprisingly also a popular choice

for constructing data-fit low-fidelity models. When employing a Gaussian density function as a

basis, a numerically stable computation of coefficients of the linear combination of the data-fit

model can be achieved (Forrester and Keane, 2009). However, similarly to other forms of

surrogate modelling, RBFs depend on a suitable choice of hyperparameters (e.g. the bandwidth

of the Gaussian density function) in order to provide an accurate representation of the provided

data. Choosing appropriate values for such hyperparameters is often difficult a priori and the

optimisation thereof may be computationally expensive (Forrester and Keane, 2009).

2.3.2 Adaptation

Adaptation refers to the process of directly correcting or enhancing an existing low-fidelity

model (or set of models) using selective high-fidelity samples. Common forms of adaptive

correction include bridge functions (additive, multiplicative or comprehensive) (Han et al.,

2013; Fischer et al., 2018; Gano et al., 2005) , model calibration (Kennedy and O’Hagan, 2001a;

March and Willcox, 2012b), space mapping (Bandler et al., 1994; Koziel et al., 2008), shape

preserving response prediction (Koziel and Leifsson, 2014) and adaptive response correction

(Koziel et al., 2009; Leifsson et al., 2016). The following briefly reviews the more prevalent

examples of adaptation for multi-fidelity surrogate modelling.

2.3.2.1 Bridge functions

The most widely used form of multi-fidelity model adaptation is a correction-based approach,

alternatively referred to as "bridge functions", "scaling functions" or "calibration". The first
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widely accepted example of this methodology was introduced by Haftka in the 1990s (Haftka,

1991; Chang et al., 1993) as part of early research into incorporating approximations into

structural optimisation problems. Motivated by an aim to extend the range of applicability of

a local derivative-based approximation of a high-fidelity response at a current design point,

Haftka proposed a multiplicative scaling factor based on the interaction between the high- and

low-fidelity models. A multiplicative bridge function can be written as:

ϕ(x) =
fH(x)

fL(x)
(2.51)

where fH and fL represent the high- and low-fidelity functions respectively. The bridge

function ϕ(x) is considered as an unknown, and must itself be approximated (i.e. ϕ̂(x)) using

(for example) some appropriate surrogate modelling technique, or a first-order Taylor series

expansion (Gano et al., 2005; Eldred et al., 2004). The high-fidelity function may thus be locally

approximated according to:

f̂H(x) = ϕ̂(x)fL(x) (2.52)

where the low-fidelity function fL(x)may similarly be replacedwith a surrogate approximation

f̂L(x). However, it can be seen that this approach may encounter difficulty if the value of

a low-fidelity function sample is close or equal to zero. In such cases, both the high- and

low-fidelity values should be shifted to avoid error (Fischer et al., 2018).

To avoid this problem, Lewis and Nash (2000) proposed instead the additive bridge function

for global approximation, rather than local. The additive bridge function can be written as:

γ(x) = fH(x)− fL(x) (2.53)

Similarly as for the multiplicative approach, the additive bridge function γ(x) (essentially

representing the error between the two responses) is unknown and must be approximated

as γ̂(x). Again, the low fidelity function may also be approximated as f̂(x). The resulting

approximation of the high-fidelity response is thus written:

f̂H(x) = fL(x) + γ̂(x) (2.54)

The additive bridge function has been proven to be more accurate and robust than the multi-

plicative approach (Han et al., 2013), and has since become perhaps the most popular of all

adaptation approaches for mutifidelity surrogate modelling (Choi et al., 2005, 2009; Peher-

storfer et al., 2018; Simpson, 2008). However, despite generally offering a better approximation,

Gano et al. (2005) showed that this was not true for all cases, and that the multiplicative

approach remained viable. Accordingly, the authors proposed a hybrid approach, aiming to

incorporate the strengths of both additive and multiplicative approaches. In this manner, a
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more complicated correlation between high- and low-fidelity responses could be represented.

A hybrid (or comprehensive) bridge function may be incorporated as follows:

f̂H(x) = ω[ϕ̂(x)fL(x)] + (1− ω)[fL(x) + γ̂(x)] (2.55)

where ω is a weight coefficient representing the relative importance attributed to the additive

and multiplicative components. Controlling the relative weighing between components

with a single parameter allows a continuous adaptation to always best suit a given problem,

determined by the optimiser rather than the user (Fischer et al., 2018).

The determination of ω is naturally an important topic. Eldred et al. (2004) proposed an

adaptive method of determining and updating the value of ω based on the previously evaluated

sample:

ω =
fH(xold)− [f̂L(xnew) + γ̂(xnew)]

ϕ̂(xnew)f̂L(xnew)− [f̂L(xnew) + γ̂(xnew)]
(2.56)

where fH(xold) denotes the optimum of the previous optimisation step. During an optimisation

process, the value of ω is thus updated at each iteration, allowing the bridge function to adopt

the most suitable configuration for the region surrounding the current optimum in design

space. The hybrid bridge function is formulated in this manner in order to be particularly

suited to applications within optimisation. If one were concerned with instead creating a

global approximation of a large parameter space using a hybrid approach, a more general

formulation is required (Han et al., 2013).

To address this issue, Han et al. (2013) proposed the Generalised Hybrid Bridge Function (GHBF),

aiming to more fully exploit the underlying trends of the low-fidelity data without requiring

an iterative outer-loop. In this method, the relationship between the low- and high-fidelity

functions is expressed more generally as:

f̂H(x) = ϕ(x) ∗ fL(x) + γ(x) (2.57)

where γ is an additive bridge function and ϕ is a multiplicative scaling function. Both γ and ϕ

can be basis functions or surrogate models generated from available samples. In (Han et al.,

2013), the authors represent the multiplicative scaling ϕ with a low-order polynomial RSM.

The additive correction γ, thus representing the difference between the high-fidelity model and

the scaled low-fidelity model, is given by a Kriging model trained on the available high-fidelity

samples. The authors additionally offer the following basic conditions that remain largely

relevant for the general construction of multi-fidelity surrogates (Han et al., 2013):

• Interpolation condition: The high-fidelity sampled data should be exactly reproduced, as

random errors do not exist for a deterministic computer experiment.
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• Convergence condition: With an increasing number of high-fidelity samples, the influ-

ence of the low-fidelity data on the resulting multi-fidelity model should be gradually

decreased. I.e. the surrogate modelling process should converge to the exact functional

relationship.

In (Fischer et al., 2018), the hybrid correction approach is updated further in order to determine

the relative scaling between multiplicative and additive correction based on more than just

one sample, in addition to data other than that used to generate the corrective surrogates.

This latter point is essential given that most surrogate modelling techniques aim to meet the

above interpolation condition, that is, that the modelling error is zero at the locations of all

high-fidelity samples. The authors propose a Bayesian posterior updating approach for the

weighting coefficients that incorporates the available data within the weighting region of

the current subproblem optimisation, defined according to a trust-region based framework.

More specifically, the weighting region encompasses and surrounds the trust region according

to some specified bounding conditions. Adopting the formulation of Kennedy and O’Hagan

(2001a), the hybrid bridge function is given as:

ϕ̃(x) = ωmultϕ̃(x) + ωaddϕ̃(x) (2.58)

By exploiting the fact that a trust-region model management scheme will converge upon sub-

problem optima that lie at the respective trust region bounds, the authors calculate the bridge

function scaling coefficients using the data that surrounds the trust region, thus ultimately

selecting the model that is most accurate within the regions the optimum is expected to reside.

The weighting coefficients are calculated as:

ωkmult =
ωk−1
multψmult(x)

ωk−1
add ψadd(x) + ωk−1

multψmult(x)
(2.59)

and

ωkadd =
ωk−1
add ψadd(x)

ωk−1
add ψadd(x) + ωk−1

multψmult(x)
(2.60)

If one defines the initial values ω0
mult = ω0

add, this approach allows for an adaptive update,

essential to a Bayesian-Inspired Multi-Fidelity Optimisation (BIMFO) methodology. The func-

tions ψmult(x) and ψadd(x) represent the model likelihoods of ϕ̂mult(x) and ϕ̂add(x), defined

respectively as:

ψi(x) =

(
1

2πσ̂2i,MLE

)n/2
exp

(
−n
2

)
(2.61)

and

σ̂2i,MLE =

∑n
j=1(fH(xj)− ϕ̃i(xj))2

n
= SSE (2.62)

69



2.3. Multi-Fidelity Model Management

where n is the number of samples available from previous iterations that lie within the current

weight region, i denotes either the multiplicative or additive variations, and j represents the

j-th sample within the current weight region.

A Bayesian updating technique such as this allows the use of multi-point surrogates. This

has proven to enable faster convergence for complex optimisation problems (Fischer et al.,

2018). Importantly, this technique is also able to adaptively redefine the bounds of the trust

region, should the corrected multi-fidelity approximation be discovered as less than acceptably

accurate.

2.3.2.2 Model Calibration

Another adaptation method most commonly referenced within the engineering community

is model calibration (Kennedy and O’Hagan, 2001a; March and Willcox, 2012b). Calibration

refers to the process of adjusting/estimating unknown model input parameters in order to

match the model response (as closely as possible) with observed data (Kennedy and O’Hagan,

2001a). By setting these context-specific inputs to their estimated values, the behaviour of the

target process may then be predicted at unobserved locations, though residual uncertainty

should remain a consideration.

Whilst calibration has been successfully applied to improve model prediction by adjusting

physical parameters to best agree with experimental data (for example see the works by

Kosonen and Shemeikka (1997); McFarland et al. (2008); Christensen and Willcox (2012); Yoo

and Choi (2013)), Fernández-Godino et al. (2016) argue that the method itself, in a pure sense,

cannot be considered as a multi-fidelity approach given the inherent lack of multi-fidelity data

sources. However, Kennedy and O’Hagan (2001a) presented a Bayesian calibration approach

that includes a discrepancy function, thus calibration parameters may be simply treated as

other hyper-parameters, and marking this approachmore as a multi-fidelity adaptation method.

This approach potentially can result in non-physical values for the calibration parameters,

though only if by doing so converges on a stronger approximation of the included data. See

the works by Qian and Wu (2008); Biehler et al. (2015) for examples of successful application

of this methodology.

2.3.2.3 Space Mapping

An alternative approach is to establish a transformation, or mapping, from the parameter

space of one model to that of another (Simpson, 2008; Koziel et al., 2008). Utilising such a

transformation, a low-fidelity approximation with ’mapped’ parameters can accurately reflect

the response behaviour of the high-fidelity target function. A helpful analogy is that of drawing

the low-fidelity model on a rubberised sheet, which is then distorted to topologically align

with the high-fidelity response (Keane and Nair, 2005). Both linear and non-linear mappings
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have been considered in the literature (see, e.g., Bandler et al. (1994), Bakr et al. (2002) and

Koziel et al. (2006a) for details).

A design-space mapping can occasionally be obvious and/or problem-specific (Robinson et al.,

2008a). For instance, if the high- and low-fidelity models are represented by the same set

of equations, but defined over grids of different resolutions. In this case, the input vectors

are the geometric parameters defining each grid, thus the low-fidelity input vector can be a

subset of the high-fidelity input vector. Alternatively, the high-fidelity input vector can be an

interpolation of the low-fidelity input vector. In most cases however, no clear mathematical

relationship exists between the two input vectors, thus an empirical mapping is needed

(Robinson et al., 2008a). An example is the multi-fidelity supersonic business jet problem

presented by Choi et al. (2005). Given that the SBO methods of the time could not be applied

to problems in which the low- and high-fidelity models required different input variables, the

authors opted to use the two models sequentially. An initial optimisation was performed using

only the low-fidelity model with an applied Kriging-based correction, with the result used as

an initial guess for a subsequent optimisation employing only the high-fidelity model.

The more rigorously formulated Space Mapping (SM) methodology was originally presented

by Bandler et al. (1994, 2003) for the optimal design of microwave engineering applications,

for which it was functionally more appropriate to make corrections to the input of the system

model, rather than to its output. The original approach implemented a simple linear correction

of the low-fidelity input space with the goal being to generate an appropriate transformation

of the vector of high-fidelity model parameters xHF to the vector of low-fidelity model

parameters xLF :

xLF = f(xHF ) (2.63)

Formulating in this manner, the vectors xHF and xLF can be of different dimensions. De-

termining the transformation F is usually an iterative process. The goal is to satisfy the

condition:

∥fHF (xHF )− fLF (xLF )∥ ≤ ϵ (2.64)

within some local region, where ϵ represents an appropriate tolerance setting. This method

proved particularly suitable for engineering applications where model discrepancy could be

primarily attributed to second-order effects, such as the presence of parasitic components in

electrical engineering problems (Koziel and Yang, 2011). In such applications (i.e. those based

on physical processes), the responses from models of varying levels of fidelity are often similar

in general form, though slightly distorted/shifted with respect to certain input parameters.

Space Mapping and it’s associated optimisation-based applications (see Figure 2.12) have

since been developed into a distinct family of alternative methods (Fernandez et al., 2017;
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Figure 2.12: Fundamental design optimisationmethods stemming from the SpaceMapping (SM)

concept, including Aggressive Space Mapping (ASM) and Shape Preserving Response Prediction
(SPRP) based approaches, adapted from (Rayas-Sánchez, 2015).

Bakr et al., 2002, 2000; Koziel and Leifsson, 2016; Koziel et al., 2006a), including implicit

space mapping (Bandler et al., 2004), neural-based space mapping (Zhang et al., 2008), ASMs

(Bandler, 1995), corrected space mapping (Robinson et al., 2008b) and Shape Preserving Response

Prediction (SPRP) (Koziel and Leifsson, 2014), to name only a few. The reader is referred to the

reviews (Bandler et al., 2003; Rayas-Sánchez, 2015) for a more comprehensive compendium

of this class of methods. To distinguish between the large variety of related methods, Koziel

and Yang (2011) offer the following classifications to encompass the majority of well-known

approaches:

• Input Space Mapping (Bandler et al., 2003): The response correction is based on an affine

transformation on the low-fidelity input parameter space, i.e. f̂HF (x,p) = fLF (Bx+c)

where p(B, c). This classification is most similar to the original formulation of Space

Mapping.

• Output Space Mapping (Koziel et al., 2006a): The response correction is based on an affine

transformation on the low-fidelity model response, i.e. f̂HF (x,p) = AfLF (x) + d

where p(A,d). This classification is functionally similar to a comprehensive adaptation

(Section 2.3.2).

• Implicit Space Mapping (Koziel and Leifsson, 2010): Additional parameters xp ∈ Rnp
of

the low-fidelity model fLF (x,xp) are tuned to align the low- and high-fidelity responses,

i.e. f̂HF (x,xp) = fLF (x,xp). Note: the parameters xp are distinguished as distinctly

separate from optimisation variables.

• Custom corrections (Bandler et al., 2003): The structure of the given design problem is

exploited. For example, the model responses could be obtained through the sweeping of
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some parameter t (e.g. when t represents time or frequency (Koziel and Yang, 2011)):

fHF (x, t) = [fHF (x, t1), fHF (x, t2), . . . fHF (x, tm)]
T ,

fLF (x, t) = [fLF (x, t1), fLF (x, t2), . . . fLF (x, tm)]
T

(2.65)

2.3.2.4 Shape Preserving Response Prediction

Shape Preserving Response Prediction (SPRP) is a multi-fidelity adaptation method aimed at

further exploiting low-fidelity physics-based models (Koziel and Leifsson, 2014). Part of the

extended family of Space Mapping based approaches, SPRP was also developed within the field

of microwave engineering, but has since found application in other fields, such as antenna

design (Koziel et al., 2012) and aerodynamic design (Koziel and Leifsson, 2012, 2013a).

Differing from previously discussed approaches, SPRP is a non-parametric method, relying

instead on the change in low-fidelity response relative to a specified change in input to

construct an appropriate surrogate. The predicted change in response for an unknown input

translation can then be applied to a reference high-fidelity model to subsequently estimate the

corresponding response. By exploiting the general trends of the low-fidelity model, SPRP can

be generalised and applied to a wider variety of problems compared to other physics-based

surrogate modelling methods.

Naturally, it is of crucial importance that the low-fidelity model is physically-based, thus able

to roughly represent the base physical phenomena constituting the modelled process. This

ensures that the effects of varying the input parameters on the resulting response is similar

for both the low- and high-fidelity simulations.

The change in low-fidelity response is represented by a finite set of translation vectors corres-

ponding to a set of characteristic points, placed across the model response. These translation

vectors can thus be used to estimate the high-fidelity model response when applied to the same

set of characteristic points evaluated using the high-fidelity model. The original SPRP formu-

lation (in the context of a microwave engineering problem) (Koziel, 2009) can be expressed as

follows. Let the set of high- and low-fidelity samples be respectively written as:

fHF (x) = [fHF (x, ω1), . . . , fHF (x, ωm)]
T

fLF (x) = [fLF (x, ω1), . . . , fLF (x, ωm)]
T

(2.66)

where ωj , j = 1, . . . ,m is the frequency sweep (assuming the microwave models may be

parameterised by frequency). The sets of characteristic points of fHF (x
(i)), fLF (x

(i)) and
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fHF (x) are respectively defined as:

pHFj = [ωHFj , rHFj ]T

pLF0
j = [ωLF0

j , rLF0
j ]T

pLFj = [ωLFj , rLFj ]T (2.67)

where j = 1, . . . ,K . Here, ω and r represent the frequency and magnitude of the correspond-

ing sample point. The translation vectors of the low-fidelity model are defined as:

tj = [ωtj , r
t
j ]
T , j = 1 . . . ,K (2.68)

where

ωtj = ωLFj − ωLF0
j

rtj = rLFj − rLF0
j (2.69)

The SPRP surrogate may thus be written as:

f̂HF (x) = [f̂
(i)
HF (x, ω1), . . . , f̂

(i)
HF (x, ωm)]

T
(2.70)

where

f̂
(i)
HF (x, ωj) = f̄HF (x

(i), F (ωj , {−ωtk}Kk=1)) +R(ωj , {rtk}Kk=1) (2.71)

for j = 1, . . . ,m. f̄HF (x, ω) represents an interpolation of {fHF (x, ω), . . . , fHF (x, ω)} onto
the frequency interval [ω1, ωm]. The scaling function F interpolates the data pairs:

{ω1, ω1}, {ωHF1 , ωHF1 − ωt1}, . . . , {ωHFK , ωHFK − ωtK}, {ωm, ωm}

onto the frequency interval [ω1, ωm]. The function R performs a similar interpolation for data

pairs:

{ω1, r1}, {ωHF1 , rHF1 − rt1}, . . . , {ωHFK , rHFK − rtK}, {ωm, rm}

where

r1 = fLF (x, ω1)− fLF (xr, ω1)

rm = fLF (x, ωm)− fLF (xr, ωm) (2.72)

The function F essentially translates the frequency components of the characteristic points

of fHF (x
(i)) to the frequencies at which they should be located according to the translation

vectors tj . On the other hand, the function R adds the necessary magnitude component. The

interpolation onto [ω1, ωm] is necessary because the original frequency sweep is a discrete set.
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2.3.3 Fusion

Multi-fidelity fusion involves the direct combination of various distinct levels of fidelity into a

single multi-fidelity surrogate, without any explicit correction. Examples of this methodology

include the work by Allaire and Willcox (2014), where the authors approximate each level of

fidelity via a separate Kriging surrogate, then use the technique proposed by Winkler (1981)

to combine the random variables associated with each Kriging approximation, thus producing

a single fused model. More recently, Zhou et al. (2019) construct a Kriging surrogate based on

the fusion of both low- and high-fidelity samples first selected according to objective space

crowding, then used to evaluate the fitness of population individuals. The surrogate is refined

based on both an individual and a generation-based updating strategy.

2.3.3.1 Ensembles of Metamodels

Perhaps conceptually the simplest method of multi-fidelity data fusion is to take a weighted

average of multiple responses. For this approach, each distinct source of data is used to

construct a separate surrogate model. Each model is then leveraged into cooperation as part

of an ensemble (Goel et al., 2007). Assuming that such an ensemble can be generated without

significant computational cost (at least in relation to the cost of acquiring data from each

source), the ensemble approach effectively infers the overriding trends of the target function.

Furthermore, being fundamentally based on the disagreement between competing models, this

method can be used as an uncertainty quantifier and/or a method to inform an infill criteria.

Averaging the responses from multiple surrogates is motivated by an inability to find a unique

solution to the non-linear inverse problem of identifying a suitable mathematical relationship

from a limited set of data (Queipo et al., 2005). Goel et al. (2007) describe the applications of

an ensemble of meta-models as conforming to one of two major areas.

• Identifying regions of large uncertainty. This idealisation largely overlaps, at least

conceptually, with the preceding discussion on multi-response sampling given a hetero-

geneous/homogeneous committee of competing approximations (see Section 2.2.3.2).

• Employing the ensemble via a weighted averaging or the selection of the single best

surrogate model based on error statistics. This ultimately may give a more robust

approximation than any one individual surrogate.

Considering the first application, regions of large uncertainty/disagreement can be identified

as follows. Given an ensemble of nSM surrogate models, the standard deviation of a prediction

at point x is given as:

σ (ŷ(x)) =

√∑nSM
i=1 (ŷi − ȳi(x))2

nSM − 1
(2.73)
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where

ȳi(x) =

∑nSM
i=1 ŷi(x)

nSM
(2.74)

In regions where surrogate predictions differ more dramatically, the standard deviation will

be higher, thus these areas are most suitable for future sampling. Of note, while a high value

of standard deviation may indicate a region of high uncertainty, a low standard deviation

does not imply accuracy. That is, the ensemble may unanimously agree upon an incorrect

prediction. The weighted average of the ensemble may be used to describe a single surrogate

according to:

ŷ(x) =

nSM∑
i

wi(x) ŷi(x) (2.75)

where ŷ(x) is the predicted response of the weighted average surrogate model, ŷi(x) is the

response of the i-th surrogate, and wi(x) is the weight associated with the i-th surrogate at

design point x. Importantly, the sum of all weights must equal unity:

nSM∑
i=1

wi = 1 (2.76)

such that a case of unanimous agreement across the ensemble is correspondingly reflected in

ŷ(x). A surrogate that is deemed of higher accuracy is given a larger weight, and conversely,

lower accuracy models are ensured to have less influence on the fused predictions.

Assessing the individual qualities of the ensemble can be accomplished using surrogate valid-

ation metrics (see Section 2.1.6). In this context, the measures of interest are more broadly

categorised as those of (1) global vs local accuracy and (2) predicted vs observed data (Goel

et al., 2007). These local measures of fit quality are used to determine the weights values as

functions of design space, i.e. wi = wi(x). For instance, the weights can be determined using

local surrogate-based metrics (e.g. prediction variance, mean squared error etc) or data-based

metrics (e.g. interpolated cross-validation errors). Alternatively, global surrogate-based metrics

include the RMSE (if employing polynomial response surface approximations, for example), or

the process variance (if employing Kriging), and global data-based metrics include the CV error.

Of note, weights selection based on global metrics naturally requires that the weights remains

fixed relative to input space, i.e. wi(x) = Ci,∀x. Despite this variety, an appropriate selection

of weight functions remains a formidable task for most applications. Examples of this approach

in the literature include the work of Zerpa et al. (2005), where a local weighted average model

is constructed from an ensemble consisting of a polynomial RSM, a Kriging model and an RBF

surrogate. The resulting ensemble is used for the optimisation of an alkali–surfactant-polymer

flooding process, where the point-wise estimate of the variance is predicted by the ensemble.

Another example is the work by Zhou et al. (2016), where three alternative surrogate modelling

techniques are chosen based on their individual strengths. Specifically, Kriging is chosen for

it’s suitability for non-linear problems, RBF for the only slight influence of sample size on

76



2.3. Multi-Fidelity Model Management

the average accuracy and robustness and SVR for it’s stronger performance for high-order

problems. In this case, weight factors are determined by minimising the Generalised Mean

Square Leave-One-Out Error (GMSELOO) of the ensemble.

Zhou et al. (2016) additionally note that the choice of how many competing models to include

within the ensemble is an important consideration. Two may not be enough to provide

sufficient levels of disagreement, especially if either surrogate is not wholly suitable for the

problem at hand. On the other hand, four or more competing surrogates may considerably

increase the computational cost, reducing the overall efficiency. Furthermore, Viana and

Haftka (2008) point out that (i) the potential gains from using weighted surrogates diminish

substantially in high dimensions, and (ii) the poor quality of the information given by CV

errors in low dimensions makes the gain very difficult in practice. However, Viana and Haftka

(2008) conclude that the use of multiple surrogate (with or without fusion) is particularly

appealing for design optimisation problems due to the fact that the best surrogate may not

lead to the best result. Furthermore, fitting many surrogates and repeating optimisations may

still be significantly less expensive compared to collecting data via simulation.

2.3.3.2 Co-Kriging

One of the more prevalent approaches for multi-fidelity data fusion is the Co-Kriging method

(Myers, 1984). Whilst essentially an extension of the standard Kriging methodology to incor-

porate several responses, the fundamental idea behind Co-Kriging remains applicable as an

enhancement to any parametric RBF (Forrester and Keane, 2009).

Considering two sets of data, representing high- and low-fidelity responses respectively, the

Co-Kriging formulation begins by combining the two into one shared set of sample locations:

X =

[
XLF

XHF

]
=



x
(1)
LF
.
.
.

x
(nLF )
LF

x
(1)
HF
.
.
.

x
(nHF )
HF


(2.77)

As for the standard Kriging formulation, the response value evaluated at X is considered the
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realisation of a stochastic process. For Co-Kriging, we therefore have the random field:

Y =

[
YLF (XLF )

YHF (XHF )

]
=



YLF (x
(1)
LF )

.

.

.

YLF (x
(nLF )
LF )

YHF (x
(1)
HF )

.

.

.

YLF (x
(nHF )
HF )


(2.78)

This formulation assumes the use of an auto-regressive model (Kennedy and O’Hagan, 2000),

which states that the covariance conforms to:

cov{YHF (x(i), YLF (x))|YLF (x(i))} = 0, ∀x ̸= x(i)
(2.79)

This is also known as aMarkov property, which assumes the high-fidelity simulation is correct,

thus any inaccuracies must lie within the low-fidelity model. Thus, if the high-fidelity response

at x(i)
is known, no more can be learned by evaluating the same point with the low-fidelity

model.

Local features of the low- and high-fidelity responses are expressed using the Gaussian

functions ZLF and ZHF . Using the auto-regressive model, the high-fidelity response can be

approximated in a manner reminiscent of the comprehensive correction approach of adaptation

methods (Section 2.3.2), that is:

ZHF (x) = ρZLF (x) + Zd(x) (2.80)

where ρ is a constant scaling factor and Zd is another Gaussian process, this time representing

the discrepancy between ρZLF and ZHF . In standard Kriging, the covariance matrix is:

cov{Y(X),Y(X)} = σ2Ψ(X,X) (2.81)

For Co-Kriging however, the covariance matrix is now written as:

C =

[
σ2LFΨLF (XLF ,XLF ) ρσ2LFΨLF (XLF ,XHF )

ρσ2LFΨLF (XHF ,XLF ) ρ2σ2LFΨLF (XHF ,XHF ) + σ2dΨd(XHF ,XHF )

]
(2.82)

The notation ΨLF (XHF ,XLF ) denotes a matrix of correlations of the form ψLF between

the dataXHF andXLF . Correlations are expressed in the same form as for Kriging:

ψ(i) = cor[Y (x(i)), Y (x)] = exp

− k∑
j=1

θj∥x(i)j − xj∥
pj

 (2.83)
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where Y (.) are random variables which the observed responses are assumed to be. Recall

from the Kriging formulation that the variance of the basis function can be controlled for

each of the k dimensions of the design space by θj and the exponent can be varied (again in

each dimension) by pj . However, now that we have two correlations, ψLF and ψd, we have a

corresponding increase in the number of parameters to be estimated, i.e. θLF ,θd,pLF ,pd

and the scaling parameter ρ.

The low-fidelity data is assumed independent of the high-fidelity data, thus the MLEs for

µLF , σ
2
LF ,θLF and pLF can be found by maximising the concentrated ln-likelihood:

−nLF
2

ln(σ̂2LF )−
1

2
ln∥det(ΨLF (XLF ,XLF ))∥ (2.84)

where

σ̂2LF = (yLF − 1µ̂LF )
TΨLF (XLF ,XLF )

−1(yLF − 1µ̂LF )/nLF (2.85)

To estimate µd, σ
2
d,θd,pd and ρ, define:

d = yHF − ρ yLF (XHF ) (2.86)

where yLF (XHF ) are the values of the low-fidelity response yLF at the sample locations

common to the high-fidelity sample setXHF (as implied by the Markov property). Note: if the

low-fidelity response cannot be evaluated at the high-fidelity sample locations, a Kriging estim-

ate of the low-fidelity response ŷLF (XHF ) (using the already determined model parameters

θLF and pLF ), may be used at an additional training cost. The concentrated ln-likelihood of

the high-fidelity data can now be written as:

−nHF
2

ln(σ̂2d)−
1

2
ln ∥det(Ψd(XHF ,XHF ))∥ (2.87)

where

σ̂2d = (d− 1µ̂d)
TΨd(XHF ,XHF )

−1(d− 1µ̂d)/nHF (2.88)

Again similarly to Kriging, both ln-likelihood functions must be numerically maximised, which

may result in the computational cost of the Co-Kriging approach to impractical for higher-

dimensional problems (Guo et al., 2022). For large values of dimensions k and/or samples

n, constant values of θLF,j and θd,j may be used to reduce the time required to evaluate the

MLEs, though naturally this will affect the quality of the resulting approximation. Finally, the

Co-Kriging predictions are given by:

ŷHF (x) = µ̂+ cTC−1(y − 1µ̂) (2.89)

where

µ̂ = 1TC(X,X)−1y/1TC(XHF ,XHF )
−11 (2.90)
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and c is a column vector of the covariance between X and x (Forrester et al., 2007). Eq. (2.89)

can be seen as an interpolator of the high-fidelity data (as in ordinary Krging), but will regress

the low-fidelity data unless it coincides with yHF .

Co-Kriging is suitable for more complex corrections as long as the discrepancy function Zd

is of a simpler form (i.e. easier to model) than that of ZHF . Additionally, with the ability to

incorporate error estimates into the modelling process, Co-Kriging is generally seen as more

effective than simple combinations of independent discrepancy-based surrogates (Forrester

and Keane, 2009). The Co-Kriging methodology can be extended to incorporate more than

two levels of fidelity, with corresponding cost increase due to the additional parameters. The

reader is referred to (Forrester et al., 2007) for more details.

2.3.4 Filtering

Filtering refers to a hierarchical management of models, with no explicit generation of a multi-

fidelity surrogate. The ’multi-fidelity’ aspect then is therefore themanner that model surrogates

are constructed (if at all) and/or applied in order to obtain appropriate cost savings (Fernández-

Godino et al., 2016). Hierarchical management may take the form of evaluating the high-

fidelity model only when the low-fidelity approximation falls outwith a specified acceptable

accuracy/applicability range (Choi et al., 2005; Singh and Grandhi, 2009), or alternatively,

when the candidate point meets some specified criterion based on the low-fidelity evaluation

(Narayan et al., 2014).

Examples include the multistage Markov-Chain Monte-Carlo (MCMC) algorithm (Andrés

Christen and Fox, 2005), in which the high-fidelity model may only evaluate a candidate

sample following the acceptance of that sample by a likelihood criterion determined by the

low-fidelity model. Another example is multi-fidelity importance sampling (Peherstorfer

et al., 2015), where the low-fidelity model is used to construct an importance-based biasing

distribution to guide the sampling of the high-fidelity model. In (Rethore et al., 2013), the

majority of the optimisation process is performed using simpler/faster cost functions and

a coarse resolution of the design domain. The domain resolution and model complexity is

subsequently increased where/when needed.

2.3.4.1 Multi-level methods

A traditional approach to hierarchical model management is the use of multilevel methods

(Peherstorfer et al., 2018). Included in this categorisation are multi-grid methods (Brandt, 1977;

Briggs et al., 2000), multilevel pre-conditioners (Bramble et al., 1990; Dahmen and Kunoth,

1992) and multilevel function representations (Bank et al., 1988; Daubechies, 1998; Bungartz
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and Griebel, 2004). Such methods typically switch between different levels of fidelity
14
by

varying a certain parameter. For instance, if the parameter were mesh density, the hierarchy

would consist of a series of coarse-grid approximations, successively increasing in resolution

level (Peherstorfer et al., 2018).

By definition, a hierarchy may often necessitate the ranking of those low-fidelity models

constituting the series. Such a ranking may be determined via metrics based on approximation

quality and/or cost, for instance. A common approach is to define a relative ranking of the

model hierarchy using rates, then to use these rates to distribute work accordingly. However,

using rates only may be too coarse a description and may entirely miss relevant behavioural

aspects of the model(s) in question (Peherstorfer et al., 2018). In a more general sense, a major

difficulty is that information regarding accuracy and cost metrics may not always be readily

available. Finally, in many applications, the low-fidelity modelling approaches may be limited,

or even fixed, for a give scenario. In these cases, they cannot therefore be easily generated by

simply varying a parameter (e.g., discretisation).

A critical observation with regards to the hierarchical optimisation of models of varying

fidelity is that an improvement detected via the low-fidelity model does not guarantee an

improvement relative to the high-fidelity equivalent (Robinson et al., 2008a).

2.4 Multi-Fidelity Surrogate-Based-Optimisation

The fundamental goal of optimisation is to determine the input that leads to an optimal

output with respect to a specific objective (performance) function (Peherstorfer et al., 2018).

Numerical methods to solve optimisation problems involve an iterative evaluation of the

various constituent functions defining the problem (including the objective function(s) and

any/all system/sub-system models). Consider the following non-linear minimisation problem

representing a simulation-driven design process:

x∗ = argmin
x
f(x) (2.91)

where f(x) denotes the objective function to be minimised, evaluated at the design point

x ∈ Rn. The function f is typically of the form f(x) = U(Rf (x)), where Rf ∈ Rm denotes

the response vector of the system of interest (in particular, onemay havem > n or evenm≫ n

(Bandler et al., 2004)), whereas U is a given scalar merit function, defined through a norm

that measures the distance between Rf (x) and a target vector y. An optimal design vector is

denoted by x∗
. In many cases,Rf is obtained through computationally expensive computer

simulations. For problems in which this becomes prohibitive, approximation methods can

be incorporated. Where the approximation is centred on the problem constituent models (as

14

More commonly thought of as a hierarchy of low-fidelity approximations of the single high-fidelity function.
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opposed to the mathematical formulation of the problem, for example), the general trends of

lower-fidelity, computationally less demanding surrogate models can be leveraged to accelerate

the outer-loop process. A successful SBOmethod reaches a solution that satisfies the optimality

conditions associated with the original, high(er)-fidelity problem within a significantly reduced

computational budget (Simpson, 2008).

The simplest form of this approach is to construct a fixed surrogate of the time consuming

function(s) in advance of the optimisation process using some suitable combination of sampling

scheme (Section 2.2) and modelling technique (Section 2.1) (Jiang et al., 2020). The optimisation

is then performed using only the pre-constructed surrogate, thus the accuracy of the final

solution depends on the accuracy of the surrogate(s). Since the optimal solution is most

often considered unknown a priori, each surrogate must guarantee a high prediction accuracy

across the entire design space, thus ensuring the corresponding solution will lie at least in the

vicinity of the true optimal solution. Consequently, this approach requires the evaluation of a

large number of sample points using the expensive target function, which may not always

be computationally practical, or even possible. Indeed, many earlier attempts to apply ROM-

based surrogates in optimisation were almost exclusively dependant on such offline sampling

processes, naturally resulting in extremely high computational costs (Benner et al., 2015; Yondo

et al., 2018).

A more efficient methodology, constituting the general application of SBO algorithms, is an

offline-online (Yondo et al., 2018) approach to iteratively update the surrogate approximations

during the optimisation process. Each surrogate is supplemented with additional samples of

the expensive function(s), selected at each iteration according to information derived from the

current optimal solution. Sample selection is most often performed to balance the relationship

between global exploration (sampling in areas with few existing sample points) and local

exploitation (sampling near the current optimal solution), where the point with most potential

to improve the current surrogate(s) (according to some specified metric) is selected. This

approach in general aims to maximise the information gained from each subsequent sample,

thus typically requires fewer total function evaluations to converge upon the optimal solution

of the original problem.

A standard, sequential SBO framework can be formulated as follows: (Koziel and Yang, 2011):

x(i+1) = argmin
x
s(i)(x) (2.92)

where the sequence of design points x(i)
iteratively converges to a solution (or acceptable

approximation thereof) of the design problem (2.91). Each design x(i+1)
is the optimal solution

evaluated using the surrogate model s(i), itself assumed to be a computationally cheap and

sufficiently reliable representation of the expensive model f (particularly in the neighbourhood

of the current design x(i)
). The target function (the expensive function to be approximated)
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response is typically evaluated once per iteration (i.e. at every new design x(i+1)
), with

the resulting data used to validate and/or update the current approximation until some ac-

ceptable accuracy criteria has been met. Under the assumption that the surrogate model is

computationally inexpensive, the cost associated with (2.92) can be viewed as negligible.

If the surrogate model is continuous and smooth (Echeverría and Hemker, 2008), satisfies zero-

and first-order consistency conditions with the target function i.e., s(i)(x(i)) = f(x(i)) and

∇s(i)(x(i)) = ∇f(x(i)) (Alexandrov et al., 2001), (the verification of the latter requires model

sensitivity data), and the surrogate-based algorithm is enhanced by, for example, a trust region

method (Conn et al., 2000), then the sequence of intermediate solutions is provably convergent

to a local optimum of the target function (Alexandrov et al., 1997). The generalised approach

toSBO can therefore be summarised as follows:

1. Initial sampling of the associated design space(s).

2. Generation of initial surrogates using some appropriate modelling technique(s).

3. Optimisation using the constructed surrogates.

4. New points at which to evaluate data are identified according to some specified infill

criteria.

5. Surrogates are updated with new information.

6. Evaluation of accuracy/convergence criteria. If not met, return to step 4.

Within this framework, numerous options are available to the designer. For instance, the initial

DoE sampling procedure used to construct the initial surrogate(s) (Section 2.2), the selection

of a suitable surrogate modelling technique (Section 2.1), the selection of the optimisation

methodology to employ (Section 1.2) and an infill criterion with which to adaptively update

surrogates with new information (Section 2.2). These decisions may be dealt with individually,

or collectively as part of a Model Management Framework (Section 2.3). Numerous works

reviewing the fields of surrogate modelling, optimisation frameworks and their associated

processes can be found in (Forrester and Keane, 2009; Fernández-Godino et al., 2016; Koziel

and Yang, 2011; Simpson, 2008; Jiang et al., 2020; Jones, 2001; Liu et al., 2018a; March, 2012;

Park et al., 2017; Peherstorfer et al., 2018; Robinson et al., 2008b; Viana et al., 2014; Yondo et al.,

2018).

Many outer-loop and (by definition) many-query applications such as optimisation, inference,

and uncertainty quantification require multiple evaluations of problem constituent functions at

many alternative input points. This often leads to computational demands that exceed available

resources, particularly if only the high-fidelity model is used. Despite a wealth of surrogate
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modelling and optimisation techniques to improve efficiency such that this hindrance is

minimised, a remaining issue (particularly for physics-based design and optimisation problems)

is that the computational cost of constructing surrogates of an expensive function only through

direct sampling can nonetheless remain extremely prohibitive (Zhou et al., 2018). This is

compounded if underlying non-linearities, discontinuities and multi-modality necessitate

a higher number of samples to provide a useful approximation. Given the computational

benefits associated with the application of multi-fidelity methods to surrogate modelling, the

incorporation of multiple sources of information to support a surrogate based optimisation

process can further alleviate the numerical burden of one or more expensive constituent

functions.

Recall the fundamental premise of multi-fidelity surrogate modelling: to inexpensively supply

functional trends using one or more lower-fidelity models with only occasional recourse to

the high-fidelity model to establish global/local accuracy, apply some correction or adjustment

or guarantee outer-loop convergence to the high-fidelity optimum (Ng and Willcox, 2014;

Alexandrov et al., 2001; Koziel and Yang, 2011). In this manner, one may attempt to somewhat

circumvent the curse of dimensionality associated with black-box surrogate modelling by

exploiting domain-specific knowledge (Simpson, 2008; Keane and Nair, 2005). Multi-fidelity

modelling methods have been widely applied in surrogate-based optimisation (Peherstorfer

et al., 2018; Fernández-Godino et al., 2016; Koziel and Leifsson, 2016; Huang et al., 2013). Ap-

proaches include utilising low-fidelity models to accelerate the search for the global optimum

(Booker et al., 1999; Keane, 2003; Forrester and Keane, 2009), leveraging a low-fidelity model

with adaptive corrections within a Trust Region Model Management (TRMM) scheme (Alexan-

drov et al., 1997, 2001; Booker et al., 1999; March and Willcox, 2012a), or directly optimising a

multi-fidelity approximation of the objective function.

A critical component of the characterisation of multi-fidelity methods for outer-loop problems

used within this section is the use of explicit low-fidelity models that approximate the same

output quantity as the high-fidelity model. This distinguishes from methods that embed

approximations within the solver itself (e.g. the mathematical description of the problem),

such as the quasi-Newton and Krylov subspace methods (Peherstorfer et al., 2018).

2.4.1 Classifications and Terminology

In the current literature, the wide applicability of surrogate modelling and multi-fidelity meth-

ods across numerous fields has naturally given rise to a certain degree of mixed terminology

and conflicting classifications. For the purposes of this thesis, and to suit a wider mathematical

context, it is necessary to specify certain terminology and how it shall be employed in the

following discussion.
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The term Surrogate Based Optimisation (SBO) is often used an an umbrella term to describe

frameworks incorporating both single- and multi-fidelity methods, often with little or no

distinction given to whether this refers to the surrogate approximations or the overriding

framework itself. Relevant to this work, the fields of multi-fidelity surrogate modelling and

SBO therefore exhibit a degree of cross-pollination in associated terminology. In an effort

to simplify the following discussion, the terms single- and multi-fidelity are employed to

describe both the underlying surrogate modelling approach and the outer-loop/many-query

SBO process.

Consider specifically the field of surrogate modelling. Methods can be broadly distinguished

according to the number of data-sources
15
available to the surrogate construction process. A

surrogate constructed from one single source of information is therefore referred to as single-

fidelity. This single source may be of any fidelity level of relevance to the designer, whether

some inexpensive approximation based upon simplified assumptions, reduced-order modelling

or simple data-fitting (Section 2.3.1), or some computationally intensive simulation intended

to represent the underlying functional process to as fine a degree as is practical/possible.

Accordingly, a surrogate instead incorporating information from more than one distinct

source, often of alternative degrees of numerical complexity, is referred to as multi-fidelity.

Multi-source information may be incorporated into a single surrogate by means of either

adaptation (Section 2.3.2) or fusion (Section 2.3.3) methods for multi-fidelity modelling, or

employed within a filtering (Section 2.3.4), hierarchical architecture.

The terms single- andmulti-fidelity may have slightly different meaning when describing a SBO

process. For this work, single-fidelity SBO is defined as an SBO process where the constructed

surrogates represent only one level of fidelity available to the optimiser. Similarly, where the

constructed surrogates instead represent multiple levels of fidelity available to the optimiser,

the overriding process is defined as multi-fidelity SBO. The muddling of terminology becomes

most apparent when considering that a surrogate based optimisation process, either single or

multi-fidelity, can be performed using surrogate models that are themselves either single or

multi-fidelity. Therefore, the majority of approaches relevant to the following discussion can

be classified as one of four generalised descriptions:

1. Single-Fidelity SBO with single-fidelity surrogates: replacing an expensive function

with an offline/online surrogate. If online, the current optimum is used to update the

surrogate at each iteration.

2. Single-Fidelity SBO with multi-fidelity surrogates: replacing an expensive function with

offline/online multi-fidelity surrogates. If online, the current optimum is used to inform

15

If one data-source is truly unique compared to another, it is assumed that there must be some inherent

difference in modelling fidelity (or equivalent thereof), even if slight.
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an adaptive surrogate correction process at each iteration.

3. Multi-Fidelity SBO with single-fidelity surrogates: optimising a single-fidelity surrogate

of an expensive function, where the optimiser controls/switches the level of fidelity (e.g.

hierarchical, trust-region etc).

4. Multi-Fidelity SBO with multi-fidelity surrogates: optimising a multi-fidelity surrogate

of an expensive function, where the optimiser controls the level of fidelity of further

adaptive sampling used to update the surrogate.

For the purposes of discussion, we again adopt the classifications offered by Peherstorfer

et al. (2018), who categorise multi-fidelity optimisation approaches into either global or

local methods. Recall from Section 1.2 the general distinction between global and local

optimisation methods; global methods aim to search the complete design domain Z for the

global optimum z∗, whereas local methods typically locate only the nearest local optimum

within the neighbourhood of the initial guess z ∈ Z , most often via fast, gradient-based

searching methods. The use of gradient-based algorithms similarly defines local multi-fidelity

optimisation approaches
16
, where their incorporation often leads to a more efficient search

process and generally is more scalable to problems with higher-dimensional input. Global

multi-fidelity methods do not typically rely on gradient-based information, allowing them a

particular advantage in scenarios where the target function of interest is given as a black-box,

or where gradient approximations are subject to a large amount of inherent noise (Peherstorfer

et al., 2018). Of note, the multi-fidelity solution of constrained optimisation problems can be

achieved using penalty functions to convert the constrained problem into an unconstrained

one, although some methods admit more sophisticated approaches with which to approximate

the constraint functions (Peherstorfer et al., 2018).

Another important consideration is that optimisation using surrogates offers no guarantees that

the solution is even close to the true optimum. In practice, SBO proceeds sequentially with the

surrogate-predicted optimumpoint evaluated using the high-fidelitymodel, the surrogates then

refit using the new data, and the optimisation performed again until convergence is achieved.

This supports why sequential sampling frameworks have been the target of considerable

research. For example, Efficient Global Optimisation (EGO) (Jones et al., 1998) (discussed

further in Section 2.4.2.1) and its derivatives (Viana et al., 2014).

2.4.2 Global Methods

As with global optimisation techniques and global sampling strategies, a critical requirement of

global multi-fidelity optimisation is to strike an appropriate balance between global exploration
16

Though some local methods do not require gradient information.
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and local exploitation. In the multi-fidelity context, this can refer respectively to adapting the

low-fidelity response with information gathered from high-fidelity evaluations (exploration),

and actively locating the optimum of the included objective function(s) using the low/multi-

fidelity approximation (exploitation). A careful distinction should also be made here specifically

considering global multi-fidelity modelling (rather than optimisation) where the goal is to

accurately represent the entire high-fidelity response using an inexpensive surrogate model

incorporating response information from multiple sources.

A large number of global multi-fidelity optimisation methods incorporate adaptation-based

approaches as their multi-fidelity modelling strategy of choice (Peherstorfer et al., 2018).

Applying this management strategy within an optimisation context usually takes the general

form of minimising the problem objective according to an adaptively refined low-fidelity

model, where high-fidelity information is additionally used to guarantee the resulting optimal

solution is also optimal with respect to the original, expensive, target function.

However, global methods incorporating multi-fidelity fusion and filtering-based management

strategies have also been investigated (Queipo et al., 2005). The work by Allaire and Willcox

(2014) combines response information gathered from a hierarchy of multiple Kriging approx-

imations. In this case, the random variables defining each level of the hierarchy are fused

together using the technique introduced by Winkler (1981). An ensemble of meta-models

(Section 2.3.3.1) approach is employed by Goel et al. (2007), where a weighted average of the

included low-fidelity models is used to perform the outer-loop optimisation. Weights are

derived using the respective errors of the low-fidelity models individually. The pattern-search

Surrogate Management Framework (SMF) presented by Booker et al. (1999) uses a hierarchy

of low-fidelity models to inform the search directions, whilst ensuring convergence to the

high-fidelity optimum. This method is discussed further in Section 2.4.3.3. Similarly, the work

by Taddy et al. (2009) introduces a Bayesian approach to pattern-search with GP models. In

this case, the search is again guided by the low-fidelity approximations.

Another interesting approach is to partition the input domain into several regions, where each

is modelled using separate, local, Gaussian-process approximations (Gramacy and Lee, 2008,

2009). This ’treed’ implementation is particularly suited cases where sampling the high-fidelity

target function entails large-scale, parallel computations.

2.4.2.1 Efficient Global Optimisation (EGO)

A method that has gained particular popularity in recent years is Efficient Global Optimisation

(EGO) (Jones et al., 1998; Kleijnen and Van Beers, 2004; Schonlau, 1997). This method employs

an exploitation/exploration balancing strategy to allow not only the global searching of the

input domain, but also the ability to locally refine the objective function surrogate in promising
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regions using the Expected Improvement (EI) criteria. Such areas are processed using separate,

localised optimisation sub-problems and as such offer a number of efficiency benefits by virtue

of parallelisation.

Similarly to other approaches, EGO sequentially searches for the global high-fidelity optimum

whilst iteratively updating a Kriging surrogate of the objective function with additional

(assumed expensive) information until convergence is achieved. EGO is often combined with

the EI criteria to inform the sequential sampling procedure and infer convergence. That is, the

stopping criteria can be defined as when the maximum value of EI is less than some absolute

tolerance, or alternatively, the ratio of the maximum EI to the current best solution is less than

a specific relative tolerance.

Assume the input z minimises the low-fidelity response fLF at the current iteration. A new

point z′ ∈ Z is sampled by evaluating z′ using the high-fidelity target function fHF (z
′). The

output response gained from this evaluation is subsequently used to update the low-fidelity

model. EGO primarily distinguishes itself from other approaches via its selection methodology

of the new sample point z′. Prior to evaluation, the high-fidelity response fHF (x
′) is assumed

uncertain. This uncertainty is modelled as a Gaussian random variable Y with mean and

standard deviation supplied by the low-fidelity Kriging approximation. The improvement at

point z′ is given by I(z′) = max{fHF (z′) − Y, 0}, thus the expected improvement can be

written as:

E[I(z′)] = E[max{fHF (z′)− Y, 0}] (2.93)

The expected improvement at point z′ can be inexpensively evaluated by exploiting the low-

fidelity Kriging model. Specifically the in-built computation of the MSE, and therefore the

standard deviation, of the approximation (Jones et al., 1998; Forrester and Keane, 2009). The

complete optimisation loop can be summarised as follows:

• Construct an initial Kriging approximation

• Select the new sample point z′ that maximises the expected improvement

• Evaluate the high-fidelity model at the newly selected point z′

• Update the Kriging model with the new information

• Repeat until the stopping criteria is met

EGO can be made globally convergent and does not require high-fidelity model derivatives

(Jones, 2001). However, the authors of (Jones, 2001; March, 2012) point out that EGO remains

sensitive to the samples used to construct the initial approximation. This suggests that a fairly

exhaustive search within the vicinity of the initial points may be necessary prior to the global
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search. It has been suggested (Peherstorfer et al., 2018) that this behaviour may be due to the

fact that the optimisation is performed by assuming the Kriging approximation is ’correct’

at the current iteration, thus earlier iterations (particularly the initial iterations) may have a

disproportionate effect on the overall search.

Numerous improvements to the base EGO algorithm have been proposed to address these

effects (Jones, 2001; Forrester and Keane, 2009). For example, the work (Rajnarayan et al., 2008)

builds upon EGO into the context of multi-objective, gradient-free optimisation. Later work

(Rajnarayan, 2009) incorporates the consideration of improvement and risk when selecting new

points. In (Chaudhuri and Haftka, 2014), the EGO algorithm is equipped with an adaptive target

method that uses information from previous iterations to learn the extent of the improvement

to expect in subsequent iterations.

2.4.3 Local Methods

Adaptation remains a popular model management strategy for local multi-fidelity optimisation

approaches. Knill et al. (1998) state that their low-fidelity adaptive correction procedure

applied within a gradient-based optimisation scheme was effective in reducing the overall

computational cost. However, befitting a gradient-basedmethod, their approachwas negatively

affected by the the presence of numerical noise in the aerodynamic and structural responses.

An attempt to circumvent this issue was offered by Giunta et al. (1995), where a thorough

design space exploration was first performed using a low-fidelity model. Using the gathered

information, "nonsense" regions were identified and promptly excluded from the problem

design domain. Following these initial steps, a polynomial RSM of the high-fidelity simulation

was constructed across the remaining "ribbon-like" sub-domain of the original design space,

requiring a significantly reduced number of samples. This approach was developed further by

incorporating a polynomial RSM of the correction function, using a relatively small number

of high-fidelity function evaluations (compared to the number of samples used for low-fidelity

evaluations). Using this data, the low fidelity model was modified by applying the correction

to it’s polynomial approximation (Mason et al., 1998) or to it’s associated training data. The

authors of (Venkataraman et al., 1998) demonstrated the effectiveness of correcting inexpensive,

low-fidelity analyses using more expensive, accurate models for the design of shell structures

for buckling.

A general approach is to perform the optimisation only using the surrogate, but evaluate

the high fidelity function at the location of the obtained optimum. The information gained

from this evaluation is then used to adapt the surrogate approximation, and the process is

repeated until convergence. Convergence itself can be mathematically guaranteed in specific

circumstances (Barthelemy and Haftka, 1993; Queipo et al., 2005; Forrester et al., 2008). A

variation of this approach is to apply the surrogate adaptation only if the computed point lies
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within a specified trust-region. This fundamental idea has since expanded to include an entire

class of methods, which is described in more detail in the following section.

2.4.3.1 Trust Region Methods

Perhaps the most widely accepted class of multi-fidelity optimisation methods, Trust-Region

methods solve optimisation problems using the low-fidelity model (or some form thereof), but

restrict the size of the search step to lie within a region of acceptability, known as the "trust

region".

Trust Region methods were originally developed in the field of Non-Linear Programming (NLP)

(Conn et al., 2000). A classical example is to derive a quadratic approximation of the high-

fidelity model (most often, the objective function), where the model gradient and Hessian are

defined at the centre of the trust-region. The trust region may then be expanded or contracted

depending on the approximation quality of the quadratic (Conn et al., 2000). Early formulations

can be found in the papers by Levenberg (1944) and Marquardt (1963), with the papers by

Powell (1968, 1970, 1975) establishing and proving convergence of the trust-region concept.

The first applications of this ideology to surrogate-based optimisation were given by Al-

exandrov et al. (1997, 2001). In this work, the authors introduce the Approximation Model

Management Optimisation (AMMO) framework, in which the trust-region methodology for

the numerical optimisation of NLP problems was combined with an adaptive low-fidelity

multiplicative linear correction step (see Section 2.3.2.1). Importantly, this work contains the

formulation of the first-order consistency requirement, which states that (as in the case of

conventional mathematics) if a low- and high-fidelity approximation have equal values of

gradient at the centre of the trust region, the algorithm is provably globally convergent to a

first-order stationary point of the original (high-fidelity) optimisation problem (Alexandrov

et al., 1997). Eldred et al. (2004) showed that if second order consistency is additionally satisfied,

convergence rates can be improved. Second-order correction methods were implemented

in the DAKOTA software (Adams et al., 2022) and compared to other surrogate modelling

techniques in (Eldred et al., 2004).

A general trust-region algorithm may be summarised in Algorithm 0: The parameters η1 and

η2, define the size (maximum and minimum, respectively) of the trust region, and γ1 and γ2

control when to modify (contract and expand, respectively) the trust region. The value ∆∗
is

the upper bound of the step size. For each iteration i, a low-fidelity model is constructed such

that the zero- and first-order requirements are met. That is, both low- and high-fidelity models

produce the same output and have the same gradient at the current point zi (Alexandrov et al.,

1997). It is shown in (Alexandrov et al., 1997) that an additive or multiplicative correction

is sufficient to correct an arbitrary low-fidelity model such that these requirements are met.
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Algorithm 1 A Multi-Fidelity Trust Region Algorithm.

1: procedure TrustRegion(fHF , η1, η2, γ1, γ2,∆∗
)

2: Choose a starting point z1 and initial step size (trust-region radius)∆1 > 0
3: for i=1,2,3,. . . until convergence do
4: Construct a low-fidelity model f

(i)
LF

f
(i)
LF (zi) = fHF (zi), and ∇f (i)LF (zi) = ∇fHF (zi)

5: Find si ∈ Z that solves

min f
(i)
LF (zi + si)

s.t. ∥si∥ ≤ ∆i

6: Update point

zi+1 =

{
zi + si if fHF (zi + si) < fHF (zi)
zi otherwise

7: Compare actual and estimated decrease in fHF :

γ =
fHF (zi)− fHF (zi − si)
fHF (zi)− f (i)LF (zi − si)

8: Update step size

∆i+1 =


η1∥si∥, γ < γ1

min{η2∆i,∆
∗}, γ > γ2

∥si∥, otherwise


9: end for
10: return z1, z2, z3
11: end procedure

The proposed step si can only be accepted if point zi + si decreases the high fidelity function

value with respect to the current point zi. The size of the trust region (i.e. the size of the step

that may be applied) is thus evaluated based on the ratio of the actual decrease in fHF relative

to the decrease predicted by the scaled low-fidelity approximation. Step 5 may be adjusted to

accommodate additional constraints. The authors offer a modification in (Alexandrov et al.,

2001) for cases where the constraints are expensive to evaluate, thus are also approximated

using surrogates.

An application of the AMMO methodology was presented in (Alexandrov et al., 2001) for

the optimisation of a two-element aerofoil utilising a RANS code and an Euler code as high-

and low-fidelity simulation tools, respectively. The authors reported a 55:1 run-time ratio

(excluding sensitivity analysis performed by an adjoint approach), with a five-fold saving in

91



2.4. Multi-Fidelity Surrogate-Based-Optimisation

computational effort. Rodríguez et al. (1998) demonstrated that the multi-fidelity surrogates

constructed within the CSSO MDO strategy can be effectively managed by a trust-region

model management strategy. The authors provided a proof of convergence for the outer-loop

SBO algorithm that has since been applied to MDO test problems. The authors then extend

this work into a comparative study of alternative sampling strategies for surrogate modelling

(Rodríguez et al., 2001). The authors of (Yue and Meerbergen, 2013) define the trust region

using the error bounds of interpolative reduced-order models. These bounds are also used

to trigger a model refinement process such that convergence to the high-fidelity optimum

can be guaranteed. Fischer et al. (2018) correct the response of a low-fidelity model using

a correction model within a trust-region model management optimisation framework. The

correction model itself is only constructed within the trust-region, and specifically includes

both additive and multiplicative corrections. Robinson et al. (2008a) present a trust-region

approach for combining low- and high-fidelity models defined over different domains (i.e. with

different numbers of design variables). The alternative design spaces are mapped using the

Space Mapping approach (Bandler et al., 2003). This method is proved convergent following

an additional correction step applied to the mapping.

An important consideration of the trust-region approach is that if gradient information is

either unavailable or too costly to compute, a management framework relying on first-order

consistency of the low-fidelity model (such as that of (Alexandrov et al., 1997)) cannot be

applied. Accordingly, a gradient-free variation of the trust-region framework was presented

by March and Willcox (2012b) for solving constrained optimisation problems. This approach

built upon the gradient-free trust region methods of (Conn et al., 2009; Conn, 2009) and the

tailored radial basis function modelling of (Wild and Shoemaker, 2013). Interpolating radial

basis functions are employed as low-fidelity models, with a multi-fidelity approximation of

the problem objective iteratively updated throughout the optimisation process. The resulting

error interpolation allows the conditions to ensure convergence (to the high-fidelity optimum)

be satisfied.

2.4.3.2 Space Mapping

Incorporating the Space-Mapping multi-fidelity modelling approach (Section 2.3.2.3) into an

SBO paradigm involves optimising within the low-fidelity space, then inverting the computed

mapping to determine a trial point in high-fidelity space. The high-fidelity evaluation of this

trial point (and other in the near vicinity) is used to construct the mapping for the subsequent

iteration, and so on.

As another example of a sequential approach, Space Mapping optimisation operates by identi-
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fying the sequence of surrogates:

s(0)(x) = U(RLF (x)) (2.94)

s(i)(x) = U(RMF (x;p
(i)
SM )) (2.95)

where i > 0 and the parameters pSM are obtained via a parameter extraction procedure. As

with other correction based methods, the quality of the resulting multi-fidelity surrogate is

heavily dependent on the prediction quality of the low-fidelity model response (Koziel et al.,

2006a). Bandler et al. (2003) have observed (as have others) that the number of low-fidelity

model samples required to offer a suitable corrected multi-fidelity surrogate is of the order of

the number of optimisation variables.

Space-Mapping has been integrated and developed into various alternative SBO frameworks

and applied across a range of disciplines (Bandler et al., 2003; Viana et al., 2014). Leary et al.

(2001) demonstrated the use of space-mapping for the structural optimisation of a simple

beam. Redhe and Nilsson (2004, 2006) developed a multi-point space-mapping variation where

high-fidelity responses are used to iteratively update the mapping, subsequently applied using

response-surface methodology. The authors demonstrate this approach in application to a

structural optimisation problem representing the crash-worthiness of a vehicle. Koziel and

Leifsson (2010) offer a modification to the space-mapping approach incorporating a trust-

region sampling scheme intended to improve convergence performance. In a similar manner

to the AMMO algorithm, the optimisation of the space-mapping surrogate is confined (using

the Euclidean norm) to the proximity of x(i)
as follows:

x(i+1) = arg minxs
(i)(x) (2.96)

s.t.∥x− x(i)∥2 ≤ δ(i) (2.97)

where δ(i) is the radius of the trust-region at the i-th iteration, updated every iteration

according to a specified criteria (Conn et al., 2000).

A notable modification of the space-mapping methodology incorporated into an SBO frame-

work is Aggressive Space Mapping (ASM) (Bandler, 1995). ASM has been shown to descend

towards the problem optimum much more quickly than standard output space-mapping, but

requires the assumption that the mapping between the spaces is bijective
17
, and that the input

vector is of the same dimension in each space. Despite examples of successful application

(primarily in microwave circuit design (Bakr, 1999), but also other disciplines (Bandler et al.,

1994)), this method does not ensure first-order accuracy, thus the proofs of convergence (even

to only local minima of the high-fidelity space) associated with trust-region methods do not

apply here (Robinson et al., 2008b). However, the authors of (Madsen et al., 2004) presented

17

A function f : A → B is said to be bijective if both the injective and surjective properties are satisfied. That
is, for the function f : A → B, where a ∈ A and b ∈ B the condition f(a) = b is met.
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a provably convergent variant in which the model surrogate is a convex combination of the

space-mapped low-fidelity function and a Taylor-series approximation of the high-fidelity

function.

Given that convergence may be ensured with any surrogate that is first-order accurate, one

approach is to combine the space-mapping methodology with an adaptive correction step

(Section 2.3.2) to force at least first-order accuracy. However, if the input parameters are first

selected to match the output function at some number of control points and a correction of

this kind is then applied, it is likely that the correction will unnecessarily distort the match

performed in the space-mapping step (Robinson et al., 2008b). Robinson et al. (2008b) address

this issue by embedding the the correction process within the space mapping algorithm, thus

the mapping and correction may be performed simultaneously. In other words, using the

remaining degrees of freedom following an adaptive correction, the input mapping is varied

such that the best possible match to the control (high-fidelity) points is made. A Corrected

Space-Mapping optimisation may be formulated as:

pk ∈ argmin
p

q∑
i=1

∥β(xi)− β̃k(P (xi,p))∥2 (2.98)

where β̃k represents the corrected surrogate of the high-fidelity function for the k-th sub-

problem and xi denotes the i-th sample (or control) point. The selection of sample points and

the functional form of the mapping P are designer-defined
18
. The correction must be updated

for each new value of p, given the dependence on the Jacobian and Hessian matrices of the

mapping P (Robinson et al., 2008b).

One final mention here is Manifold Mapping (MM), itself a special case of Output Space-

Mapping (OSM) supported by convergence theory and not requiring any parameter extraction

step (Echeverría and Hemker, 2005, 2008). MM can be integrated into a SBO process by

combining the surrogate model s(i)(x) = U(R
(i)
s (x)) with the following response correction

step:

R(i)
s (x) = R

(i)
f (x(i)) + S(i)(Rc(x)−Rc(x

(i))) (2.99)

where i ≥ 0 and S(i)
is defined as am×m matrix:

S(i) = ∆F∆C†
(2.100)

where

∆F = [Rf (x
(i) −Rf (x

(i−1)), . . . ,Rf (x
(i) −Rf (x

(max{i−n,0}))] (2.101)

∆C = [Rc(x
(i) −Rc(x

(i−1)), . . . ,Rc(x
(i) −Rc(x

(max{i−n,0}))] (2.102)

18

The authors of (Robinson et al., 2008b) employ a linear mapping x̂ = P (x) = Mx+b, whereM is a matrix

of n̂× n elements and b is a vector of length n̂ for a total of n̂× (n+ 1) space-mapping parameters. The sample

points are selected as the previous q steps in the trust-region managed algorithm (xk−q+1, . . . ,xk), for which
high-fidelity function values are already available.
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The matrix S(0)
is generally assumed as an identity matrix Im. The superscript † represents

the pseudoinverse19, defined for∆C as:

∆C† = V∆C

∑†

∆C
UT

∆C (2.103)

whereU∆C,
∑

∆C andV∆C are the factors in the single value decomposition of ∆C. The

matrix

∑†
∆C is the result of inverting the non-zero entries in

∑
∆C, leaving the zeros invariant

(Echeverría and Hemker, 2005). The response correctionR
(i)
s (x) is an approximation of:

R∗
s(x) = Rf (x

∗) + S∗(Rc(x)−Rc(x
∗)) (2.104)

with S∗
defined as them×m matrix:

S∗ = Jf (x
∗)J†

c (x
∗) (2.105)

where Jf (x
∗) and Jc(x

∗) are the Jacobians of the fine and coarse responses respectively,

each evaluated at X∗
. Given that neither x∗

nor S∗
can be known beforehand, an iterative

approximation is used.

A MM model alignment problem can be expressed as a least-squares optimisation:

U(Rf (x)) = ∥Rf (x− y∥22 (2.106)

where y ∈ Rm representing the given input specification. The low-fidelity model is assumed

to require a negligible computational cost relative to the high-fidelity counterpart, allowing

the MM surrogate to be explored globally. Considering global exploration, the MM algorithm

includes somemitigation strategies (supported by convergence theory (Echeverría and Hemker,

2008)) for avoiding local minima. These strategies rely on four fundamental factors:

• Model responses are smooth (continuous).

• The surrogate optimisation problem is well-posed.

• The discrepancy of the optimal model responseRf (x
∗) with respect to the input spe-

cification is sufficiently small.

• The low-fidelity model is an acceptable approximation of the high-fidelity model.

The requirements corresponding to the first three points are generally satisfied in general

application. Since low-fidelity models are often based on expert knowledge, the correlation

between responses is often amenable to allowing convergence.

19

A generalisation of the inverse matrix, see (Ben-Israel and Greville, 2003)
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The MM algorithm demonstrates reliable convergence characteristics if the merit function U

is sufficiently smooth. Since the response correction does not utilise the merit function U , MM

can yield acceptable results even if U is not explicitly differentiable. Including gradient inform-

ation has been seen to improve convergence (Echeverría and Hemker, 2008). Alternatively,

incorporating a Levenberg-Marquardt strategy can be considered a convergence safeguard

analogous to a trust-region approach (Hemker and Echeverría, 2007; Conn et al., 2000).

Various other modifications to the original Space-Mapping SBO methodology have been

proposed in the literature, such as enforcing zero-order and approximate/exact first order

consistency conditions (Koziel and Leifsson, 2010) and adaptively constrained parameter

extraction (Koziel et al., 2010). However, although the traditional OSM SBO can achieve both

the zero- and first-order consistency conditions, some of these alternative frameworks in

practice fail to do so, and in some cases exhibit distinct convergence problems (Koziel et al.,

2008; Robinson et al., 2008b). The selection of the most appropriate Space-Mapping (or thereof

derived) technique can therefore often remain unclear to the designer (Koziel et al., 2008).

2.4.3.3 Surrogate Management Framework

The Surrogate Management Framework (SMF) (Booker et al., 1999) was the first mathematically

rigorous formulations to manage the use of approximation models in optimisation. Developed

collaboratively by researchers at Boeing, IBM, and Rice University, the SMF was motivated

by increasing research into sequential techniques for sampling, building, and optimising

approximation models. Methods such as move limits (Toropov et al., 1996) and trust region

approaches (Alexandrov et al., 1997; Rodriguez et al., 1997) were applied to NLP problems,

where the approximation was included as part of the mathematical formulation of the problem.

SMF is based on the pattern-search optimisation algorithm (Kolda et al., 2003). Pattern search

optimisation is a derivative-free family of methods that explores the problem search space via

a structured set of points (the pattern, or stencil) that is modified across subsequent iterations.

Pattern search has been proven globally convergent to first-order stationary points. As an

example, consider the pattern-search SMF presented in (Booker et al., 1999). Each iteration

consists of two distinct steps: search and poll. A pattern of size∆ is centred at point x(i)
every

iteration i. The search stage selects a small number of points from the search space (usually

via a surrogate model, as in (Marsden et al., 2004)), and evaluates each using the cost function

f(x). If any of these trial points improve the cost function, the search is deemed successful

and the current pattern is shifted to align it’s centre accordingly. The search step then repeats.

However, if no improvement is registered, the poll step is initiated. The poll step evaluates each

point in the current pattern using f(x). As before, if any improvement is detected, the poll is

deemed successful and the pattern is translated. This time, if no improvement is registered,

the iteration is declared unsuccessful and the stopping criteria (typically defined using the
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pattern size ∆) is checked. If the process is to continue, the value of ∆ is reduced and a new

searching step is initiated.

The set of vectors formed by each pattern point and the pattern centre must be a generating

(or positive spanning) set to guarantee convergence to a stationary point(Kolda et al., 2003;

Marsden et al., 2004). A generating set for Rn consists of a set of vectors whose non-negative

linear combinations span Rn. If centred at x(i) and∇f(x(i)) ̸= 0, at least one vector in the

generating set defines a feasible descent direction (Kolda et al., 2003). Thus, assuming f(x) is

continuous and ∆ is of a suitable small value, one may expect the current pattern to offer an

improved cost value f(x(i)). This property is crucial in proving convergence.

Pattern-search based algorithms are usually associated with a large number of function

evaluations, especially compared to gradient-based alternatives. Naturally however, the use of

surrogate responses within the searching stage have been shown to significantly reduce this

dependence.

2.4.4 Stopping Criteria

A final consideration in the design of a SBO framework (multi-fidelity or otherwise) is the

choice of an appropriate stopping criterion (Chaudhuri and Haftka, 2013). Fundamentally, the

outer-loop optimisation process should be terminated at the instance where any additional

high-fidelity function evaluations do not offer an improvement in surrogate quality, nor in the

objective function response. This latter aspect can prove complicated when considering that

in some cases, the objective function value computed using a less-accurate surrogate model

may be superior to that of the real high-fidelity optimum.

Classical stopping criteria include simple limits on various aspects of the process expenditure.

For instance, a specified maximum allowable computational budget, maximum number of

function evaluations or maximum number of iterations. These limits cannot guarantee that

the problem optimum will ever in fact be obtained, whether by slow convergence or compu-

tationally expensive iterations (particularly for large-scale problems), for example. For the

EGO framework (Section 2.4.2.1), Jones et al. (1998) proposed a stopping criteria based on the

EI metric. When the maximum value of EI is below an absolute tolerance, or, when the ratio

of the maximum value of EI to the current best solution is below a certain relative tolerance,

the sequential sampling process is terminated. Similarly, Chaudhuri and Haftka (2013) intro-

duced a criterion that allows the outer-loop to continue only if a specified improvement in

the objective function value is expected. In other examples, the stopping criterion has been

shifted away from deterministic calculation, with (Zhang et al., 2013) presenting a support

decision scheme where the designer has direct control throughout the process, and (Boender

and Rinnooy Kan, 1987; Betro, 1991) introducing stochastic process based criteria.
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2.5 Conclusion

This chapter has offered a brief introduction to several areas of research relevant to multi-

fidelity surrogate modelling.

In Section 2.1, some prominent surrogate modelling techniques, such as Radial Basis Functions

(RBFs), Artificial Neural Networks (ANNs) and Kriging, were introduced. Each method was

discussed in terms of both it’s mathematical formulation and implementation. The scope of

discussion is limited to the general approximation of expensive non-linear functions defined by

a finite set of input/output correspondence. The reason for this is twofold. First, it is of interest

to the current study to examine techniques for multi-fidelity modelling in a general sense,

without any explicit reliance on one surrogate modelling approach over another. Secondly,

this allows design of a modular multi-fidelity surrogate management framework, where both

surrogate modelling methods and multi-fidelity techniques can be easily swapped in/out

independently for research purposes. Acknowledgement is made of methods that conversely

utilise multi-fidelity information within the surrogate construction process itself, though

further discussion of these approaches is reserved for later chapters. Also included is a brief

discussion of various methods with which to numerically validate such approaches.

A common component of many surrogate modelling techniques is a user-specification of

several hyper-parameters or settings that can be used to tune the resulting approximation

to better represent a particular set of data, or a particular type of target function. This

poses several hurdles for an autonomously adaptive surrogate management framework to

overcome. First, the appropriate choice of hyperparameters may require a priori knowledge

of the function under consideration, which may not always be available. Second, a correct

choice of hyperparameters to model one subsystem of a complex system may not be the same

as for another. Even with modern hyperparameter optimisation techniques, this nonetheless

requires repeated (and potentially costly) extra computational effort.

Another issue posed against autonomously adaptive frameworks is the variable dependence

of most surrogate modelling techniques on properties of the target function, such as dimen-

sionality, non-linearity, multi-modality or presence of discontinuities.

Specifically considering continuous optimal control problems, it is highly desirable that system

models are continuously differentiable given that a continuous/smooth representation of

the dynamic system state is often required to reach feasible solutions. Common methods

of generating continuously differentiable surrogates suited to multi-fidelity applications are

Kriging (Sacks et al., 1989) and Response Surface Models (RSMs) (Myers and Montgomery,

1995). However, these methods often require the user-specification of hyper-parameters

such as (in the case of Kriging) regression and correlation functions (including an initial
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guess of the correlation function parameters), which may require a priori knowledge of the

function under consideration. Whilst for physics-based subsystem models a certain degree of

prior knowledge may be assumed, the most appropriate choice of hyper-parameters may not

necessarily remain constant across separate subsystems. This work aims to implement a more

generalised methodology (detailed in the following chapter), suitable for multiple models of

unknown functional form within multiple subsystems.

Section 2.2 overviews several static and dynamic sampling methodologies with which a

surrogate modelling process may be informed. A particular focus is made on the introduction

and discussion of the balance between local exploitation and global exploration, though special

considerations (e.g. serial vs. parallel infill, multi-response sampling and multi-objective

sampling) relevant to multi-fidelity surrogate modelling are included. This section forms the

theoretical basis for the sampling strategies implemented in the following chapter (specifically,

Section 3.2.).

Section 2.3 introduces the fundamental premises behind common methods of simultaneously

managing alternate levels of modelling fidelity. After an initial section detailing the definition

and generation of "low-fidelity" models specifically, multi-fidelity methods are introduced

using three primary classifications: adaptation, fusion and filtering based approaches. This

discussion follows into the definition of several distinct multi-fidelity correction ’stages’ used

in the following chapters.

Finally, Section 2.4 introduces a number of approaches with which the above methodologies

may be seamlessly integrated into high-level frameworks for numerical optimisation. This

includes consideration of global vs. local accuracy as a primary driver (with examples in

each case), and a brief description of several commonly used stopping criteria implemented

within such frameworks. The next chapter thus collates these discussions and introduces the

multi-fidelity management framework developed and implemented as part of this work.
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I
n many fields and applications across computational science and engineering, any particular

system of interest is likely able to be represented by several alternative numerical models/-

formulations. Such a collection of methods typically conforms to the inherent hierarchical

trade-off between the cost of evaluation and the relative accuracy to which the underlying

physical process can be represented.

Multi-Fidelity modelling and optimisation involves leveraging the response trends of one or

more computationally inexpensive, lower quality numerical models (for example, obtained

using a computer simulation based on coarsely-discretised structures of interest) to supplement

a surrogate construction/refinement process in cooperation with a judiciously selected set of

high-fidelity model evaluations, or indeed to entirely replace the original expensive function

altogether.

Fundamentally, it is assumed that that lower-fidelity models can inexpensively supply func-
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tional trends of the underlying process(es) with only occasional recourse to the high-fidelity

model required to establish global/local accuracy, apply some correction/adjustment or guar-

antee outer-loop convergence (e.g. as part of a multi-fidelity optimisation scheme) (Ng and

Willcox, 2014; Alexandrov et al., 2001; Koziel and Yang, 2011). By exploiting domain-specific

knowledge in this manner, one may in essence attempt to mitigate the ’curse of dimensionality’

normally associated with black-box surrogate modelling (Simpson, 2008; Keane and Nair,

2005).

The effectiveness of any multi-fidelity surrogate modelling technique largely depends on

the correlation between the high- and low-fidelity responses (Bakr et al., 2002; Koziel and

Leifsson, 2016; Shi et al., 2020a). Put simply, a particular strategy cannot be expected to

produce a high-accuracy representation of a target function if the supporting lower-fidelity

approximation is entirely arbitrary or irrelevant. In engineering and other physical-science

based applications, a degree of correlation between alternative fidelity levels is largely expected

given that each approximation ultimately aims to represent the same physical process. For

instance, the same fundamental physics may have been used to model certain phenomena, or

similar collections of data may have been used to calibrate any existing empirical aspects of

the associated formulation (Allaire and Willcox, 2014).

Given that there is currently no single universally accepted/applicable multi-fidelity modelling

technique, an interesting consideration is whether multiple, alternative methods, each with dif-

ferent strengths and weaknesses depending on the nature of the target problem (including the

nature of the correlations between alternative fidelity levels), may be employed in cooperation

rather than isolation within a given framework. For example, if a low-fidelity approximation

can first be adaptively adjusted to maximise correlation with available high-fidelity data, the

performance of a subsequent direct correction process could be numerically much simpler

and/or more effective.

This section considers the exploitation of model correlation in multi-fidelity modelling. The

fundamental concept is referred to as amulti-stage approach, in which amulti-fidelity surrogate

modelling technique may be composed of one or more unique stages aimed at collaboratively

improving the efficacy of the final adaptive correction by exploiting alternative aspects of the

observed model correlation. Of note, this work primarily considers adaptation methods for

multi-fidelity modelling (see Section 2.3.2), though it is acknowledged that certain aspects

may also prove relevant to fusion-based approaches.

First, three of the most popular/prevalent multi-fidelity correction techniques are selected

from the literature and formulated in a manner applicable to general datasets. Next, each

technique is integrated into a series of multi-stage, compound processes, where the output of

one stage feeds into the input to another. For completeness, this series includes each correction
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3.1. Multi-Stage Adaptive Correction

technique individually (referred to as single-stage methods) in addition to processes comprised

of two unique methods (i.e. two-stage) and finally all three (i.e. three-stage). Each process is

then applied to a series of numerical benchmark functions, sourced from the literature, to

assess their efficacy according to a number of generalised performance metrics.

Following the presentation and discussion of the results from the numerical tests, a novel multi-

fidelity model management framework for optimisation problems is presented, incorporating

the examined correction techniques alongside an adaptive sampling procedure and sensitivity-

based validation criteria. The framework is designed in a modular format, where specific

multi-fidelity correction and surrogate modelling methods can be independently swapped

in/out. This allows a helpful level of flexibility as a research level code for testing different

methods and approaches. For example, the multi-fidelity correction step can be mathematically

independent from the surrogate modelling step, allowing each to be tested/examined in a more

unbiased manner. Conversely, if the user wishes to implement a surrogate modelling technique

that, for example, performs the multi-fidelity correction within the modelling process itself

(see Section 3.1.3 for further discussion), the correction step can be switched off, or easily

bypassed.

The work presented in this chapter can be found in the following peer-reviewed publications:

• B. Parsonage and C. A. Maddock. Multi-stage Multi-fidelity Information Correction

for Artificial Neural Network Based Meta-modelling. 2020 IEEE Symposium Series on

Computational Intelligence, SSCI 2020, pages 950–957, 2020. doi: 10.1109/SSCI47803.2020.

9308255

• B. Parsonage and C. Maddock. A multi-fidelity model management framework for

multi-objective aerospace design optimisation. Frontiers in Aerospace Engineering, 2

(February):1–21, 2023. doi: 10.3389/fpace.2023.1046177

3.1 Multi-Stage Adaptive Correction

Multi-stage (or mixed-modelling) approaches to multi-fidelity response correction has received

some attention in the literature. In most cases, one or more unique correction methods are

implemented to precondition a low-fidelity approximation into a more suitable form amenable

to adaptive correction, thus improving the attainable prediction quality of the final surrogate.

Individual techniques typically exploit a specific aspect or feature of the available data, thus a

multi-stage approach is in essence a collaborative effort.

Arguably, an earlier recognition of collaborative multi-fidelity correction is reflected in the

comprehensive approach for surrogate adaptation. Recall from Section 2.3.2.1, the comprehens-
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3.1. Multi-Stage Adaptive Correction

ive correction approach utilises both additive and multiplicative discrepancies between the

low- and high-fidelity responses to generate a corrected, multi-fidelity surrogate. A typical

formulation could be:

ŷHF = ρ(x)yLF (x) + δ(x) (3.1)

where ρ and δ represent multiplicative and additive correction functions respectively. The

multiplicative term is often supplied as a constant value (see for example (Keane, 2012) and

(Perdikaris et al., 2015)), though non-constant methods have been applied also (Qian and Wu,

2008). The additive term is usually applied via some suitable surrogate modelling technique

to create an approximating response surface of the additive discrepancy recorded at all high-

fidelity sample locations. An alternative form of comprehensive correction was offered by

Gano et al. (2005):

ŷHF = w(x)ρ(x)yLF (x) + (1− w(x))[yLF (x) + δ(x)] (3.2)

wherew(x) is a weighting function that may be adaptively updated. This approach is employed,

for example, in the works (Zheng et al., 2013) and (Fischer et al., 2018).

However, whilst the benefits of collaborative action have been well reported within this con-

text, correction terms are usually evaluated simultaneously and thus the overall approach

remains distinct from multi-stage methods. An important early example of a more inherently

collaborative approach is the comprehensive Bayesian calibration method of Kennedy and

O’Hagan (Kennedy and O’Hagan, 2001a). The proposed Kriging-based framework employs a

calibration-based GP surrogate modelling approach (Section 2.3.2.2), where calibration para-

meters are treated as non-physical hyper-parameters. As argued by Fernández-Godino et al.

(2016), model calibration on it’s own cannot strictly be deemed a multi-fidelity approach

given it’s incorporation of only one source of data. However, Kennedy and O’Hagan (2001a)

employ their calibration-based approach in collaboration with a comprehensive correction in-

corporating multi-fidelity data. The cross-interaction between the low-fidelity and discrepancy

function models is used to enhance the GP-model. Related applications of this methodology

can be found in (Qian and Wu, 2008) and (Biehler et al., 2015).

The superior flexibility of this framework relative to the original Bayesian calibration approach

(Kennedy and O’Hagan, 2000) is tempered by the increased complexity resulting from the large

number of hyper-parameters and general model parameters. The simultaneous determination

of which can prove challenging and/or impractical (Park et al., 2017). As such, the authors

offer methods for sequential group-wise parameter estimation (Kennedy and O’Hagan, 2001b;

Bayarri et al., 2007).

Methods employing cooperation betweenmultiplicative scale factors and discrepancy functions

have since become more common in application (Fernández-Godino et al., 2016; Park et al.,
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2017; Zhou et al., 2018). The collaborative correction concept was investigated in more detail

in (Park et al., 2018, 2017). The authors report that the use of low-fidelity scaling coefficients

to reduce the "bumpiness
1
" (an integral of the square of the second derivative) of the additive

discrepancy function can increase the prediction accuracy of the final surrogate. The given

justification is that smoother, less variable functions are easier to model numerically, thus

reducing the variation of discrepancy with respect to the target response mitigates the effects

of fitting error. The authors apply such a calibration step as a precursor to a Kriging based

correction function within a Bayesian update framework.

Building upon the comprehensive GP Bayesian framework (Kennedy and O’Hagan, 2001a), the

concept of reducing the variability of cross-fidelity discrepancy prior to adaptive correction

(Park et al., 2018) was adopted in the work (Zhang et al., 2022). In this case, the selection of

appropriate values for a series of multiplicative scale factors (each corresponding to one of

an ensemble of non-hierarchical low-fidelity responses) is formulated into an optimisation

problem. The objective is to minimise the second derivative of a GP model constructed

to predict the discrepancy between the high-fidelity response and the ensemble-averaged
2

low-fidelity response. In this manner, as reported by (Park et al., 2018), the discrepancy

model reduces in complexity with a corresponding reduction in modelling error of the final

approximation. This approach is termed the Non-Hierarchical Low-Fidelity (NHLF) co-Kriging

approach.

In (Zhou et al., 2020), a multi-fidelity fusion-based approach is proposed for Generalised

Hierarchical co-Kriging (GCK) surrogatemodelling. This method again utilises a comprehensive

GP Bayesian framework similar to that originally introduced by (Kennedy and O’Hagan, 2001a).

In this case, a parameter-calibrated low-fidelity Kriging model is aggregated with a stochastic

Kriging model of the function discrepancy. The latter enables the final GCK surrogate to

consider the predictive uncertainty from the low-fidelity Kriging model at locations where only

high-fidelity samples are available. This in turn enables the estimation of model parameters

separately for both nested and non-nested sample sets.

The hybrid variable-fidelity global approximation modelling method presented by Zheng et al.

(2013) combines the use of a two-parameter linear scaling function with a Kriging correction

surrogate. The objective here is to determine the parameters that minimise the discrepancy

between the calibrated surrogate and the high-fidelity sample set. First, a low-fidelity response

is approximated using a radial basis function surrogate to reduce the computational cost of

further evaluation. Next, the explicit RBF surrogate is tuned to the high-fidelity samples using a

two-parameter linear scaling function, in order to capture the global trends of the high-fidelity

function. Finally, the tuned surrogate is modified using a Kriging-based correction model built

1

also referred to as "roughness", introduced by (Duchon, 1977; Gutmann, 2001).

2

see Section 2.3.3.1.
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upon the additive discrepancy between low- and high-fidelity samples.

A particularly well known approach utilising collaborative multiplicative and additive discrep-

ancies is Space Mapping (SM). In (Koziel and Leifsson, 2016), the authors describe a multi-point

Space Mapping method as a generalised update to Output Space-Mapping (OSM) and a form

of parametric model calibration. In this method, the parameters of the low-fidelity model

correction are determined using high-fidelity data at several data-points, rather than just

one (as for standard Space Mapping (Koziel and Leifsson, 2016)). The authors report that the

multi-point modification improves the generalisation capabilities of the final surrogate at the

expense of more complex model formulation.

However, a problem with this approach, and indeed with any parametric method assuming a

simple functional form of the calibration, is that such simple mappings may not be capable of

providing sufficient accuracy (Koziel and Leifsson, 2016). Furthermore, any relatively simplistic

model calibration, particularly if independent of the model input variables, may only provide

a limited modification of the range of the low-fidelity model. Finally, given the finite number

of calibration parameters, which are extracted simultaneously for the entire region of interest,

the surrogate can be more generally described as a regression model. As such, the modelling

error might not decrease below certain, problem-dependent, non-zero bounds, even if the

number of samples is allowed to increase without limit (Koziel and Bandler, 2006). Of note,

an attempt to mitigate these issues was investigated by Koziel et al. (2006c). In this work, a

separate parameter extraction operation was performed for each evaluation of the surrogate

model. Whilst the authors found that this approach increased the overall accuracy compared

to the standard approach, the significant increase in evaluation time was largely prohibitive

and reduced the potential applicability of the method.

The limitations of standard Space Mapping (and derivatives thereof) can be somewhat alle-

viated through multi-stage collaboration with alternative techniques. Indeed, the authors

of (Koziel et al., 2006b, 2008; Koziel and Leifsson, 2016) acknowledge that Space Mapping,

particularly OSM, has found an established relevance as a supplementary low-fidelity model

correction/enhancement layer, applied sequentially amongst other types of corrections. An

example of this is the enhanced (mixed-modelling) Space Mapping technique presented in

(Koziel and Leifsson, 2016), of the general form:

s(x) = sSM (x) + s̃(x) (3.3)

where s(x) is a standard Space Mapping model and s̃(x) is a function approximation model.

The former can be considered a trend function, whereas the latter is often modelled on the

remaining discrepancy (in the form of residual modelling errors) between the trend function

and the high-fidelity samples (Koziel and Bandler, 2007a). The authors list a number of

advantages of this approach:
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• High modelling accuracy can be achieved with limited high-fidelity samples, particularly

if using underlying physics-based low-fidelity models.

• The resulting surrogate can be as, if not more, computationally inexpensive as the

low-fidelity model by virtue of the ability to exploit analytical formulae within the

function approximation layer.

• Modelling accuracy is not limited relative to the number of high-fidelity samples. That

is, any amount of available high-fidelity model data can be utilised, thus the resulting

approximation can reach any desired accuracy level provided sufficient high-fidelity

samples are supplied.

This framework has been adopted by several works. For instance, where the function approx-

imation model s̃(x) is implemented using Radial Basis Function interpolation (Koziel and

Bandler, 2007a), fuzzy systems (Koziel and Bandler, 2007b) and Kriging interpolation (Koziel

et al., 2012). In each case, the authors report that the staged application of both methods

performs higher (i.e. to a higher accuracy) than implementing either method in isolation

(assuming that the same amount of high-fidelity data is available).

This section offers a further investigation into multi-stage formulations for generic multi-

fidelity surrogate model generation. A generalisation criteria is considered where the physics-

based models of interest are assumed to be black-box functions, therefore the nature of the

correlation between fidelity levels is not explicitly known a priori. Adopting the ideology

of the aforementioned methods, three distinct stages representing fundamental features of

commonly used model adaptation techniques from the literature are defined in a general

manner.

The first employs a parametric calibration, most similar in operation to Space Mapping (Section

2.3.2.3), where the parameter extraction process presented in (Koziel and Leifsson, 2012) is

used to determine two linear tuning parameters representing a comprehensive (multiplicat-

ive and additive) correction. This approach exploits the functional form of the low-fidelity

output response, which is scaled and translated such to minimise the error between low- and

high-fidelity responses at the observed sample points. The second utilises a non-parametric

correction technique based upon the Response Correction methods of Koziel and Leifsson

(2013b), where a weighted response of relative response vectors is used to infer the correspond-

ing high-fidelity response across available samples. This method again exploits the general

form of the low-fidelity response, though this time performance may be inferred by the reduc-

tion in variation of the discrepancy between the low- and high-fidelity responses. The final

included method utilises an additive bridge function. In this case, an ANN surrogate is used to

model and predict the additive discrepancy between the low- and high-fidelity responses. This
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Correction Stage Abbrv. Type Info source Driver

Parametric tuning P parametric LF response/sample-point error sample-point error

Relative response mapping R non-parametric LF response LF/HF correlation

Additive discrepancy model A non-parametric/surrogate-based sample-point error sample-point error

Table 3.1: Summary of the selected multi-fidelity adaptive correction techniques.

approach includes an additional normalised multi-source performance metric and automated

training and hyper-parameter selection procedure. This method exploits only the information

relating to the error between low- and high-fidelity responses at the observed sample locations.

The functional form of this discrepancy is estimated through the surrogate modelling process,

thus estimating the high-fidelity response at observed locations. Table 3.1 summarises the

three selected correction techniques with respect to the information exploited from the low-

and high-fidelity models and the manner by which corrective performance is measured.

Figure 3.1: Flowchart for the proposed multi-fidelity correction.
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3.1.1 Formulation

A generic model is defined as a function f : X → Y that for a given input x ∈ X gives an

output y ∈ Y where X ⊆ Rdin is the input domain with dimension din ⊂ N and Y ⊂ Rdout is
the input domain with dimension dout ⊂ N. In this context, a function f(x) may represent the

direct computational evaluation of a numerical model (i.e., a mathematical description and the

concomitant numerical analysis) or the evaluation of an appropriate surrogate model built

upon a sample set of input/output correspondence (e.g., obtained using physical experiments,

analytical solutions, or expert analysis). Thus a high-fidelity model is notated simply as

fH : X → Y, a low-fidelity model as fL : X → Y and a surrogate model as fS : X → Y. Let
x(i), i = 1, . . . ,M denote the set ofM design points. Directly collocated high- and low-fidelity

samples is assumed, although it is possible to obtain such a correspondence via surrogate

estimation (Forrester et al., 2007). The set of N high-fidelity samples is thus defined as x(i)H ,

i = 1, . . . , N where xH ∈ x.

For ease of notation, discussion of the selected corrective techniques is limited to the case of

correcting a low-fidelity function fL via selective samples of a high-fidelity function fH . In
reality, sequential application of stages implies the low-fidelity input for one is simply the

multi-fidelity output from the preceding stage.

3.1.2 Correction Methods

3.1.2.1 Parametric Tuning

A parametric approach (or calibration method, such as OSM, see Section 2.3.2.3) utilises an

explicit formulation where the relationship between a low- and high-fidelity model is defined

using a quantifiable set of tuning parameters p = [a,b], often given in the form (Koziel and

Leifsson, 2016):

fS(x,p) = a ∗ fL(x) + b (3.4)

where a and b are unbounded din × 1 vectors. This is in contrast to non-parametric methods,

with which the functional relationship between model responses is inferred from input/output

correspondence rather than any explicit formula (Koziel and Leifsson, 2016). A simplified

visualisation of the Parametric approach is shown in Figure 3.2. For a more complete discussion

on the distinction between parametric and non-parametric methods, the reader is referred to

(Koziel and Leifsson, 2016).

In this work, the vector of scaling parameters p is found by formulating (3.4) into the following

parameter extraction problem:

p = argmin
q

1

σ

√√√√ 1

N

N∑
k=1

[
fS(x

(k)
H ,q)− fH(x

(k)
H )
]2

(3.5)
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Where q is the optimisation vector and σ is the standard deviation of the N observed high-

fidelity responses. Equation (3.5) is solved using the MATLAB
®
gradient based local optimiser,

fmincon. A sequential quadratic programming algorithm is employed with a function

tolerance of 1× 10−9 and maximum number of function evaluations of 1× 103. An initial

guess for p is given as: [
a
b

]
=

[
1

0

]
din

(3.6)

Figure 3.2: Visualisation of the Parametric tuning (P) correction stage.

3.1.2.2 Relative Response Mapping

The second technique selected for this study is a non-parametric correction based on the

Response Correction approaches presented by Koziel and Leifsson (2014, 2016). In contrast

to parametric methods, non-parametric methods do not define the relationship between low-

and high-fidelity via some explicit formula, but rather directly extract correspondence from

the model responses themselves (Koziel and Leifsson, 2016). Though often more complex in

formulation, and more restrictive in assumptions regarding their applicability, non-parametric

methods have been characterised by strong generalisation capability compared with parametric

techniques. In this case, a weighted set of relative response vectors is used to infer the

corresponding high-fidelity response across available samples. This approach again exploits

the general form of the low-fidelity response, but evaluates performance via the reduction in

the variation of the discrepancy between the low- and high-fidelity responses.

First, the change in low-fidelity model response between each pair-wise combination of design

point and high-fidelity sample point defines the translation matrix T, where:

ti,j = fL(x(i))− fL(x
(j)
H ) (3.7)
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such that,

T =


t1,1 t1,2 · · · t1,N
t2,1 t2,2 · · · t2,N
.
.
.

.

.

.

.

.

.

.

.

.

tM,1 tM,2 · · · tM,N


whereM is the number of design points x(i) and N is the number of high-fidelity samples

x(j)H . The high-fidelity model response at each design is predicted by mapping the translation

matrix T across the observed high-fidelity responses:

fS(x(i)) =
∑

[(fH(x
(j)
H ) + ti,j) ∗wi,j ]j=1,...,N∑

[wi,j ]j=1,...,N
(3.8)

The weighting factor wi,j is determined according to the relative distance between points:

wi,j = 1− di,j (3.9)

where d is the matrix of Euclidean norms between each design point and each high-fidelity

sample, where x̂ denotes the scaled form of input vector x conforming to x̂(i,k) ∈ [0, 1] for all

k = 1, . . . , din:

di,j =

√√√√ din∑
k=1

[
x̂(i,k) − x̂(j,k)H

]2
(3.10)

where din is the design vector dimensionality. The weight factor w is constrained to the

bounds wi,j ∈ [0, 1] to impose a maximum area of influence for any particular high-fidelity

sample. A simplified visualisation of this approach is shown in Figure 3.3.

Figure 3.3: Visualisation of the Relative Response Mapping (R) correction stage.

An important feature of this technique is the independence from any existing correlation

between low- and high-fidelity samples points. Consider the circumstance in which a pre-

processing stage such as that presented in (Koziel and Leifsson, 2012) or (Zheng et al., 2013)

is applied to a problem in which M ≫ N . In the extreme case that the initial parametric
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correction should correct the low-fidelity samples to such a degree that there is negligible

error at all observed points, the subsequent additive discrepancy based correction would

fail to produce any noticeable improvement. This problem is circumvented here by utilising

correction vectors dependant only on the change in response of the low-fidelity model. As

such, when mapped across the existing high-fidelity samples, even if the current surrogate

approximation has zero modelling error relative to observed samples, the functional response

can still be shaped to more closely match that of the true response. Furthermore, the included

weighting coefficients by definition do not impose an exact matching criteria at the location of

each observed high-fidelity sample. Thus the final multi-fidelity response, while still exhibiting

a quantifiable correction, may now contain sufficient errors at the high-fidelity sample points

to construct an effective discrepancy function. The intent here is that the response shaping

performed in this manner reduces the variability of the discrepancy function as in (Park

et al., 2017), allowing a subsequent discrepancy correction stage to notably improve the final

surrogate prediction quality.

3.1.2.3 Additive Bridge Function

The final included method is a standard additive bridge function (see Section 2.3.2.1). In

this case, the direct discrepancy between the low- and high-fidelity responses at all observed

high-fidelity points is used to generate an approximating surrogate of the discrepancy function.

The matrix of translation vectors t may be given as:

tj = fL(x
(j)
H )− fH(x

(j)
H )

An important consideration in this case is the relationship between surrogate training per-

formance and number of training samples. In this work, should the number of high-fidelity

samples (and therefore the number of direct translation vectors that may be calculated) be

less than some predefined value, a data augmentation routine is applied in order to increase

the likelihood of an effective training procedure. From recommendation and practice (Heath,

2020), the ideal number of samples is defined as ndesired = (30din/ϕtrn), where the ratio

of training data to input data ϕtrn = 0.7. This ensures sufficient samples are available for

the training set after the dataset divisions. The augmented dataset of translation vectors ỹ is

defined as:

ỹ = [y,A] (3.11)

where

Aj = Bj + wθj , j = 1, . . . , naug (3.12)

with B ⊂ y, the scalar weighting factor w chosen in this case as 1%, and θ being a vector

of uniformly distributed
3
random values θ ∈ [−1, 1]. The total number of data augments is

naug = ndesired − ns.
3

Chosen to give a larger, more even spread of the resulting augmentations around each data point.
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The resulting set of translations is used to train a set of ANN surrogate models according

to a generalised bi-level procedure (described in more detail in Section 3.1.3). Networks are

trained using Bayesian Regularisation, given the improved generalisation when considering

higher-dimensional or highly non-linear responses. The target MSE for the training process is:

MSEtarget =
1
N

∑N
i=1(y

(i) − ȳ)2

Ntrneq
(3.13)

with a minimum target gradient:

gmin =
MSEtarget

100
(3.14)

Training accuracy is measured using the normalised mean square error (3.23) and the cor-

responding R2
value (3.24). Following the convergence of each network, performance is

additionally examined by evaluating the prediction accuracy of the resulting multi-fidelity

dataset obtained by applying the network of translation vectors to the original response data:

ŷ(i) = y(i) − t̂i (3.15)

A simplified visualisation of this approach is shown in Figure 3.4. Evaluating the R2
of ŷ

relative to the original training set gives an independent evaluation of the translation network.

On completion of the bi-level training process, the network exhibiting the strongest correction

quality is selected and the complete multi-fidelity response is generated according to (3.15).

Should this criteria contain more than one network, a further selection filter is applied by

selecting that exhibiting the strongest training accuracy.

Figure 3.4: Visualisation of the Additive Bridge Function (A) correction stage.

3.1.3 Automated Surrogate Modelling using Artificial Neural Networks

Considering the generation of surrogatemodels for use within optimisation and optimal control

problems, the goal is often to provide a global representation of the high-fidelity response

meeting the requirements of zero- and first-order consistency (Alexandrov et al., 2001) to an

acceptable degree within a reduced computational budget. The latter point is as compared
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with constructing a surrogate of similar accuracy using exclusive high-fidelity sampling.

First order consistency is desirable (though not always achievable) in this context given that,

in conventional mathematics, if a surrogate and its derivative matches the target function,

convergence to the same solution can be guaranteed (Alexandrov et al., 2001). Specifically

considering continuous optimal control problems, it is highly desirable that system models

are continuously differentiable given that a continuous/smooth representation of the dynamic

system state is often required to reach feasible solutions.

Common methods of generating continuously differentiable surrogates suited to multi-fidelity

applications are Kriging (Sacks et al., 1989) and Response Surface Models (RSMs) (Myers and

Montgomery, 1995). However, these methods often require the user-specification of hyper-

parameters such as (in the case of Kriging) regression and correlation functions (including an

initial guess of the correlation function parameters), which may require a priori knowledge of

the function under consideration. Whilst for physics-based subsystem models a certain degree

of prior knowledge may be assumed, the most appropriate choice of hyper-parameters may

not necessarily remain constant across separate subsystems. This work aims to implement

a more generalised methodology, suitable for multiple models of unknown functional form

within multiple subsystems.

In this study, surrogate model generation is accomplished using ANNs. Recall from Sec-

tion 2.1.3, an ANN is a collection of simple computational units (neurons) arranged into an

inter-connecting parallel processing structure (Beale et al., 2017). A network may be trained

according to a finite set of corresponding input/target vectors. A suitably trained ANN may

perform tasks such as pattern recognition, identification, classification, system control and

function approximation (non-linear regression) (Beale et al., 2017). In aerospace engineering,

ANNs have been used for the estimation of aerodynamic coefficients (Santos et al., 2008), space

vehicle design and trajectory optimisation (Roshanian et al., 2019; Minisci and Vasile, 2013),

turbo-machinery blade optimisation (Mengistu and Ghaly, 2008), wing design (Paiva et al.,

2010), flow control, aeroelasticity, and interpolation of wind tunnel data (Yondo et al., 2018).

ANNs have found particular application in multi-fidelity modelling. Bakr et al. (2000) present

a Space Mapping based neuro-modelling optimisation technique in which the high-fidelity

optimum is found by replacing the low-fidelity model at each iteration with an adaptively-

sized ANN trained using the high-fidelity samples from the previous iteration. Leary et al.

(2003) introduced the Knowledge-Based Neural Network (KBNN) technique as a means of

incorporating low-fidelity data into the training procedure of a limited set of high-fidelity

samples via scaling/translation based parameter mapping. Minisci and Vasile (2013) estimate

aerodynamic coefficients using a multi-fidelity ANN first trained on a global set of samples

given by a simplified analytical model, then iteratively refined with CFD data scheduled via

evolution control. Low-fidelity samples are sequentially discarded should they fall outwith a
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predefined applicability region relative to new high-fidelity points.

More recently, advances inMachine Learning (ML)-based fields have prompted a huge increase

in research devoted to incorporating multi-fidelity information within the structure of the ANN

itself. A prominent example is that of multi-fidelity PINNs (Toscano et al., 2025). Generating

a PINN can typically take one of three forms: transfer learning, simultaneous training and

consecutive training (Howard et al., 2023). Transfer learning approaches first train a network

on low-fidelity data before a correction term is subsequently applied (Song and Tartakovsky,

2022; De et al., 2020). Simultaneous training involves learning the linear/non-linear correlations

between the low and high-fidelity networks by constructing andmaintaining separate networks

of each (Meng and Karniadakis, 2020). Consecutive training operates similarly, in that several

networks representing the low and high-fidelity data can be trained first, with an additional

network added to learn the correlation between the two (Liu and Wang, 2019). In this scenario

however, the final network is trained after the others are completed, rather than all at once.

Other examples of multi-fidelity PINNs include the work by Regazzoni et al. (2021) which

extends the methodology presented by (Meng and Karniadakis, 2020) to Bayesian networks in

order to help quantify the uncertainty in the resulting prediction. The authors first employ

an ANN to approximate the low-fidelity data, then use an additional network to learn the

correction term using both the high-fidelity data and a physics-informed loss. Wang and

Lai (2024) introduces a multi-stage ANN that divided the training process into sequential

stages, where each involved a new network fit to the residuals of the previous, and Penwarden

et al. (2022) offers an approach to combine different ANNs of varying degrees of fidelity by

exploiting their low-rank structure.

Whilst several of the principles described in these works are incorporated into the work presen-

ted in this thesis (for instance, the staged approach to multi-fidelity learning), it was of interest

to the current study to decouple the incorporation of multi-fidelity data from the surrogate

modelling process where possible. This is primarily for to two reasons: 1) to allow an unbiased

examination of the various presented multi-fidelity techniques in a more generalised manner

of application, and 2) to allow the complete multi-fidelity design framework designed as part

of this work to incorporate a modular format, whereby specific multi-fidelity techniques and

surrogate modelling methods can be swapped out independently from each other. Further-

more, were multiple methods to be applied simultaneously for a given problem (for example,

if employing an Ensemble of Metamodels-based approach), this modular format easily allows

different multi-fidelity techniques to be paired with different surrogate modelling approaches.

For these reasons, standard shallow-ANNs are employed as the surrogate modelling process

throughout this work, where any multi-fidelity correction/tuning of data occurs outwith the

structure of the network itself.

140



3.1. Multi-Stage Adaptive Correction

Some relevant advantages of ANNs for generalised multi-fidelity surrogate modelling applica-

tions are as follows:

• Automated and computationally efficient optimisation of expensive computational

models remains an open problem (Koziel and Leifsson, 2016). Thus, surrogate modelling

techniques supporting higher levels of automation, such as ANNs, are highly desirable

to support such applications.

• ANNs are non-parametric in the sense that they do not require any a priori specification

of assumed functional relationships or model hyper-parameters by the user. This is in

contrast to other, designer-centric modelling techniques such as Kriging.

• Related closely to the previous point, ANNs can be applied in a general manner. That is,

they can operate with minimal, or in the absence of, a priori knowledge regarding the

target function structure.

A generic bi-level training methodology for multi-layer feed-forward neural networks is

presented, largely adapted from the recommendations of Heath (2020). This formulation

is an attempt to automatically determine the optimal number of neurons within the single

hidden layer of a standard MLP architecture (chosen due to an expected better generalisation

in regions potentially far from the training set), thus enabling a more automated surrogate

construction process applicable to general non-linear regression problems. The method utilises

both Bayesian Regularisation and early stopping criteria, in conjunction with a normalised

performance metric, implemented using the MATLAB
®

Neural Network Toolbox (Beale et al.,

2017). Designed analogous to a black-box function, sample sets are provided as input with

the corresponding surrogate model(s) produced as output. A standard training process is

conducted via 4 basic steps:

1. Assemble training data

2. Initialise the network weights and biases

3. Train the network

4. Validate the network response to new inputs

Let x ∈ R denote the sampling plan such that

x(i) 7→ y(i) = f(x(i)), i = 1, 2, . . . , ns (3.16)
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where

x = [x(1), . . . ,x(ns)]T

y = [y(x(1)), . . . , y(x(ns))]T

In this work, initial sample sets are generated using LHS to ensure that space-filling criteria can

be met across the entire input domain for any sample size ns. Within the proposed procedure,

the input data is subsequently distributed amongst training, validation and testing sets, where

the number of samples in each, ntrn, nval and ntst respectively, conforms to the following

ratios:  ntrn

nval

ntst

 = ns

 ϕtrn

ϕval

ϕtst

 = ns

 0.7

0.15

0.15

 (3.17)

The number of samples ns for an input vector of dimension din is chosen such that:

10din ≤ ntrn ≤ 30din (3.18)

The initialisation process allocates random initial weights and biases to the network, and

performs a division of the available input data into training, validation and testing sets

according to the specified division function and ratios. This random initialisation coupled

with the gradient descent method used in back-propagation, as discussed earlier, means that

the network solution may differ between any given number of random initialisations. While

some authors advocate the practise of re-training the network multiple times, or averaging

the response from multiple networks, these methods still ultimately rely on a certain degree

of user discretion.

The number of unknown network parameters (weights and biases) Nw is given by:

Nw = H(din + 1) + dout(H + 1) (3.19)

where H is the number of neurons in the hidden layer. The number of training equations

required for a given training set is given by:

Ntrneq = ntrn ∗ dout (3.20)

where the number of samples in the training set Ntrn is determined by the specified data

division ratios. To avoid over-fitting,

Nw ≤ Ntrneq (3.21)

By equating equations (3.19) and (3.20) it is clear that (3.21) will always be true provided the

number of neurons H is less than or equal to an upper bound Hub, given by:

Hub =

⌈
dout(ntrn − 1)

din + dout + 1

⌉
(3.22)
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In this work, a bi-level strategy for network training and parameter selection is employed.

In the outer level, the number of neurons in the single hidden layer is varied in nHL = 10

near-equally spaced divisions between a lower bound of 0 (representing a linear response)

and the upper boundHub. An inner level then performs ninit = 10 random initialisations of

the network weights, biases and data divisions
4
, before sequentially training each network to

convergence and saving to a database.

In each case, the objective is to determine the network parameters that yield an acceptable ratio

of mean-square-error to mean-target-variance for random subsets of non-training data (Heath,

2020). Training performance is tracked via the network errors recorded for the independent

testing set of size ntst (3.17). A normalised performance criteria relating Nt predictions α and

targets t facilitates network selection:

NMSE =
1
N

∑N
i=1(ti − αi)2

1
N

∑N
i=1(ti − t̄)2

(3.23)

The resulting global evaluation criteria coefficient of determination R2
is calculated:

R2 = 1−NMSE (3.24)

To reduce the risk of a poor generalisation (overfitting), it is of interest to minimise the

number of neurons contained within the hidden layer. A minimum performance criteria

Rtarget is defined as the successful modelling of 99% of the target subset variance (R2 ≥ 0.99).

Therefore, the network that achieves this criteria for a minimum number of hidden layer

neurons is selected.

In summary, the proposed automated ANN surrogate modelling process is dependant on the

following list of user-definable hyperparameters given in Table 3.2:

Parameter Definition Default value

[ϕtrn, ϕval, ϕtst] Training, validation and testing set proportions [0.7, 0.15, 0.15]
nHL Number of divisions between the minimum and maximum number of hidden layers to be tested 10

ninit Number of random initialisations per tested network 10

Rtarget Minimum R2
of the final surrogate 99

Table 3.2: List of user-specifiable hyperparameters for the proposed automated ANN surrogate

modelling process.

3.1.4 Numerical Tests

Despite the continued development of a wide variety of methods for multi-fidelity surrogate

modelling, there currently exists little in the way of standardised approaches to compare and

4

Whilst the random division of input data in (3.17) means that the resulting subsets cannot be thus assumed

space filling themselves, the variation of subset assignment within the inner-level loop is intended to minimise

any resulting bias.
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rigorously assess alternative methods (Fernández-Godino et al., 2016; Peherstorfer et al., 2015;

Mainini et al., 2022). An attempt was made by Beran et al. (2020) to classify numerical test

cases for multi-fidelity methods into three general categories:

• L1 problems: computationally inexpensive/efficient analytical functions with exact

solutions.

• L2 problems: simplified engineering application problems that can be executed with a

reduced computational expense.

• L3 problems: more complex engineering use-cases, typically incorporating multi-physics

coupling.

With reference to these classifications, Mainini et al. (2022) compile a comprehensive suite

of L1-class numerical testing functions for multi-fidelity surrogate modelling techniques.

Collected from the literature, these benchmark functions represent purely analytical problems,

with no explicit association to real-life applications. However, the premise for selection was to

broadly exemplify certain mathematical characteristics often encountered in simulation-based

optimisation problems and related real-world applications. Of particular interest is behaviour

that challenges the accurate modelling of the underlying process (which may in turn hinder the

search and identification of optimal solutions if employed within an optimisation framework,

for example). Such challenges include issues associated with scalability and dimensionality,

the existence of localised, multi-modal, and discontinuous behaviour and the existence of

noise.

This work selects several numerical test functions based on the above recommendations, for

the purpose of assessing and comparing the described multi-fidelity correction techniques,

including their applicability as constituents of a multi-stage response adaptation process.

Testing functions are selected to assess weaknesses and strengths of multi-fidelity methods

with regards to the mathematical challenges described above.

The numerical testing strategy employed in this section is as follows. The multi-fidelity

correction techniques listed in Section 3.1.2 are used to define a set of single- and multi-

stage correction processes. The performance of each process is evaluated by measuring the

obtainable prediction accuracy for each selected benchmark function when the number of

available high-fidelity samples is sequentially increased towards an appropriate upper bound

of sample density. To provide two representative performance baselines, results are compared

with the predictions obtained via a single-fidelity surrogate modelling technique employing

only the available high- and low-fidelity data in turn.
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It is acknowledged that true global accuracy generally cannot be practically achieved using

high-fidelity simulations owing to the prohibitive computational expense (Mainini et al., 2022).

However, it is hoped that the qualities and behaviours of the included methods within the con-

text of global accuracy can be adequately assessed using the proposed analytical benchmarks.

The following section details the formulations of the selected benchmark functions, sampling

strategy and validation metrics.

3.1.4.1 Benchmark Functions

The following numerical test functions are intended to represent a broad range of potential

applications of multi-fidelity methodology, capturing fundamental mathematical character-

istics and properties that mimic real-world engineering problems (Mainini et al., 2022). This

behaviour could include:

• Atypical local behaviour such as multi-modality and discontinuities that cannot be

neglected a priori (particularly when considering real-world problems, where the rep-

resentation of the complete variable domain could be especially important).

• Function scalability, with respect to both the parameterisation of the function and

the range of available fidelities. The latter may be used to demonstrate the available

improvement from modifying the fidelity level.

• The type of discrepancy between fidelities. Quantification of this type allows a deeper

assessment of the multi-fidelity methods, since the number of fidelities available must

be correlated to the associated discrepancy type. For example, a linear discrepancy is

easier to model than a non-linear discrepancy.

• The existence of noise. In real-world problems, embedded noise may be inescapable,

particularly in systems that can exhibit abrupt changes within the output domain. The

effects of noise on a system response are typically difficult to directly identify, let alone

eliminate, thus the ability of multi-fidelity methods to model noisy functions is of

practical interest.

A function may be generally represented as f(x) ∈ R with input vector x ∈ Rdin, where din
is the dimensionality of the parameter space. This definition can also be applied to include

problem constituent system/subsystem models requiring approximation, or the objective

function(s) of an outer-loop optimisation process. With regards to the overarching multi-

fidelity context, each benchmark function is presented with a number of available fidelity

levels. In each case, f1(x) is taken as the highest fidelity level, with all possible L alternatives

considered the cheaper, less accurate approximations, such that fL(x) represents the lowest
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available fidelity level. Whilst for some functions more than two fidelity levels are available,

for the purposes of comparison only two levels are considered for each test case. The selected

test functions are summarised below in Table 3.3.

Test function d behaviour scalability discrepancy noise LF correlation

R2 r2

Forrester (Forrester et al., 2007) 1 local, multi-modal parametric (non)linear no -120.9613 0.5233

Sasena (Sasena, 2002) 1 local - linear no -28.6617 0.6682

Currin (Currin et al., 1991) 2 local parametric nonlinear no -13.2682 0.9657

Rosenbrock (Mainini et al., 2022) 2 local, uni-modal parametric nonlinear no -1.21e+04 0.9898

Rastrigin (shifted) (Mainini et al., 2022) 2 multi-modal parametric/fidelity nonlinear no 31.1097 0.8779

Heterogeneous (Clark et al., 2016) 2 local/multi-modal parametric nonlinear no -953.58 0.8831

Hartman (Hartman, 1973) 6 multi-modal - nonlinear no -26.4120 0.6125

Paciorek (Toal, 2015) 2 multi-modal fidelity nonlinear yes -34.6552 0.1398

Borehole (Morris et al., 1993) 8 local fidelity nonlinear no 71.8684 0.9972

Park2 (Park, 1991) 4 local parametric nonlinear no 65.2837 0.9965

Table 3.3: Numerical test function summary, including the correlation between the included

low- and high-fidelity approximations in terms of R2
and Pearson’s correlation coefficient r2

values.

3.1.4.2 Sampling

Given the importance of sampling criteria within the context of surrogate modelling in general

(see Section 2.2), to ensure a fair comparison it is of interest to examine the selected correction

techniques with as little bias given to sampling strategy as possible. While by this definition it

may be functionally most effective to employ a classical DoE technique such as Full Factorial

Design (FFD) or Central Composite Design (CCD), the overriding context of multi-fidelity

modelling requires the consideration of cases in which high-fidelity function evaluations

are minimised. Depending on dimensionality, this is likely to compromise the space-filling

properties of most classical methods necessary to ensure unbiased distributions. Therefore,

this work adopts a standardLHS approach (see Section 2.2). Recall, LHS is popular in the

surrogate modelling community largely due to two significant properties; (1) space-filling

criteria can be met across the entire input domain, allowing the representation of underlying

function structure with a minimum number of function evaluations (Yondo et al., 2018), and

(2) the structural distribution of samples exhibits a non-collapsing property, i.e. the latin-

hypercube definition can still be met with a low number of samples (Liu et al., 2018a). The

latter implies that sample size is largely independent of problem dimensionality, a particularly

useful property when considering costly analyses/simulations (Tyan and Lee, 2019).

The sampling plan attempts to achieve two compromises: balancing computational cost with

accuracy, and balancing consistency with low bias (Mainini et al., 2022). Despite the advantages

of LHS, if one assumes no prior knowledge regarding the target function to be approximated,

it can be difficult to estimate the optimal, or even appropriate, initial sampling size such

that these compromises can be achieved and computational resource is not unduly wasted.
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Furthermore, standard LHS may result in non-uniform distributions
5
. For example, samples

allocated along the design space diagonal satisfy both conditions (1) and (2). Accordingly, each

technique is applied over a series of sequentially increasing LHS-generated sample sets of

high-fidelity data, where individual performance is assessed at each computation. The design

spaces corresponding to the (inexpensive) analytical benchmark functions (for all available

levels of pseudo-fidelity) are exhaustively sampled to allow a more rigorous assessment of

method accuracy and performance.

Real-world design problems are constrained by the limited time and computing resources

available to conduct numerical/experimental analyses of alternative solutions. This motivates a

recommendation to conduct the relevant analyses at specified computational budgets assigned

to the overall modelling task, rather than prescribing a maximum number of allowed iterations,

for example. For the purposes of the prescribed numerical tests, computational budget is

defined by a maximum allowable number of high-fidelity samples for each benchmark. The

termination condition is thus the complete exhaustion of the computational budget ascribed

to each.

The included correction techniques, surrogate modelling methodology and sampling strategy

contains several sources of stochastic variability. Importantly then, to ensure statistical

significance throughout the described numerical testing procedure, all computations are

performed across 100 independent runs, each initialised according to a unique Random Number

Generator (RNG) seeding. Reported results are thus the averaged values across all runs.

3.1.4.3 Validation Metrics

Multi-fidelity validation metrics can be described in two ways (Mainini et al., 2022): goal-

sensitive and goal-insensitive. Goal-sensitive metrics are concerned with the outer-loop result

of the overriding application, e.g. evaluating the accuracy or location of the optima computed

using multi-fidelity approximations
6
. On the other hand, goal-insensitive metrics are more

concerned with the global accuracy of multi-fidelity approximations across the design space,

thus are more general to both outer-loop and many-query applications. Goal-insensitive

metrics should exhibit the following properties (Mainini et al., 2022):

• High consistency: all methods should be evaluated in the same way.

• Low bias: the evaluation strategy should not be biased.

• High utility: the evaluation of metrics should be highly accurate and informative.

5

Numerous modifications to LHS have been proposed (Beachkofski and Grandhi, 2002; Leary et al., 2003; Ye,

1998; Palmer and Tsui, 2001) to address this issue and provide more uniform sampling distributions.

6

Importantly, goal-sensitive metrics generally require incorporating information regarding the goal itself (e.g.

the problem optima), assumed to be known a priori.
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• Affordable cost: computing metrics should be affordable.

Based on these criteria, the following performancemetrics are selected to offer a comprehensive

framework capable of comparing a broad spectrum of alternative multi-fidelity modelling

methods regardless of specific features or idiosyncratic behaviour:

• the Relative Maximum Absolute Error (RMAE)

RMAE =
1

σ
max |y(i) − ŷ(i)|, i = 1, . . . , N

• the Relative Root Mean Square Error (RRMSE)

RRMSE =
1

σ

√√√√ 1

N

N∑
i=1

(y(i) − ȳ)2

• the global evaluation criteria coefficient of determination R2

R2 = 1−
∑N

i=1(y
(i) − ŷ(i))2∑N

i=1(y
(i) − ȳ)2

• the square of Pearson’s correlation coefficient r2

r2 =

 ∑N
i=1(y

(i)
H − ȳH)(y

(i)
L − ȳL)√∑N

i=1(y
(i)
H − ȳH)2

√∑N
i=1(y

(i)
L − ȳL)2

2

where each is evaluated with respect to sample size N . The model response at test point

i is represented by y(i), the average model response across all test points is ȳ, and ŷ is the

surrogate response. Standard deviation σ is given by:

σ =

√√√√ 1

N − 1

N∑
i=1

(y(i) − ȳ)2 (3.25)

The square of Pearson’s correlation coefficient r2 (Toal, 2015; Shi et al., 2020a) describes the

correlation between the high- and low-fidelity responses. Of significance is the invariance

of this coefficient under separate changes in location and scale between the two functions.

An r2 value of 1 represents models related via a simple linear equation, and thus exhibiting a

flatter error surface profile. The implication here is that even for an approximate model with

relatively poor prediction capability, indicated by a lower R2
or higher average error values, a

strong geometric correlation between it and the ’true’ response may ultimately still produce a

strong multi-fidelity approximation via relatively simple correction techniques.
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One final consideration is the Cross-Validation (CV) error (see Section 2.1.6). The commonly

used Leave-One-Out (LOO) CV error can prove prohibitively expensive to evaluate given only

one sample is omitted at a time. Alternatively, samples may be omitted in groups. K-fold CV

is a popular validation metric for cases in which the generation of data is computationally

expensive or difficult (Forrester and Keane, 2009; Eason and Cremaschi, 2014). The observed

sample set is randomly divided intoK equal sized subsets. Then,K surrogates are trained,

where one subset is omitted from the training data each time and used as validation data. The

sum of squared error is computed for each point when it is in the validation subset. The sum

of squared CV errors for the full data set is used as an indicator of the prediction quality. Here,

K-fold CV is included as an additional validation metric, with k = 5. Of note, whilst the CV

error performs well for selecting surrogates (Viana and Haftka, 2008), Park et al. (2017) find

that this does not carry over to multi-fidelity frameworks.

Most often the primary objective for incorporating multi-fidelity modelling is to reduce the

overall computational cost, and therefore simulation time, required to achieve a satisfactory

representation of the process of interest. Of critical importance then is the accurate reporting

of relevant cost metrics, including time savings estimates, in a general manner such that results

and conclusions may be reliably compared across the literature (Fernández-Godino et al., 2016,

2019). However, it should be noted that the performance of many multi-fidelity surrogate

generation methods is inherently problem dependant. Indeed, Fernández-Godino et al. (2016)

conclude that without adopting a similar problem structure, reported cost savings for any given

methodology may vary widely between studies. Two important metrics are therefore included

in the analysis of each test case. The first is the percentage reduction in RRMSE between the

single-fidelity and multi-fidelity methods for several distinct, fixed levels of computational

cost (in this case, number of high-fidelity samples). That is, accuracy for fixed-cost. The second

is the number of extra high-fidelity evaluations needed for the single-fidelity approach to

match or exceed the RRMSE acheived by the multi-fidelity approach at each distinct level of

computational cost. That is, cost for fixed-accuracy.

A further consideration can be given to the computational effort required to construct the

multi-fidelity surrogates in the first place, in relation to their associated cost benefits. Whilst

for the following numerical tests, the allocation of representative computational costs between

fidelities is purely arbitrary, the computation time to generate each surrogate is tracked in

each case. Furthermore, the computation time to perform the multi-fidelity correction (which

for some processes includes the generation of intermediate bridging surrogates) is also tracked

for completeness.
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3.1.4.4 Results

This section presents the results obtained for the numerical tests. For each benchmark function,

the formulation is presented for the "high-fidelity" response and at least one corresponding

"low-fidelity" response. For lower-dimensional cases, the high- and low-fidelity responses

are depicted graphically. Plots of the RRMSE, RMAE and determination coefficient R2
are

presented. Case-specific results are summarised in a table including the best percentage

reduction in RRMSE demonstrated by any of the included multi-fidelity methods over the

single-fidelity approach, and the corresponding cost savings (in terms of both percentage

reduction and number of high-fidelity samples). Finally, the progression of K-Fold Cross

Validation Error (kCVE) is shown for all multi-fidelity methods. Section 3.1.4.5 then includes a

summary discussion and analysis of all presented results.

Sasena Test Function The one-dimensional sinusoidal test function originally presented in

(Sasena, 2002) is given by:

yH = − sinx− exp(x/100) + 10 (3.26)

Huang et al. (2006) and Zhou et al. (2017) have employed a low-fidelity counterpart of the

form:

yL = − sinx− exp(x/100) + 10.3 + 0.03 ∗ (x− 3)2 (3.27)

where x ∈ [0, 10] for both yH and yL. Equations (3.26) and (3.27) exhibit a fairly strong spatial

correlation with matching stationary points, shown in Figure 3.5, but with opposing locations

of the global minimum.

Figure 3.5: Sasena test function, including high-fidelity response (solid line) and low-fidelity

response shown (dashed line).
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Summary results are included in Table 3.4. The best observed RRMSE values obtained using any

multi-fidelity method are presented at progressively increasing levels of computational budget.

For each level, the corresponding performance of the single-fidelity is included for reference.

The percentage improvement in RRMSE over the single-fidelity approach is then given, as

well as the cost savings considering the number of extra high-fidelity samples required for the

single-fidelity approach to reach an equivalent or superior level of accuracy.

computational budget (nHF /d) 5 10 15 20

Best MFM RRMSE 0.083 (0.035) (RA) 0.052 (0.016) (RA) 0.052 (0.013) (RA) 0.052 (0.017) (PRA)

HFS RRMSE 0.567 (0.130) 0.097 (0.049) 0.059 (0.021) 0.057 (0.021)

% RRMSE reduction 85.318 46.788 11.901 10.213

% cost saving (nHF /d for equivalent RRMSE) 54.545 (11) >54.55 (>22) >31.82 (>22) >9.09 (>22)

*calculated as (1 − A/B) ∗ 100

Table 3.4: Summary results for the Sasena test case (d = 1), where nHF is the number of

high-fidelity samples. Standard deviations of the RRMSE values are included in brackets.

Figure 3.6 shows the progression of RRMSE, RMAE and R2
for each multi-fidelity method

relative to the number of high-fidelity samples. Included for reference are the values pertaining

to the single-fidelity surrogate constructed using only the available high-fidelity and low-

fidelity samples in turn.

(a) RMAE (b) RRMSE (c) R2

Figure 3.6: Performance metrics of the Parametric (P), Relative (R) and Additive (A) corrective

stages applied individually and in sequential combinations to the Sasena numerical test case

relative to the number of high-fidelity evaluations, where (A) is the RMAE (B) is the RRMSE

and (C) is R2
. Included for reference are the error values of the low-fidelity model, and the

single-fidelity surrogate trained only on the available high-fidelity samples at each iteration.

Finally, Figure 3.7 details the progression of kCVE (where k = 5) for each multi-fidelity method

relative to the number of high-fidelity samples.
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Figure 3.7: kCVEs for the Sasena test case.

Forrester Test Function Forrester et al. (2007) present a simple multi-modal function with

one global minimum, one local minimum and a zero-gradient inflection point (Figure 3.8):

fH(x) = (6x− 2)2 sin(12x− 4) (3.28)

The alternative low-fidelity approximation is given by:

fL(x) = AfH(x) +B(x− 0.5) + C (3.29)

where x ∈ [0, 1] for both yH and yL. The constants A, B and C can be varied to modify the

correlation between the low- and high-fidelity function, with default values A = 0.5, B = 10

and C = −5.

Figure 3.8: Forrester test function, including high-fidelity response (solid line) and low-fidelity

response shown (dashed line).
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As for the previous case, summary results are given in Table 3.5. Plots of RRMSE, RMAE and

R2
are given in Figure 3.9 and Figure 3.10 shows the kCVE.

computational budget (nHF /d) 5 10 15 20

Best MFM RRMSE 0.323 (0.126) (RA) 0.104 (0.027) (PRA) 0.082 (0.014) (RA) 0.080 (0.010) (PRA)

HFS RRMSE 0.510 (0.295) 0.113 (0.030) 0.084 (0.023) 0.080 (0.020)

% RRMSE reduction 36.637 7.746 2.329 -0.354

% cost saving (nHF /d for equivalent RRMSE) 28.57 (7) 16.67 (12) 21.05 (19) 0 (20)

*calculated as (1 − A/B) ∗ 100

Table 3.5: Summary for the Forrester test case (d = 1), where nHF is the number of high-

fidelity samples. Standard deviations of the RRMSE values are included in brackets.

(a) RMAE (b) RRMSE (c) R2

Figure 3.9: Performance metrics of the Parametric (P), Relative (R) and Additive (A) corrective

stages applied individually and in sequential combinations to the Forrester numerical test case

relative to the number of high-fidelity evaluations, where (A) is the RMAE (B) is the RRMSE

and (C) is R2
. Included for reference are the error values of the low-fidelity model, and the

single-fidelity surrogate trained only on the available high-fidelity samples at each iteration.

Currin Exponential Function The following 2-dimensional function was presented by

Currin et al. (1991):

fH(x) =
[
1− exp

(
− 1

2x2

)]
∗ 2300x

3
1 + 1900x21 + 2092x1 + 60

100x31 + 500x21 + 4x1 + 20
(3.30)

where xi ∈ [0, 1] for i = 1, 2. For the purpose of multi-fidelity simulation, Xiong et al. (2013)

define a low-fidelity counterpart as:

fL(x) =
1

4
[fH(x1 + 0.05, x2 + 0.05) + fH(x1 + 0.05,max(0, x2 − 0.05))]

∗ 1
4
[fH(x1 − 0.05, x2 + 0.05) + fH(x1 − 0.05,max(0, x2 − 0.05))] (3.31)

As for the previous cases, summary results are given in Table 3.6. Plots of RRMSE, RMAE and

R2
are given in Figure 3.12 and Figure 3.13 shows the kCVE.
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Figure 3.10: kCVEs for the Forrester test case.

Figure 3.11: Currin exponential test function, including high-fidelity response (red) and low-

fidelity response shown (blue).

Park Test Function The 4-dimensional function presented by Park (1991) has been used as

an illustrative example in several papers (Cox et al., 2001; Xiong et al., 2013) outlining methods

for adaptively calibrating models using variable fidelity information:

fH(x) =
2

3
exp(x1 + x2)− x4 sin(x3) + x3 (3.32)

where xi ∈ [0, 1] for all i = 1, . . . , 4. The low-fidelity counterpart is given by (Xiong et al.,

2013):

fL(x) = 1.2f(x)− 1 (3.33)
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computational budget (nHF /d) 5 10 15 20

Best MFM RRMSE 0.188 (0.042) (PR) 0.140 (0.057) (PA) 0.115 (0.058) (PRA) 0.091 (0.029) (PRA)

HFS RRMSE 0.554 (0.169) 0.225 (0.139) 0.118 (0.043) 0.108 (0.045)

% RRMSE reduction 66.072 37.795 2.477 15.593

% cost saving (nHF /d for equivalent RRMSE) 50 (10) 20 (12.5) 21.05 (19) >6.98 (>21.5)

*calculated as (1 − A/B) ∗ 100

Table 3.6: Summary for the Currin Exponential test case (d = 2), where nHF is the number of

high-fidelity samples. Standard deviations of the RRMSE values are included in brackets.

(a) RMAE (b) RRMSE (c) R2

Figure 3.12: Performance metrics of the Parametric (P), Relative (R) and Additive (A) corrective

stages applied individually and in sequential combinations to the Currin numerical test case

relative to the number of high-fidelity evaluations, where (A) is the RMAE (B) is the Relative

RRMSE and (C) is R2
. Included for reference are the error values of the low-fidelity model,

and the single-fidelity surrogate trained only on the available high-fidelity samples at each

iteration.

As for the previous cases, summary results are given in Table 3.7. Plots of RRMSE, RMAE and

R2
are given in Figure 3.14 and Figure 3.15 shows the kCVE for each method.

computational budget (nHF /d) 5 10 15 20

Best MFM RRMSE 0.074 (0.012) (PA) 0.069 (0.010) (RA) 0.065 (0.010) (A) 0.064 (0.011) (PA)

HFS RRMSE 0.124 (0.036) 0.087 (0.019) 0.075 (0.015) 0.071 (0.014)

% RRMSE reduction 40.571 20.824 13.696 9.736

% cost saving (nHF /d for equivalent RRMSE) 69.231 (16.25) >53.49 (>21.5) >30.23 (>21.5) >6.98 (>21.5)

*calculated as (1 − A/B) ∗ 100

Table 3.7: Summary for the Park test case (d = 4), where nHF is the number of high-fidelity

samples. Standard deviations of the RRMSE values are included in brackets.

The Rosenbrock Function The Rosenbrock function is a well-known D-dimensional

optimisation benchmark problem described by (Madsen et al., 2004; Fletcher, 2013; Bryson
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Figure 3.13: kCVEs for the Currin test case.

(a) RMAE (b) RRMSE (c) R2

Figure 3.14: Performance metrics of the Parametric (P), Relative (R) and Additive (A) corrective

stages applied individually and in sequential combinations to the Park numerical test case

relative to the number of high-fidelity evaluations, where (A) is the RMAE (B) is the RRMSE

and (C) is R2
. Included for reference are the error values of the low-fidelity model, and the

single-fidelity surrogate trained only on the available high-fidelity samples at each iteration.

and Rumpfkeil, 2016a):

f1(x) =
D−1∑
i=1

100(xi+1 − x2i )2 + (1− xi)2 (3.34)

The function is uni-modal and contains one local minimum at x = {−1, 1, . . . , 1}T for4 ≤
D ≤ 7, in addition to the global minimum x∗ = {1, . . . , 1}T located within a narrow, parabolic

valley. The variable domain is defined, for this case, as −2 ≤ xi ≤ 2fori = 1, . . . , D. Two

alternative fidelity levels (denoted medium-fidelity (Ficini et al., 2021) and low-fidelity (Bryson
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Figure 3.15: kCVEs for the Park test case.

and Rumpfkeil, 2016b) respectively) can be expressed as:

f2(x) =

D−1∑
i=1

50(xi+1 − x2i )2 + (−2− xi)2 −
D∑
i=1

0.5xi (3.35)

f3(x) =
f1(x)− 4−

∑D
i=1 0.5xi

10 +
∑D

i=1 0.25x1
(3.36)

Figure 3.16: Rosenbrock test function, including high-fidelity response (red) and low-fidelity

response shown (blue).

As for the previous case, summary results are given in Table 3.8. Plots of RRMSE, RMAE and

R2
are given in Figure 3.17 and Figure 3.18 shows the kCVE for each method.
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computational budget (nHF /d) 5 10 15 20

Best MFM RRMSE 0.130 (0.036) (PR) 0.120 (0.033) (PA) 0.104 (0.029) (PRA) 0.097 (0.025) (PRA)

HFS RRMSE 0.705 (0.288) 0.269 (0.111) 0.179 (0.079) 0.131 (0.045)

% RRMSE reduction 81.61 55.30 42.01 26.46

% cost saving (nHF /d for equivalent RRMSE) >76.74 (>21.5) >53.49 (>21.5) >30.23 (>21.5) >6.98 (>21.5)

*calculated as (1 − A/B) ∗ 100

Table 3.8: Summary for the Rosenbrock test case (d = 2), where nHF is the number of high-

fidelity samples. Standard deviations of the RRMSE values are included in brackets.

(a) RMAE (b) RRMSE (c) R2

Figure 3.17: Performance metrics of the Parametric (P), Relative (R) and Additive (A) corrective

stages applied individually and in sequential combinations to the Rosenbrock numerical test

case relative to the number of high-fidelity evaluations, where (A) is the RMAE (B) is the

RRMSE and (C) is R2
. Included for reference are the error values of the low-fidelity model,

and the single-fidelity surrogate trained only on the available high-fidelity samples at each

iteration.

The Rastrigin Function A shifted-rotated Rastrigin function can represent a multi-modal

landscape likely to be seen in real-world engineering optimisation problems (Mainini et al.,

2022). The function is shifted to change the position of the minimum and rotated to change the

properties of the function within the variable space. The function may be written as follows:

f1(z) =

D∑
i=1

(z2i + 1− cos(10πzi)) (3.37)

where

z = R(θ)(x− x∗), R(θ) =

[
cos θ − sin θ

sin θ cos θ

]
(3.38)

whereR is a 2D rotationmatrix
7
, rotation angle θ = 0.2 and−0.1 ≤ xi ≤ 0.2 for i = 1, . . . , D.

Alternative fidelity levels are defined in (Wang et al., 2018) using a resolution error er:

er(z, ϕ) =

D∑
i=1

a(ϕ) cos2(w(ϕ)zi + b(ϕ) + π) (3.39)

7

The included 2D rotation matrix can be extended to arbitrary dimension using the Aguilera-Perez algorithm

(Aguilera and Pérez-Aguila, 2004).
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Figure 3.18: kCVEs for the Rosenbrock test case.

where

a(ϕ) = Θ(ϕ) (3.40)

w(ϕ) = 10πΘ(ϕ) (3.41)

b(ϕ) = 0.5πΘ(ϕ) (3.42)

Θ(ϕ) = 1− 0.0001ϕ (3.43)

Fidelity levels may thus be created using:

fi(z, ϕi) = f1(z) + er(z, ϕi) for i = 1, 2, 3 (3.44)

where ϕ1 = 10000 (high-fidelity), ϕ2 = 5000 (medium-fidelity) and ϕ3 = 2500 (low-fidelity).

As for the previous case, summary results are given in Table 3.9. Plots of RRMSE, RMAE and

R2
are given in Figure 3.20 and Figure 3.21 shows the kCVE for each method.

computational budget (nHF /d) 5 10 15 20

Best MFM RRMSE 0.385 (0.042) (R) 0.363 (0.038) (PR) 0.219 (0.118) (PRA) 0.167 (0.087) (PA)

HFS RRMSE 1.252 (0.327) 0.382 (0.211) 0.204 (0.055) 0.162 (0.051)

% RRMSE reduction 69.217 4.952 -7.176 -3.125

% cost saving (nHF /d for equivalent RRMSE) 52.38 (10.5) 4.76 (10.5) 1 (15) -8.11 (18.5)

*calculated as (1 − A/B) ∗ 100

Table 3.9: Summary for the Rastrigin (shifted and rotated) test case (d = 2), where nHF is the

number of high-fidelity samples. Standard deviations of the RRMSE values are included in

brackets.
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Figure 3.19: Rastrigin (shifted and rotated) test function, including high-fidelity response (red)

and low-fidelity response shown (blue).

(a) RMAE (b) RRMSE (c) R2

Figure 3.20: Performance metrics of the Parametric (P), Relative (R) and Additive (A) corrective

stages applied individually and in sequential combinations to the Rastrigin numerical test case

relative to the number of high-fidelity evaluations, where (A) is the RMAE (B) is the RRMSE

and (C) is the R2
. Included for reference are the error values of the low-fidelity model, and the

single-fidelity surrogate trained only on the available high-fidelity samples at each iteration.

The Heterogeneous Function The following heterogeneous, non-polynomial analytic

functions are defined on unit hypercubes 0 ≤ xi ≤ 1fori = 1, . . . , D, in up to 3 dimensions
8
.

8

the 2D case is taken from (Clark et al., 2016).
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Figure 3.21: kCVEs for the Rastrigin test case.

The high-fidelity function is written as:

f1 =



f1(x) = sin[30(x− 0.9)4] cos[2(x− 0.9)] + (x− 0.9)/2 for D = 1

f1(x) = sin[21(x1 − 0.9)4] cos[2(x1 − 0.9)]

+(x1 − 0.7)/2 +
D∑
i=2

ixii sin(Π
i
j=1xj)

for D ≥ 2

(3.45)

Low-fidelity versions are obtained by applying linear additive and multiplicative bridge func-

tions:

f2 =



f2(x) = (f1(x)− 1 + x)/(1 + 0.25x) for D = 1

f2(x) = (f1(x)− 2 +

D∑
i=1

xi)

/(5 +
2∑
i=1

0.25ixi −
D∑

i=3,D>2

0.25ixi)

for D ≥ 2

(3.46)

As for the previous case, summary results are given in Table 3.10. Plots of RRMSE, RMAE and

R2
are given in Figure 3.23 and Figure 3.24 shows the kCVE for each method.

The Paciorek Function The Paciorek equation (Toal, 2015) exhibits localised multi-modal

properties. A normally distributed random noise parameter is added to model function noise.

High- and low-fidelity versions are defined as:
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Figure 3.22: Heterogeneous test function, including high-fidelity response (red) and low-

fidelity response shown (blue).

computational budget (nHF /d) 5 10 15 20

Best MFM RRMSE 0.339 (0.038) (PR) 0.270 (0.098) (PA) 0.168 (0.047) (PA) 0.137 (0.047) (PRA)

HFS RRMSE 0.617 (0.272) 0.252 (0.120) 0.161 (0.060) 0.125 (0.032)

% RRMSE reduction 45.051 -7.303 -3.970 -10.150

% cost saving (nHF /d for equivalent RRMSE) 37.50 (8) -5.26 (9.5) -3.45 (14.5) -8.11 (18.5)

*calculated as (1 − A/B) ∗ 100

Table 3.10: Summary for Heterogeneous test case (d = 2), where nHF is the number of

high-fidelity samples. Standard deviations of the RRMSE values are included in brackets.

f1(x) = sin
[
(ΠDi=1xi)

−1
]
+N (0, α1) (3.47)

f2(x) = f1(x)− 9A2 cos
[
(ΠDi=1xi)

−1
]
+N (0, α2) (3.48)

where the parameter 0 ≤ A ≤ 1 represents the relative error between fidelities and N
represents random Gaussian noise. In this case, A = 0.5. The coefficient αi defines the level

of noise, where the high-fidelity noise is set at α1 = 0.0125 (corresponding to approximately

5% of the response interval), and the low-fidelity noise is set at α2 = 0.075 (corresponding to

approximately 10% of the response interval). The input is taken as 0.3 ≤ xi ≤ 1,∀i.

As for the previous case, summary results are given in Table 3.11. Plots of RRMSE, RMAE and

R2
are given in Figure 3.26 and Figure 3.27 shows the kCVE for each method.
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(a) RMAE (b) RRMSE (c) R2

Figure 3.23: Performance metrics of the Parametric (P), Relative (R) and Additive (A) corrective

stages applied individually and in sequential combinations to the Heterogeneous numerical

test case relative to the number of high-fidelity evaluations, where (A) is the RMAE (B) is the

RRMSE and (C) is the R2
. Included for reference are the error values of the low-fidelity model,

and the single-fidelity surrogate trained only on the available high-fidelity samples at each

iteration.

Figure 3.24: K-fold CV Errors for the Heterogeneous test case.

The Hartman Function The rescaled 6-dimensional formulation of the Hartman function

(Hartman, 1973) used in (Park et al., 2018, 2017) is defined as:

fH(x) = −
1

1.94

2.58 +

4∑
i=1

αi exp

−
6∑

j=1

Aij(xj − Pij)
2

 (3.49)

where xi ∈ [0.1, 1] for all i = 1, . . . , 6 and:

α =
[
1 1.2 3 3.2

]T
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Figure 3.25: Paciorek test function, including high-fidelity response (red) and low-fidelity

response shown (blue).

computational budget (nHF /d) 5 10 15 20

Best MFM RRMSE 0.567 (0.215) (PA) 0.348 (0.188) (PRA) 0.301 (0.175) (PRA) 0.261 (0.162) (PA)

HFS RRMSE 0.601 (0.191) 0.373 (0.181) 0.263 (0.147) 0.228 (0.129)

% RRMSE reduction 5.58 6.70 -14.22 -14.42

% cost saving (nHF /d for equivalent RRMSE) 9.09 (5.5) 4.76 (10.5) -30.44 (11.5) -21.21 (16.5)

*calculated as (1 − A/B) ∗ 100

Table 3.11: Summary for the Paciorek test case (d = 2), where nHF is the number of high-

fidelity samples. Standard deviations of the RRMSE values are included in brackets.

A =


10 3 17 3.5 1.7 8

0.05 10 17 0.1 8 4

3 3.5 1.7 10 17 8

17 8 0.05 10 0.1 14



P = 10−4


1312 1696 5569 124 8283 5886

2329 4135 8307 3736 1004 9991

2348 1451 3522 2883 3047 6650

4047 8828 8732 5743 1091 0381


In this form, the Hartman function contains 6 local-minima, a mean value of zero and a variance

of one. Park et al. (2018, 2017) present a low-fidelity approximation of the 6D Hartman function
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(a) RMAE (b) RRMSE (c) R2

Figure 3.26: Performance metrics of the Parametric (P), Relative (R) and Additive (A) corrective

stages applied individually and in sequential combinations to the Pciorek numerical test case

relative to the number of high-fidelity evaluations, where (A) is the RMAE (B) is the RRMSE

and (C) is the R2
. Included for reference are the error values of the low-fidelity model, and the

single-fidelity surrogate trained only on the available high-fidelity samples at each iteration.

Figure 3.27: kCVEs for the Paciorek test case.

as:

fL(x) = −
1

1.94

2.58 + 4∑
i=1

βifexp

− 6∑
j=1

Aij(xj − Pij)2
 (3.50)

where β =
[
0.5 0.5 2 4

]T
and

fexp(x) =

[
exp

(
−4
9

)
+ exp

(
−4
9

)
x+ 4

9

]9
(3.51)

As for the previous case, summary results are given in Table 3.12. Plots of RRMSE, RMAE and

R2
are given in Figure 3.28 and Figure 3.29 shows the kCVE for each method.
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computational budget (nHF /d) 5 10 15 20

Best MFM RRMSE 0.613 (0.044) (R) 0.598 (0.047) (R) 0.597 (0.041) (R) 0.593 (0.039) (R)

HFS RRMSE 1.250 (0.355) 1.190 (0.259) 1.091 (0.247) 1.024 (0.224)

% RRMSE reduction 50.933 49.755 45.257 42.098

% cost saving (nHF /d for equivalent RRMSE) >76.74 (<21.5) >53.49 (<21.5) >30.23 (<21.5) >6.98 (<21.5)

*calculated as (1 − A/B) ∗ 100

Table 3.12: Summary for Hartman test case (d = 6), where nHF is the number of high-fidelity

samples. Standard deviations of the RRMSE values are included in brackets.

(a) RMAE (b) RRMSE (c) R2

Figure 3.28: Performance metrics of the Parametric (P), Relative (R) and Additive (A) corrective

stages applied individually and in sequential combinations to the Hartman numerical test case

relative to the number of high-fidelity evaluations, where (A) is the RMAE (B) is the RRMSE

and (C) is R2
. Included for reference are the error values of the low-fidelity model, and the

single-fidelity surrogate trained only on the available high-fidelity samples at each iteration.

The Borehole model function The Borehole function is an 8-dimensional empirical ap-

proximation of the water flow rate through a borehole, developed by Morris et al. (1993). The

Borehole function, in this case assumed to be the high-fidelity model, approximates the water

flow rate (m3/yr) according to:

yH =
2πTu(Hu −Hl)

ln(R/Rw)
(
1 + 2LTu

ln(R/Rw)R2
wKw

+ Tu
Tl

) (3.52)

where the input variables and bounds are as shown in Table 3.13. The low-fidelity approxima-

tion is obtained from the literature (Xiong et al., 2013; Zhou et al., 2016; Park et al., 2018):

yL =
5Tu(Hu −Hl)

ln(R/Rw)
(
1.5 + 2LTu

ln(R/Rw)R2
wKw

+ Tu
Tl

) (3.53)

As for the previous case, summary results are given in Table 3.14. Plots of RRMSE, RMAE and

R2
are given in Figure 3.30 and Figure 3.31 shows the kCVE for each method.
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Figure 3.29: kCVEs for the Hartman test case.

Input Bounds Unit Description

Rw [0.05, 0.15] m Borehole radius

L [1120, 1680] m Borehole length

Kw [9855, 12045] m/yr Hydraulic conductivity of borehole

R [100, 50000] m Radius of aquifer influence

Tu [63070, 115600] m2/yr Transmissivity of upper aquifer

Hu [990, 1110] m Potentiometric head of upper aquifer

Tl [63.1, 116] m2/yr Transmissivity of lower aquifer

Hl [700, 820] m Potentiometric head of lower aquifer

Table 3.13: Input variables for Borehole function.

computational budget (nHF /d) 5 10 15 20

Best MFM RRMSE 0.070 (0.011) (PA) 0.063 (0.010) (PRA) 0.059 (0.010) (PRA) 0.058 (0.008) (PRA)

HFS RRMSE 0.093 (0.022) 0.069 (0.010) 0.065 (0.012) 0.064 (0.011)

% RRMSE reduction 25.145 8.301 8.798 8.447

% cost saving (nHF /d for equivalent RRMSE) 50.62 (10.125) 38.93 (16.375) >30.23 (>21.5) >6.98 (>21.5)

*calculated as (1 − A/B) ∗ 100

Table 3.14: Summary for Borehole test case (d = 8), where nHF is the number of high-fidelity

samples. Standard deviations of the RRMSE values are included in brackets.

3.1.4.5 Summary

The obtained RRMSE results for the complete suite of benchmark test cases are summarised in

Table 3.15. Similar tables displaying the corresponding RMAE,R2
, r2 and surrogate generation

times can be found in the Appendices.

As reported in Tables 3.4 - 3.14, computational cost savings over the single-fidelity modelling
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(a) RMAE (b) RRMSE (c) R2

Figure 3.30: Performance metrics of the Parametric (P), Relative (R) and Additive (A) corrective

stages applied individually and in sequential combinations to the Borehole numerical test case

relative to the number of high-fidelity evaluations, where (A) is the RMAE (B) is the RRMSE

and (C) is R2
. Included for reference are the error values of the low-fidelity model, and the

single-fidelity surrogate trained only on the available high-fidelity samples at each iteration.

Figure 3.31: kCVEs for the Borehole test case.

approach are demonstrated in all cases by at least one multi-fidelity process at some high-

fidelity sample size N . In 6/10 cases, the reported cost savings include estimates due to the

single-fidelity approach reaching the maximum allocated budget of high-fidelity samples

without having attained an equal or superior RRMSE value compared to the best multi-fidelity

process. The performance of individual processes is generally seen to be dependant on

dimensionality, sample size N and low/high-fidelity model correlation.

Considering model correlation, recall Table 3.18 (Section 3.1.4), showing the Pearson’s correl-

ation and R2
values between the high- and low-fidelity test functions. A general trend for

the prediction quality of the multi-fidelity surrogate to improve proportionally to Pearson’s

correlation coefficient can be observed. An interesting clarification is that this is not necessarily
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Table 3.15: RRMSE values for each multi/single-fidelity method applied to each benchmark

function. Reported are the values at distinct levels of computational cost relative to problem

dimensionality. All values are averaged over 100 independent runs, with standard deviation

included in brackets.
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Table 3.16: RMAE values for each multi/single-fidelity method applied to each benchmark

function. Reported are the values at distinct levels of computational cost relative to problem

dimensionality. All values are averaged over 100 independent runs, with standard deviation

included in brackets.
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3.1. Multi-Stage Adaptive Correction

dependant on the original prediction quality of the low-fidelity approximation. A notable

example here is the Currin exponential function, exhibiting poor predictive performance of

the low-fidelity model, but owing to the high Pearson’s correlation, an R2
value greater than

90% can be achieved with less than 4 high-fidelity samples, compared to the 16 required for

the single-fidelity approach. Perhaps intuitively then, it can be said that a strong geometric

correlation between low- and high-fidelity responses gives a greater potential for multi-fidelity

model correction. In a similar fashion, both the higher-dimensional Park and Borehole model

functions, exhibiting sub-optimal R2
values but high Pearson’s correlation for their respective

low-fidelity approximations, facilitate a multi-fidelity prediction quality of R2 > 90% with

very few (3) high-fidelity samples.

To examine the performance of the multi-fidelity correction methods themselves in more

detail, first consider each individual stage applied in isolation. The Parametric (P) stage,

based on a simple linear scaling relationship (see Section 3.1.2.1), is seen to be particularly

effective when the Pearson’s correlation between the low- and high-fidelity data is high (refer

to Table 3.3). That is, the relative functional form of the low-fidelity approximation more

closely matches that of the high-fidelity data, even if displaced in output space (i.e. giving a

large and/or nonlinear absolute error). This includes the Currin, Rosenbrock, Borehole and

Park functions (all of which demonstrate a low-fidelity/high-fidelity r2 > 90%). However,

the rather simplistic nature of the defining parametric operation limits the effectiveness of

this stage in cases exhibiting a more complicated/nonlinear discrepancy. For example, the

Forrester, Sasena and Paciorek functions. Whilst in these cases the Parametric stage may

still initially offer a promising reduction in error at lower values of N , the effectiveness of

successive samples exponentially decreases.

A similar limitation is seen for the Relative (R) stage, itself fundamentally constrained by the

complexity of the low-fidelity model (see Section 3.1.2.2). More specifically, given that the

low-fidelity model by definition can only approximate the true function, even if represented

in sufficient resolution it can be expected that the R-stage will exhibit a comparable limit in

quality. This behaviour (i.e. an initially rapid increase in correction quality but with swift

plateauing as N increases) is observed across all of the examined test cases.

Addressing the plateauing effects of the Parametric and Relative methods requires a more

detailed consideration of sample-point discrepancy. The Additive (A) stage represents the

only individual operation that expressly aims to fully eliminate sample point discrepancy in

a non-destructive manner. That is, the discrepancy between observed samples is explicitly

built into the nonlinear bridging surrogate that is then applied across the entire domain. It

is reasonable to assume then that correction quality will increase proportional to the high-

fidelity sample size N , which indeed matches the observed behaviour for the majority of the

examined test cases. However, the converse is naturally seen to be true at lower values of N ,
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with particularly poor performance in the Currin and Rosenbrock cases. Strong performance

can be seen for the lower dimensional test cases, namely the Forrester and Sasena functions,

highlighting the efficiency of ANNs for nonlinear regression problems (see Section 2.1.3).

Applying stages in sequential combination (e.g. PR, RA, and PA) seems to alleviate some of the

limitations of single-stage processes, namely instability and early convergence. For example,

in the Borehole test case, preconditioning the low-fidelity response with the P-stage both

improves the converged error values of the subsequently applied R-stage and similarly, the

correction quality/stability of the A-stage. In the Heterogeneous, Paciorek and Rosenbrock

test cases, the PA method exhibits the initial rapid improvement in prediction quality expected

of the P-stage but without the corresponding plateauing. Instead, the PA method steadily

reduces the error in accordance with the increasing sample sizeN , as the additive discrepancy

is gradually represented in higher detail.

In the majority of 2-dimensional cases (Currin, Heterogeneous, Rosenbrock and Paciorek),

each two-stage method performs better than their constituent single-stage methods individu-

ally. However, in a select few examples, the addition of a preconditioning stage actually

reduces the overall performance. For instance, PR performs worse than R for the Forrester,

Sasena and Rastrigin test cases. Furthermore, several examples are observed of the RA stage

exhibiting almost identical performance to the A stage on it’s own, particularly for the lower

dimensional/well-correlated cases (e.g. Forrester, Sasena, Currin, Rosenbrock, Paciorek and

Borehole). This can be attributed to the R-stage primarily aiming to increase the functional

correlation, rather than decrease discrepancy. Thus when the correlation is already high, only

marginal improvement is gained. This is supported by noting that in these cases, the PA stage

performs notably better than the RA stage.

With this in mind, the most consistently reliable sequence is found to include all 3 stages

(PRA). For most cases, the PRA process exhibits both high prediction accuracy and fast conver-

gence/rapid error reduction with increasingN . As observed for the two-stage approaches, the

three-stage method is seen to exhibit the best features of each individual stage, compensating

for deficiencies present when in isolated application. A good example of this is the Hetero-

geneous test case, in which the PRA method demonstrates the quick initial improvement in

prediction quality of the P/R-stages without the corresponding plateauing effects, as well as

the progressive reduction in error of the A-stage, without the initial instability.

The single-fidelity approach generally offers a poorer quality, less stable prediction, particularly

at lower values of N . This is in line with expectation given the limited available training

data. However, conforming to the conjecture that a suitably trained ANN may represent any

nonlinear function given sufficient training data (Rumelhart et al., 1994) (see Section 2.1.3),

it can be seen that for most (8/10) examples there exists a value of N after which the single-

172



3.1. Multi-Stage Adaptive Correction

fidelity surrogate is either roughly equivalent or superior to the multi-fidelity methods in

terms of average accuracy. This behaviour is again in line with expectation. The multi-fidelity

model, by definition, always incorporates some less accurate, lower-fidelity data, therefore

ultimately cannot reach the same level of accuracy as a pure high-fidelity surrogate assuming

the latter has sufficient samples and that low-fidelity data is not being actively discarded
9
.

The exact number of required samples is likely to be generally dependant on factors such as

problem dimensionality, model correlation and the sampling strategy employed. Concerning

the latter, an adaptive sampling strategy that refines the multi-fidelity approximation by

exploiting areas of high predicted improvement and/or maximum discrepancy to improve

local accuracy may further increase the attainable prediction quality relative to the overall

number of samples. This naturally also implies potential improvement in the single-fidelity

modelling approach, though it may still be conjectured that the decline in cost advantage

relative to pure high-fidelity surrogate modelling may still be tempered. This requires further

investigation outwith the scope of the current work.

However, given that the objective with multi-fidelity modelling is largely the reduction of cost

to achieve a desired accuracy, the existence of a critical number of high-fidelity samples Ncrit

does not devalue the performance of multi-fidelity methods at N < Ncrit. For example, recall

from Section 2.1.3 that trained neural networks are highly sensitive to the initial weights,

biases and available training data (generally low-quantity for pure high-fidelity modelling).

Thus it may be expected that in addition to an exponentially poorer prediction mean at lower

values of N , similar behaviour will be observed for prediction variance. Indeed, increased

variance is observed for each method utilising a neural network (i.e. non-deterministic) stage.

Whilst the collaborative effects of each method on prediction quality variance seem to follow

the same general behaviour as previously discussed, of particular interest is that even after

Ncrit has been reached, there still exists notable variation in the prediction quality of the

single-fidelity surrogate, likely due to the combination of limited available samples and a

lack of any deterministic preconditioning stage(s). In many cases, the variance of the best

multi-fidelity process remains superior to that of the single-fidelity approach until well past

Ncrit. This suggests that incorporating low-fidelity data in this manner also improves the

stability of the resulting prediction relative to single-fidelity modelling, particularly at lower

values of N . This may have far-reaching consequences when considering the effects of this

behaviour on an outer-loop process such as optimisation, in which the final obtained result

may be particularly dependant on the design space exploration completed during earlier

iterations. Thus if a multi-fidelity prediction is both more accurate and more stable between

iterations, the overall outer-loop process may exhibit compounded improvements in terms of

solution quality and convergence speed.

9

Which indeed is the premise behind methods such as Trust Region Model Management (Alexandrov et al.,

2001), see Section 2.4.3.1.
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3.2 Multi-Fidelity Model Management Framework for
Outer-Loop Applications

An effective model management strategy must efficiently distribute available computational

resource (in the form of model evaluations) between the available levels of fidelity whilst

preserving the numerical accuracy and/or convergence of the outer-loop quantity of interest

(e.g. model quality or objective function value) that would be obtained if only the high-

fidelity model was used (Peherstorfer et al., 2018). Recall from Section 2.4, a complete Multi-

Fidelity Model Management (MFMM) framework for outer-loop applications consists of an

amalgamation of several constituent processes:

1. Initial sampling of the associated design space(s).

2. Generation of initial surrogates using some appropriate modelling technique(s).

3. Optimisation using the constructed surrogates.

4. New points at which to evaluate data are identified according to some specified infill

criteria.

5. Surrogates are updated with new information.

6. Evaluation of accuracy/convergence criteria. If not met, return to step 4.

A graphical representation of the complete framework developed as part of this work is

shown in Figure 3.32. The framework consists of an outer-level management loop which

successively calls a hierarchy of generalised subroutines for surrogate model generation and

multi-fidelity correction. An advantage of this arrangement is the flexibility allowed during

problem formulation. For example, with generalised surrogate generation and correction

subroutines, any number of alternative/competing models may be specified for a particular

subsystem. Models themselves may have non-equal (or overlapping) input domains, and may

be time-phase specific or invariant. Sample points at which models are to be initially evaluated

may be supplied, or autonomously selected during the presented surrogate generation proced-

ure. Additionally, existing data may be supplied to augment the model generation process as

sets of corresponding input/output arrays. The framework itself is designed to be modular

where appropriate, such that alternative surrogate generation techniques and multi-fidelity

correction methods may be easily substituted.

3.2.1 Initial Surrogate Generation

To begin, the above correction techniques are successively applied to a low-fidleity sample

set selected using LHS and supplemented with a minimum of 2 samples of the expensive
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Figure 3.32: The complete integrated Multi-Fidelity Model Management (MFMM) framework.

The left-most section represents the outer-loop, including an initial pre-processing step where

surrogates are adaptively constructed to meet an acceptable accuracy criteria, and the optim-

isation loop, where surrogates are iteravely updated as the optimisation process progresses.

The middle section represents the multi-fidelity surrogate generation subroutine, where the

create/update action is itself a generic subroutine that accepts only lists of correlated input/out-

put data. Finally, the right-most section represents the multi-fidelity correction procedure,

where in this case the 3-stage approach is implemented. The framework is designed to be

modular such that alternative surrogate generation techniques and multi-fidelity correction

methods may be easily substituted.

high-fidelity function (such that an output gradient may be observed, required for the multi-

fidelity correction procedure to operate), taken at the boundary values of the input vector.

Boundary values are chosen with the assumption of a lower resulting likelihood of undesirable

extrapolation, given limited/no prior knowledge of the function response.

During each subsequent iteration, ’current’ surrogate models are generated/updated using the

resultant datasets. To adaptively select new points for high-fidelity evaluation, the sensitivity

of the current multi-fidelity approximation is considered. The total sensitivity ST i represents

the contribution of each input element xi to the output variance V (Y ) (Guenther et al., 2015):

ST i = EX−i(VXi(Y |X−i))/V (Y ) (3.54)

where VXi(Y |X−i) is the variance of the function f(x) = y, over all values ofXi = x with all

other variablesX−i = (x1, . . . , xi−1, xi+1, . . . , xk) held constant; and EX−i(VXi(Y |X−i)) is

the expectation of that variance over all values of X−i = (x1, . . . , xi−1, xi+1, . . . , xk).

Taking matrices A and B as independent draws of P random samples from the input domain,
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3.2. Multi-Fidelity Model Management Framework for Outer-Loop Applications

matrix AB is defined as:

A(i)
B = [A[, 1], . . . ,A[, i− 1],B[, i],A[, i+ 1], . . . ,A[, k]] (3.55)

where k is the number of independent variables xi, A[, j] with j = (1, . . . , i− 1, i+ 1, . . . , k)

represents the jth column of matrix A, and B[, i] represents the ith column of matrix B. The
total sensitivity is evaluated using the Monte Carlo approximation presented by (Jansen, 1999;

Saltelli et al., 2010):

ST i ≈

 1

2P

P∑
j=1

(
f(A)j − f(A(i)

B )j

)2 /V (Y ) (3.56)

V (Y ) =
1

P

P∑
j=1

(Yj − Ȳ )2 (3.57)

Global exploration is promoted by defining the following proximity-based relationship, with

bias determined by the model sensitivity relative to each input element:

d =

√√√√ k∑
i=1

S(i)T
(
x(i)H − x(i)c

)2
(3.58)

where the subscript c denotes a candidate point. Equation (3.58) is incorporated into the

following optimisation problem:

argmax
xc

d(x)

s.t. x ∈ [−1, 1]k
(3.59)

Thus at each iteration, a new sample may be selected from within the input domain at the

location furthest from each existing high-fidelity sample, with bias given to input vector

elements exhibiting a higher influence on the output response.

Particularly in problems where model evaluations are computationally expensive, stopping

criteria for preliminary sampling procedures are often defined by a specific budget of function

evaluations (Liu et al., 2018b). A more reliable method is to measure the successive relative

improvement (SRI) in model approximation via some error criteria (e.g. CV error, jackknifing

variance, relative absolute error (Kim et al., 2009) etc). In this study, the convergence of the

initial multi-fidelity surrogate is indicated by a series of behavioural tests, adapted from the

work of (Guenther et al., 2015):

• Indicator 1: Convergence is suggested by the stabilisation of sensitivity variability and

trend. If the difference between the mean sensitivities of the preceding iterations and the
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average of the mean sensitivities of the current iteration is within 3 times the value of

averaged standard error, variability has converged. Trend convergence is achieved when

the gradient term of a linear regression shows a change below a predefined tolerance

over a certain number of iterations, with an absolute value greater than 0.003.

• Indicator 2: To suggest that models of previous iterations are similar to the current

approximation, the average mean standard deviation should be greater than or equal to

a multiple (in this case, 3) of the standard deviation of the standard deviations.

• Indicator 3: Accurate representation of the desired function is suggested by the mean

absolute error of adaptively sampled points falling below a specified tolerance, in this

case < 10%, of the observed output range.

• Indicator 4: Convergence is suggested if 98.5% of the standardised errors of the adapt-

ively sampled points over previous iterations are within [-3,3].

3.2.2 Adaptive Sampling

Following the successful generation of initial multi/high-fidelity surrogates, the optimisation

process begins. The problem solution at each iteration determines the subsequent point to be

sampled, with the aim to maximise the improvement in surrogate prediction quality while

minimising the necessary number of samples (and thus cost). The proposed methodology

is functionally similar to a homogeneous Query-By-Committee (QBC) formulation (Seung

et al., 1992) (see Section 2.2.3.2), in that sampling is driven by response variances estimated

by alternative (competing) surrogates as a representation of prediction error. A symmetric

multi-response classification (Section 2.2.5.1) is adopted for the handling of multiple outputs

from a single function.

At each iteration, the state profile of the current solution is used to deconstruct the multi-

fidelity input domain into a series of discretised element specific hypercubes, focusing the

input-space towards the current solution. Each region is populated with a set of candidate

points selected via LHS (thus ensuring candidates are well-spaced, helping to avoid excessive

local exploitation (Gramacy and Lee, 2009)). As in the work of (Han et al., 2010), it is assumed

that competing surrogates will eventually converge to the same result given a sufficient number

of samples. Thus relative discrepancy is chosen as the primary driver. Each candidate point is

evaluated using the available surrogates and ranked according to:

x̂←max
1

k

nm∑
k=1

(y(k) − ȳ)2

s.t. di ≥ β ∗ d̄

di = |xi − x| (3.60)
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where nm is the number of alternative models and the additional distance penalty coefficient

β = 0.2 (as in (Zhou et al., 2016)), is imposed to further reduce the risk of sample clustering.

3.3 Chapter Summary

The overarching goal of this work is to contribute in part to a generalised framework supporting

multi-fidelity optimisation and optimal control problems. Accordingly, this work proposes

a complete MFMM framework in which surrogate generation and data correction methods

are implemented within a modular outer-level structure. Each subroutine is designed to be

applicable in a general sense, to enhance the flexibility and applicability of the framework. For

example, multiple alternative/competing models may be specified for a particular subsystem.

Models themselves may have non-equal (or overlapping) input domains, and may be time-

phase specific or shared across multiple phases. Sample points at which models are to be

initially evaluated may be supplied, or autonomously selected via the proposed surrogate

generation procedure. Additionally, existing data may be supplied to augment the model

generation process as sets of corresponding input/output arrays.
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Table 3.17: R2
values for each multi/single-fidelity method applied to each benchmark function. Reported are

the values at distinct levels of computational cost relative to problem dimensionality. All values are averaged over

100 independent runs, with standard deviation included in brackets.
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Table 3.18: Pearson’s correlation coefficient values for eachmulti/single-fidelity method applied

to each benchmark function. Reported are the values at distinct levels of computational cost

relative to problem dimensionality. All values are averaged over 100 independent runs, with

standard deviation included in brackets.
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Table 3.19: Surrogate generation times for each multi/single-fidelity method applied to each

benchmark function. Reported are the values at distinct levels of computational cost relative

to problem dimensionality. All values are averaged over 100 independent runs, with standard

deviation included in brackets.
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Table 3.20: Execution times for each multi-fidelity correction method applied to each bench-

mark function. Reported are the values at distinct levels of computational cost relative to

problem dimensionality. All values are averaged over 100 independent runs, with standard

deviation included in brackets.
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I
n this chapter, the complete multi-fidelity data correction, surrogate model generation

and Multi-Fidelity Model Management (MFMM) developed in Chapter 3 is applied to an

engineering test case involving a parameterised Unmanned Space Vehicle (USV). The contents
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of this chapter were largely reported in (Parsonage and Maddock, 2023). This example is

intended to demonstrate the efficacy of the proposed framework for efficiently incorporating

increased levels of simulation fidelity from multiple, competing sources into an early-stage

Multidisciplinary Design Optimisation (MDO) scenario.

USVs, such as the Boeing X-37B Orbital Test Vehicle (OTV), have been used to return experi-

ments from Low Earth Orbit (LEO) and are often considered as a test bed for the development

of future re-usable launchers, with particular emphasis on the key technologies enabling

atmospheric re-entry. The USV examined in this study is based on an idealised unpowered

waverider (Starkey and Lewis, 2000; Minisci and Vasile, 2013), with the goal of defining the

technical specifications for a small, relatively inexpensive technological demonstrator vehicle.

Of particular interest is the range of geometric configurations (and corresponding re-entry

trajectories) enabling the return of certain types of payload (e.g., delicate or time sensitive)

owing to the management of aerodynamic and/or thermal loads. The practicality of such a

vehicle is thus inherently dependant on the interaction between geometric configuration and

aerodynamic/aerothermal subsystems. Simulating the latter to facilitate numerical design

optimisation is traditionally more heavily limited by available computational resource. This

problem, therefore, is well suited for examining via a multi-fidelity approach.

In Minisci and Vasile (2013), the authors construct and adaptively update an ANN surrogate

of the vehicle’s aerodynamic response within a model management framework. The surrogate

is initially trained using only low-fidelity data obtained via a physics-based aerodynamic

simulation tool. The outer-loop Multi-Objective Optimisation (MOO) algorithm then cycles

through successive generations utilising the current surrogates to evaluate optimal trajectories.

Simultaneously, an external model management process actively monitors the status of the

current surrogates and schedules new evaluations from high-fidelity aerodynamic solver. New

datapoints are selected based on the density of data within the vicinity of the current set of

optimal trajectories. When new data is available, it is added to the training database with

all lower fidelity information within that vicinity removed from subsequent training. All

surrogates are then updated with the new database.

The approach presented here differs in that low-fidelity data, rather than being removed

as new high-fidelity data becomes available, is instead gradually corrected using the new

information, allowing a smoother progression towards global accuracy in the vicinity of the

current solutions. The correction process is decomposed into several distinct parametric/non-

parametric stages (see Section 3.1.2), each leveraging alternate aspects of the available model

responses. Globally approximating surrogates are constructed at each degree of fidelity (low,

mid, and high) via an automated hyper-parameter selection and training procedure (Section

3.1.3). The resulting hierarchy drives the optimisation process, with local refinement managed

according to a confidence-based multi-response adaptive sampling procedure, with bias given
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to global parameter sensitivities (see Section 3.2). The test vehicle under consideration is

subjected to a static/dynamic parameter optimisation for three separate single-objective

problems (Sections 4.3 and 4.4), representing relevant design conditions/criteria for high-level,

early stage multidisciplinary design. It is found that the proposed data correction process

facilitates increased efficiency in attaining a desired approximation accuracy relative to a

single-fidelity equivalent model. When applied within the proposed multi-fidelity management

framework, clear convergence to the objective optimum is observed for each examined design

scenario, outperforming an equivalent single-fidelity approach in terms of computational

efficiency and solution variability. Section 4.5 presents the associated cost savings, and

finally, Section 4.6 presents the conclusions and recommendations. The work presented in the

following chapter can be found in the following peer-reviewed publications:

• B. Parsonage and C. A. Maddock. Multi-stage Multi-fidelity Information Correction

for Artificial Neural Network Based Meta-modelling. 2020 IEEE Symposium Series on

Computational Intelligence, SSCI 2020, pages 950–957, 2020. doi: 10.1109/SSCI47803.2020.

9308255

• B. Parsonage and C. Maddock. A multi-fidelity model management framework for

multi-objective aerospace design optimisation. Frontiers in Aerospace Engineering, 2

(February):1–21, 2023. doi: 10.3389/fpace.2023.1046177

4.1 Multi-Fidelity Modelling

This section details the modelling strategies employed to represent the vehicle geometry and

aerodynamics, the latter via two alternative, competing levels of simulation fidelity.

4.1.1 Geometry Parametrisation

A waverider USV may be parameterised according to the 2D power law equations presented

by (Starkey and Lewis, 2000). The curvatures of the planform p and the upper surface u are

given by:

yp = Axn (4.1)

yu = B(zu)
n → zu =

(yu
B

) 1
n

(4.2)

where the exponent n ∈ [0, 1] and the positive scaling coefficients A and B are given by:

A = w/2Ln (4.3)

B = A/ tann(β) (4.4)
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(a) (b) (c)

Figure 4.1: Example geometric configurations of a waverider-based USV defined by (4.1)-(4.8)

(Starkey and Lewis, 2000). Orthogonal cross sections are shown aligning with the vehicle’s

(A) longitudinal x-axis, (B) lateral y-axis and (C) vertical Z-axis. The three examples included

in each subfigure represent the lower, middle and upper values of the vehicle design vector

d(l, w, n, θ, rN ).

where L and w are the vehicle length and width respectively and β is the shock angle. The

curvature of the lower surface with an attached shock is given by:

zl = x tan θ + (y/A)1/n(tanβ − tan θ) (4.5)

where θ is the wedge angle. Vehicle height h and the surface areas of the planform and base

sections Sp and Sb are given by:

h = L tanβ (4.6)

Sp = wL/(n+ 1) (4.7)

Sb = Sp tan θ (4.8)

The geometric design vector d is defined according to the following variable bounds (Minisci

and Vasile, 2013); vehicle length L ∈ [2.9, 4.2]m, width w ∈ [1, 2]m, exponent n ∈ [0.2, 0.7],

wedge angle θw ∈ [7, 11] deg and leading-edge radius rN ∈ [0.04, 0.06]m. The shock angle β

is held fixed at 12 deg. By parameterising in this manner, small variations in d can correspond

to significant change in the resulting geometry (Starkey and Lewis, 2000). Three examples,

representing the maximum, mean and minimum values of d, are shown in Figure 4.1.

4.1.2 Aerodynamics

Two distinct levels of fidelity are considered for the evaluation of the aerodynamic forces

acting on the vehicle during re-entry. Each is referred to respectively as ’high’ and ’low’

fidelity in primarily a relative sense, in that there exists a significant disparity across both

numerical complexity and computational cost between the two. Given the purposes of this

initial demonstrationweremore concernedwith any inherent disagreement between alternative
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models rather than their absolute accuracy, extended validation was considered outwith the

scope of this study.

4.1.2.1 Low-fidelity aerodynamics

Low-fidelity aerodynamics are computed using the Free Open Source Tool for Re-Entry of

Asteroids and Debris (FOSTRAD) under development at the University of Strathclyde (Mehta

et al., 2015; Falchi et al., 2017b). FOSTRAD discretises solid geometry into surface meshes

of triangular elements (panels), to which Local Surface Inclination (LSI) based methods are

applied. Modified Newtonian Theory and the Schaaf and Chambre analytic model are used

to approximate continuum and free-molecular aerodynamic coefficients respectively (Mehta

et al., 2015; Falchi et al., 2017a). Transitional regime aerodynamics, defined in (Mehta et al.,

2015) as 10−4 < Kn < 100, are approximated using a sigmoid (base 10) bridging function.

4.1.2.2 High-fidelity aerodynamics

High-fidelity aerodynamics are computed using the Stanford University Unstructured Code (SU2)

(Palacios et al., 2013). The 3-dimensional RANS equations are employed with a standard SST

turbulence model and a Finite Volume Method (FVM) discretisation. The JST scheme is used in

conjunction with a second-order scalar upwind discretisation and Venkatakrishnan’s limiter

to model convective fluxes. The gradients of the spatial flow variables, required to evaluate

viscous fluxes, are calculated using the Green-Gauss method with a CFL number of 1. The

linear system is solved using the GMRES method with an error tolerance of 10−10
and the

steady state solution is achieved using the Euler implicit method for time integration. A

Cauchy convergence criteria is applied to the Drag function after iteration 10. Convergence

is defined as the reduction of the residuals by five orders of magnitude with respect to their

initial values, within a maximum number of iterations fixed at 5,000.

4.1.2.3 Correlation

Table 4.1 summarises the general numerical correlation between both aerodynamics approx-

imations, where the coefficients of lift and drag, CL and CD , of the vehicle defined by design

vector d(L,w, n, θ, rN ) (Section 4.1.1) are estimated for the operational range defined by Mach

numberMa and angle of attack α:

2 ≤Ma ≤ 30

0o ≤ α ≤ 20o (4.9)

Of particular note, the values of Pearson’s correlation coefficient r2 is noticeably higher

relative to R2
. This suggests the two models share similar functional form but are more

significantly displaced in output space. This is in line with expectation, as despite differing
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(a) (b) (c)

Figure 4.2: Correlation between the coefficients of (A) lift CL and (B) drag CD , for (C) the
vehicle defined by d(L,w, n, θ, rN ) = [3.55, 1.5, 0.45, 9, 0.05] relative to Mach numberMa
and Angle of Attack α.

levels of simulation complexity, both aim to represent the same physical process and thus an

appreciable level of similarity would be expected.

Property Value [CL, CD]

RRMSE 1.075, 1.331

RMAE 2.872, 3.074

R2
43.45%, 42.00%

r2 85.53%, 96.67%

Table 4.1: Numerical accuracy of the low-fidelity model relative to the high-fidelity counterpart.

Figure 4.2 shows the response surface of the coefficients of lift and drag, CL and CD , for the

vehicle configuration: L = 3.55m, w = 1.5m, n = 0.45, θ = 9deg and rN = 0.05m for the

operational range given by (4.9). In this case, the low-fidelity model can be seen to generally

over-predict the aerodynamic response, particularly at higher angles of attack. Furthermore, as

the low-fidelity model includes no specific flow modelling, the functional form (predominantly

of CL) as Mach number increases is notably simpler than that of the high-fidelity model.

Regardless, the general agreement in form is seen to be quite good, thus conforming to the

overall metrics presented in Table 4.1.

4.1.3 2D/3D Geometry Meshing

The open source meshing tool GMSH (v4.6.0) (Geuzaine and Remacle, 2009), incorporating

the OpenCascade geometry kernel, is selected for mesh generation. Equations (4.1), (4.2) and

(4.5) are used to define the base section and leading edge profile according to the user input

vector d. A solid surface .stl mesh may then be generated and exported.

To produce a volume mesh suitable for CFD analyses, a half-cylindrical far-field with semi-

spherical input/output caps is created around the surface mesh, with the y-symmetry plane
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(a)

(b)

Figure 4.3: An example of the far-field volumetric mesh used for CFD (high-fidelity) simulation,

where (A) gives the dimensions relative to vehicle length L (Leifsson et al., 2016) and (B)
shows the resulting unstructured mesh, concentrated around the vehicle body surface.

bisecting the vehicle geometry along the longitudinal axis, see Figure 4.3. A single volumemesh

is thus created via Boolean subtraction. A simplified boundary mesh definition is incorporated

by specifying a vehicle-centered bounding box with internal and external mesh element sizes

of 0.025m, and 10m respectively, with a transition gradient layer of thickness t = 20m. The

vehicle surface mesh is comprised of between 3500 and 8000 vertices and between 7500 and

17000 triangular elements. Likewise, the CFD volume mesh of between 60,000 and 200,000

nodes and 400,000 and 1,400,000 elements. Input, output, far-field and vehicle surfaces are

labelled accordingly. The complete volume mesh is exported in the native SU2 format.

4.2 Multi-Fidelity Data Correction

In an earlier version of this work, Parsonage and Maddock (2020) presented an isolated test

of the proposed response correction functions for a series of fixed geometric designs as well

as the complete input domain as described in Section 4.1. This section presents a similar

demonstration, though extends the range of high-fidelity sampling and focuses on more
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comparative continuous metrics, including consideration of the variance exhibited by each

approach. This section is included to further demonstrate the efficacy of the proposed multi-

fidelity correction methods prior to the commencement of the engineering test case comprising

the main subject of this chapter.

The coefficients of lift and drag,CL andCD , for the vehicle defined by design vectord(L,w, n, θ, rN )
(Section 4.1.1) are predicted for the operational range defined by Mach number 2 ≤Ma ≤ 30,

angle of attack 0o ≤ α ≤ 20o and altitude 103m ≤ h ≤ 105m. Sample sets ofM low-fidelity

points and N high-fidelity points are selected according to Section 3.1.1, whereM = 30din

(given that the cost of the low-fidelity model is relatively low) and N is increased in regular

increments from 2 to 40. All samples sets are generated via LHS. For each value of N , the

corrected predictions of CL and CD are evaluated against an independent testing set ofM

high-fidelity responses. As for the numerical tests presented in Section 3.1.4, several corrective

process variants are considered, where the stages - Parametric (P), Relative (R) and Additive

(A) - are applied individually and in sequential combinations. Figures 4.4 and 4.5 show the

values of RMAE, RRMSE and R2
across all values of N for both responses, averaged over

100 separate analyses. Included for reference are the corresponding values of the low-fidelity

model, and of a single-fidelity surrogate model trained only on the set of N high-fidelity

responses available at the current iteration. This model thus represents the baseline above

which the multi-fidelity surrogate must perform.

Considering the responses of both CD and CL, a clear hierarchy can be observed between

method variants. Within this hierarchy, the performance of each process largely conforms

to the behaviour observed for the numerical tests presented previously in Section 3.1.4. For

instance, the single stage methods exhibit significant limitations in attainable correction quality.

The P-stage is limited by the simplistic nature of the defining parametric operation, and thus

while initially offering a strong correction (due to the relatively high model correlation), the

effectiveness of successive samples exponentially decreases. In a similar manner, the R-stage is

limited by the inherent complexity of the low-fidelity model, and the A-stage demonstrates an

increase in correction quality proportional to N , albeit remaining poor at lower values of N .

Again conforming to expectation, applying stages in selected sequential combinations (PR, RA,

and PA) is seen to alleviate some of these limitations. For example, preconditioning with the P-

stage both improves the converged value of the R-stage and the correction quality/stability for

the A-stage at lower values of N . In a similar manner, the RA method both reduces correction

instability of the A-stage and the premature convergence of the R-stage. Of note here is that

unlike the others, the R-stage does not explicitly aim to reduce sample point discrepancy, and

thus is effective as a pre-conditioner to the A-stage. Furthermore, the sequential combination

of the P-stage and A-stage is perhaps inefficient for this case, as both are driven by sample

point discrepancy. Thus in any combination, the elimination of sample point error renders the
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(a) (b) (c)

Figure 4.4: Performance metrics of the Parametric (P), Relative (R) and Additive (A) corrective

stages applied individually and in sequential combinations for the USV Coefficient of Lift

CL relative to the number of high-fidelity evaluations, where (A) is the RMAE (B) is the
RRMSE and (C) is the Coefficient of Determination R2

. Included for reference are the error

values of the low-fidelity model, and a single-fidelity surrogate trained only on the available

high-fidelity samples at each iteration.

other obsolete, largely undesirable when the true response is not yet fully represented. The

most appropriate sequence thus includes all 3 stages, arranged PRA, which can indeed be seen

to offer the strongest correction quality for both cases.

As before, the single-fidelity surrogate offers the poorest prediction at lower values of N ,

but tends to exceed the multi-fidleity approaches above some critical number of high-fidelity

samples Ncrit. The value of Ncrit can be seen in this case to be around 38 and 18 samples for

CL and CD respectively. The significant difference between responses is perhaps surprising

given the similar level of correlation between models (see Section 4.1.2.3).

The variance in corrective quality was additionally examined as a further extension to the

work presented in (Parsonage and Maddock, 2020). Figures 4.6 and 4.7 show the variance in

RRMSE observed for each correction stage configuration forCL andCD respectively. Increased

variance is observed for each method utilising a neural network (i.e. non-deterministic) stage.

Whilst the collaborative effects of each method on prediction quality variance seem to follow

the same general behaviour as previously discussed, of particular interest is that even after

Ncrit has been reached, there still exists notable variation in the prediction quality of the

single fidelity surrogate, likely due to the combination of limited available samples and a lack

of any deterministic pre-processing stage(s).
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(a) (b) (c)

Figure 4.5: Performance metrics of the Parametric (P), Relative (R) and Additive (A) corrective

stages applied individually and in sequential combinations for the USV Coefficient of Drag

CD relative to the number of high-fidelity evaluations, where (A) is the RMAE (B) is the
RRMSE and (C) is the Coefficient of Determination R2

. Included for reference are the error

values of the low-fidelity model, and a single-fidelity surrogate trained only on the available

high-fidelity samples at each iteration.

Figure 4.6: Variance in RRMSE of the Parametric (P), Relative (R) and Additive (A) corrective

stages applied individually and in sequential combinations for the USV Coefficient of Drag CL
relative to the number of high-fidelity evaluations. Included for reference is the corresponding

performance of the single-fidelity surrogate trained only on the available high-fidelity samples

at each iteration.

4.3 Optimisation

This section briefly describes the system dependant processes, problem formulation and

settings for the numerical solver.
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Figure 4.7: Variance in RRMSE of the Parametric (P), Relative (R) and Additive (A) corrective

stages applied individually and in sequential combinations for the USV Coefficient of Drag CD
relative to the number of high-fidelity evaluations. Included for reference is the corresponding

performance of the single-fidelity surrogate trained only on the available high-fidelity samples

at each iteration.

4.3.1 System Models

The following system models are incorporated into the optimisation problem formulation, in

addition to the geometric and aerodynamic model definitions given in Section 4.1.

4.3.1.1 Environment

The Earth is modelled as an oblate spheroid based on the WSG-84 model. The gravitational

field is modelled using 4th order spherical harmonics (accounting for J2, J3 and J4 terms) for

accelerations in the radial gr and transverse gt directions. Atmospheric conditions (temperature

Tatm, pressure Patm, density ρatm and speed of sound c) are modelled using the Standard

US76 global static atmospheric model.

4.3.1.2 Configuration

Geometric characteristics of the vehicle are taken as presented in Section 4.1. The total mass of

the vehicle is comprised of the structural massmstructure, the mass of the thermal protection

systemmTPS and the mass of the payload (e.g. avionics and power systems)mpayload:

mtotal = mstructure +mTPS +mpayload (4.10)
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The structural mass is given by:

mstructure = ρbody(2Sp + Sb) ∗ tshell (4.11)

where Sp and Sb are the surface areas of the planform and base sections respectively, and

assuming a titanium frame of density ρbody = 4400kg/m3
and shell thickness tshell of 5mm.

The mass of the TPS, chosen as 3mm thick Zirconium Diboride, ρTPS = 6000kg/m3
, is taken

as:

mTPS = mnose +mskin (4.12)

where the mass of the nosemnose is:

mnose = ρTPSVnose (4.13)

and the mass of the TPS skin covering the remainder of the vehiclemskin:

mskin = ρTPSSTPStTPS (4.14)

where STPS is the surface area of the vehicle excluding the nose section, approximated by:

STPS = 2Sp + Sb − 2Sn (4.15)

where Sn is the surface areas of the nose section. The payload massmpayload is assumed 40%

of the structural mass:

mpayload = 0.4mstructure (4.16)

The vehicle ’nose’ section length is defined as 0.1L, with a corresponding volume Vn approx-

imated as:

Vn =
wnL

2
n tan θ

(n+ 1)(n+ 2)
(4.17)

4.3.1.3 Aerodynamics

Aerodynamic evaluation may be performed using either the low- or high-fidelity solvers

introduced in Section 4.1.

4.3.1.4 Aerothermodynamics

For this simplified analysis, it is assumed that the peak heat flux exists at the vehicle nose

section (Minisci et al., 2011). The convective heat flux is evaluated using the analytical formula

as given by (Anderson Jr, 2006):

q̇conv = Ke

√
ρ∞
rN

v3 (4.18)

where Ke = 1.742e−4
for q̇conv[W/m

2], rN is the radius of curvature of the nose leading

edge, v is the vehicle velocity and ρinf is the free-stream (atmospheric) density.
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4.3.1.5 Dynamics

A 3-DOF dynamic model expressed in an Earth Centred Earth Fixed (ECEF) reference frame is

used. The state vector is comprised of the spherical coordinates for position r = [r, λ, θ] and

velocity v = [ν, γ, χ], where r is the radial distance, (λ, θ) are the latitude and longitude, ν is

the magnitude of the relative velocity vector directed by the flight path angle γ and the flight

heading angle χ.

ṙ = ν sin γ (4.19)

λ̇ =
ν cos γ cosχ

r
(4.20)

θ̇ =
ν cos γ sinχ

r cosλ
(4.21)

ν̇ =
FT (τ) cosα−D(α)

m
− gr sin γ + gt cos γ cosχ

+ω2
Er cosλ(sin γ cosλ− cos γ cosχ sinλ)

(4.22)

γ̇ =
1

ν

(
FT (τ) sinα+ L(α)

m
cosβ − gr cos γ − gt sin γ cosχ

)
+
ν

r
cos γ

+
ω2
Er

ν
cosλ(sin γ cosχ sinλ+ cos γ cosλ) + 2ωE sinχ cosλ

(4.23)

χ̇ =
1

ν cos γ

(
FT (τ) sinα+ L(α)

m
sinβ − gt sinχ

)
+
v

r
cos γ sinχ tanλ

+ω2
Er

sinχ sinλ cosλ

ν cos γ
+ 2ωE(sinλ− tan γ cosχ cosλ)

(4.24)

α̇ =
∂α

∂t
(4.25)

In this case, the thrust force FT = 0 and angle τ = 0deg. No out-of-plane movement is

considered, thus bank angle β = 0deg.

4.3.2 Problem Formulation

A generic optimal control problem may be formulated as follows (Ricciardi et al., 2019):

min
u∈U, b∈B

J

s.t. ẋ = F(x,u, b, t)

g(x,u, b, t) ≤ 0

ψ(x0,xf , t0, tf , b) ≤ 0

t ∈ [t0, tf ]

(4.26)

where J = [J1, . . . , Jm]
T
is a vector of objectives Ji each a function of the state vector

x : [t0, tf ] → Rn, control variables u ∈ L∞(U ⊆ Rnu
, static parameters b ∈ B ⊆ Rnb

and time t. The functions x(t) belong to the Sobolev spaceW 1,∞
while the other objective
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functions are Ji : R3n+2 × Rnu × Rnb → R. The objective vector is subject to a set of

dynamic constraints with F : Rn × Rnu × Rnb × [t0, tf ] → Rn, algebraic constraints g :

Rn × Rnu × Rnb × [t0, tf ]→ Rng
and boundary conditions ψ : R2n+2 × Rnb → Rψ .

The problem considered in this chapter has two major constituents. The first is a time-

dependant problem considering the optimal trajectory of the vehicle given a finite set of

controllable parameters. This constitutes a a standard OC problem as described later in Section

5.1. The second considers the optimisation of the set of time-independent (static) parameters

defining the vehicle shape/configuration. This constitutes a more traditional engineering

design problem. Table 4.2 lists the bounds, initial and final conditions of the primary problem

variables. The time-dependant vehicle state is defined using a fixed initial condition and

bounded final condition, all within global bounds. Similarly, the time-independent design

variables and the single control variable are defined using global bounds and an initial guess

at the midpoint for each element. The list of static variables includes the set of design

variables d(l, w, n, θ, rN ) as well as three slack variables (q̇conv)max, amax and qmax defining

themaximum acceptable values of the heat flux, acceleration and dynamic pressure respectively,

such that b = [d, (q̇conv)max, amax, qmax]. These variables are used to define additional path

constraints such that the obtained trajectories are confined within these operational bounds:

q̇conv(x,u, b, t) ≤ (q̇conv)max (4.27)

q(x,u, b, t) ≤ qmax (4.28)

a(x,u, b, t)(1,3) ≤ amax (4.29)

Three problem objectives are considered, each requiring a distinct degree of aerodynamic

performance; the minimisation of peak convective heat flux experienced during re-entry q̇conv ,

the minimisation of total time required to reach terminal conditions tf , and the minimisation

of the peak dynamic pressure q:

J1(b) = (q̇conv)max (4.30)

J2(tf ) = tf (4.31)

J3(b) = qmax (4.32)

Each problem is subject to path constraints (Eqs. (4.27)-(4.29)) on convective heat flux q̇conv ,

axial and transverse acceleration a(1,3) = [ax, az] and dynamic pressure q. The time domain of

the problem is defined within a global upper lower bound t ∈ [0, 6500], containing a bounded

final condition tf ∈ [500, 6500] and a fixed initial condition of t0 = 0. The computational

206



4.3. Optimisation

resource required to converge in each case is examined using both the MFMM framework and

an equivalent single-fidelity (SF) approach.

Parameter Bounds Initial Final

State variables Altitude [m] [15000, 100000] 100000 [15000, 25000]

Velocity [m/s] [100, 10000] 7700 [900, 1100]

Flight path angle [deg] [-80, 10] -0.3 [-80, 10]

Heading angle [deg] [0, 225] 145 [0, 225]

Latitude [deg] [-90, 90] 68 [-90, 90]

Longitude [deg] [-180, 180] 21 [-180, 180]

Angle of attack [deg] [0, 20] 0 [0, 20]

Static variables Length [m] [2.9, 4.2] 3.5 –

Width [m] [1, 2] 1.5 –

Exponent [0.2, 0.7] 0.45 –

Wedge angle [deg] [7, 11] 9 –

Nose radius [m] [0.04, 0.06] 0.05 –

Peak heat flux [W/cm
2
] [0, 500] 200 –

Peak acceleration [m/s
2
] [0, 19.6] 19.6 –

Peak dynamic pressure [kg/m
2
] [0, 20000] 20000 –

Control variables Control rate ∂α/∂t [deg/s] [-0.1, 0.1] 0 –

Time Total time [s] [0, 6500] 0 [500,6500]

Table 4.2: Optimisation parameters.

The problem is solved using the in-house, open source Multi-Objective Direct Hybrid Optimal

Control (MODHOC) (Ricciardi and Vasile, 2018) algorithm, incorporating the presented multi-

fidelity management framework. MODHOC transcribes the optimisation problem into a NLP

problem via the DFET method (Vasile, 2010b).

4.3.3 Numerical Settings

Each problem is considered as a single time phase, with boundary conditions given in Table 4.2

and discretised into 6 finite elements. States and controls are represented by element specific

9th order Bernstein polynomials, giving 496 total optimisation parameters (60 control, 427

state and 9 static). Single objective optimisation was completed using the gradient based solver

fmincon with a Sequential Quadratic Programming (SQP) algorithm. Limits of 1000 objective

function evaluations and 100 outer level iterations were imposed for each run. The maximum

function, constraint violation and step tolerances are set at 1e-9, 1e-12 and 1e-12 respectively.
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(a) (b) (c)

Figure 4.8: Geometric design solutions obtained using only high-fidelity aerodynamic model.

The single objective in each case is the minimisation of (A) peak convective heat flux at the

vehicle nose (q̇conv)max (B) the total time taken to reach terminal conditions tf and (C) the
peak dynamic pressure experience during re-entry qmax.

4.4 Results

4.4.1 High/Low-Fidelity Solutions

As a reference, the problem was first solved for each objective using pre-constructed well-fit
1

surrogate approximations of the high-fidelity and low-fidelity aerodynamic models. The

optimal designs for each single-objective problem, relative to fidelity level, are given in Table

4.3. Figures 4.8 and 4.9 show the geometry and state trajectories for each problem solved using

the high-fidelity aerodynamic model.

Level Objective L [m] w [m] n θn [deg] rN [m] m [kg] J

high-fidelity min (q̇conv)max 3.3517 2.0 0.4506 11.0 0.06 515.10 1.79292e6 W/m2

min tf 2.9 2.0 0.2 11.0 0.06 553.49 1215.4 s
min qmax 3.0785 1.885 0.2507 10.9802 0.0564 528.84 16006.2 kg/m2

low-fidelity min (q̇conv)max 2.9 2.0 0.2 10.5720 0.06 549.79 1.36021e6 W/m2

min tf 2.9 2.0 0.2 7.0 0.06 519.33 1724.65 s
min qmax 2.9311 1.968 0.2144 7.4468 0.0598 513.56 16006.2 kg/m2

Table 4.3: High/Low fidelity solution summary.

As a general theme, the optimiser favours shorter, wider vehicles with larger values of leading

edge radius (the latter likely due to the significant effect on peak heating). The primary

difference between solutions is then the resulting mass of each vehicle, driven by the shape

exponent value n. This is possibly a result of an attempt to maximise effective lifting surface

whilst incurring minimal mass penalty. The effects may be seen in the high-fidelity trajectory

solutions, where the lighter vehicles utilise greater proportions of high altitude gliding to

dissipate excess energy, ultimately allowing a gentler descent through the denser regions

of the atmosphere. In contrast, the heavier solution (minimum tf ) exhibits a rapid descent

through the upper regions of the atmosphere before utilising larger drag forces to decelerate

as air density increases.

Similar contrasts can be seen in the angle of attack profiles. Theminimum tf solutionmaintains

1

i.e. using LHS selected sampling sets of size ns = 30ninput, trained using the procedure described in Section

3.1.3 to R2 > 99.5.
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Figure 4.9: Dynamic state solutions obtained using only the high-fidelity aerodynamic model.

The objective functions considered are the minimisation of peak convective heat flux at the

vehicle nose (q̇conv)max, the total time taken to reach terminal conditions tf and the peak

dynamic pressure experience during re-entry qmax.

close to 0deg during the initial descent, before flaring to 10deg at around 60km in order to

decelerate within the aerodynamic loading constraints. The minimum (q̇conv)max solution

displays an almost constant saturation at the maximum allowable value of 20deg, suggesting

that this bound is imposing a significant constraint on the available solution. While at this

incidence, the stagnation point for convective heat transfer is likely located at the vehicle

nose (Minisci et al., 2011), allowing the vehicle to reach more realistic values (40-45deg) would

possibly shift this point further down the lower surface, and thus require more sophisticated

aero-thermodynamic modelling. In the case where aerodynamic heating is less of a constraint,

the optimiser appears to correlate a smaller leading edge radius with improved hypersonic

209



4.4. Results

Figure 4.10: Dynamic state solutions obtained using only the low-fidelity aerodynamic model.

The objective functions considered are the minimisation of peak convective heat flux at the

vehicle nose (q̇conv)max, the total time taken to reach terminal conditions tf and the peak

dynamic pressure experience during re-entry qmax.

aerodynamic performance.

4.4.2 Multi-Fidelity Solutions

The proposed framework is used to solve each single-objective problem. Each analysis is ter-

minated upon reaching a designated maximum number of allowable high-fidelity evaluations,

Nmax = 40. Figures 4.11 and 4.12 show the convergence of each problem solution relative

to the number of samples, where the latter utilises only a single-fidelity surrogate. In this

case, the model is generated using direct non-adaptive sample sets of size N . The solutions

obtained when using only the low-fidelity and high-fidelity models respectively are included
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(a) (b) (c)

Figure 4.11: Objective function convergence when using the multi-fidelity surrogate manage-

ment framework, where the objective functions considered are the minimisation of (A) peak
convective heat flux (q̇conv)max, (B) total time taken to reach terminal conditions tf and (C)
the peak dynamic pressure experienced during re-entry qmax.

(a) (b) (c)

Figure 4.12: Objective function convergence when using a single-fidelity aerodynamic surrog-

ate trained only on the available high-fidelity samples. The objective functions considered are

the minimisation of (A) peak convective heat flux (q̇conv)max, (B) total time taken to reach

terminal conditions tf and (C) the peak dynamic pressure experienced during re-entry qmax.

for reference.

In each case, the multi-fidelity optimisation demonstrates convergence to the high-fidelity

optimum. The single-fidelity method achieves reasonable convergence for the min peak q̇conv

and min qmax cases, though fails to show similar performance for the min tf case. While

it is possible that outwith the limited number of high-fidelity model evaluations considered

the single-fidelity surrogate would indeed allow convergence to the ’true’ solution, it can

nonetheless be seen that the model management framework does so within a reduced com-

putational cost. Furthermore, the multi-fidelity solution is seen to offer a reduced measure

of uncertainty compared with the single-fidelity alternative. Disproportionate variation rel-

ative to the expected surrogate accuracy (see Section 4.2) is likely the result of a cascading

effect driven by the inherent randomisation within the model training procedure i.e. slight
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differences in approximation encourage the optimiser to converge on a significantly altered

solution. Intuitively, this issue would appear to be more prevalent for the surrogates built on

limited datasets (and thus altogether less reliably representative of global trends), as is the case

for the single-fidelity surrogate. The multi-fidelity surrogate however, whilst incorporating

the same amount of high-fidelity data, is trained using a comparatively larger dataset of

unique points given the inclusion of supplemental low-fidelity data during the information

correction process. Thus it would be expected that the multi-fidelity surrogate would exhibit

proportionally less variation between successive updates. A consequential implication is that

although a given iteration above such a ’critical value’ of N (see Section 4.2) may generate a

single-fidelity surrogate of higher measurable accuracy than the multi-fidelity counterpart,

it’s use within an iterative refinement scheme may still yet be misleading given the remaining

probabilistic uncertainty in current and future iterations.

Less definite convergence is seen when examining the progression of the vehicle design

vector d(L,w, n, θ, rN ). For example, Figure 4.13 shows the average component values of

d(L,w, n, θ, rN ) relative to the number of high-fidelity samples N for both the model man-

agement approach and the single-fidelity approach. It can be seen that the vehicle width w,

wedge angle θ and leading edge radius rN design parameters tend to reasonably adherence to

the high-fidelity solution within the prescribed budget, with length L and exponent n values

showing only weak convergence trends at best. Nonetheless, it is observed that in all cases, the

model management framework can be said to facilitate convergence upon the ’true’ solution

in less high-fidelity evaluations than the equivalent single-fidelity approach, if indeed the

latter converges at all within the allotted budget.

In all cases however, the probability of variation in each design variable is much higher than

observed for the corresponding objective function. Particularly in cases that exhibit a strong

objective convergence with respect to N , the disparity across the design vector d suggests

that the sensitivity (or lack thereof) of the problem objective function to a particular design

variable has a significant impact on the correction procedure. For example, Figure 4.14 shows

the distribution of vehicle length L relative to N for both multi-fidelity and single-fidelity

approaches. Though the average value tends to converge on the ’true’ value in less high-fidelity

samples than the equivalent single-fidelity method, at the final iteration there still exists a

significant interquartile range, and may indeed still saturate almost to either minimum or

maximum bound. This is supported via a closer examination of the sensitivities of the low-

fidelity and high-fidelity models. Table 4.4 lists the total contribution of each input variable,

including all interactions with other variables, to the variance of each output for both the

low-fidelity and high-fidelity models. These values were calculated using the formula for

total sensitivity given by Eq. (3.56) in Section 3.2.1 (Jansen, 1999; Saltelli et al., 2010). A clear

dominance of the angle of attack α on the function responses compared to the remaining
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input variables is seen, supporting the conjecture that design vector sampling has been largely

overshadowed by the predominance of the Angle of Attack on aerodynamic response. This then

raises the question that, despite the cost savings achievable via a sensitivity-biased sampling

approach, if the ’less important’ variables are more relevant to design/mission performance

via a different subsystem, there then may exist a functional disconnect within the optimisation

process, potentially compromising the obtained results.

However, the obvious solution here is to then incorporate this different subsystem into the

optimisation problem, such as to introduce a driver for the variables not as important to the first

subsystem. This could be achieved through the use of one of several Multidisciplinary Design

Optimisation (MDO) architectures, or perhaps more simply, the reformulation of the problem as

a Multi-Objective Optimisation (MOO) problem. For example, considering the current problem,

an additional subsystem could be one broadly representing the production/operational costs

of the subject vehicle, including (for instance) material costs, launch costs (dependant on the

vehicle mass) or manufacturing costs (related to the time required to produce the vehicle).

These costs are then more inherently dependant on the vehicle design parameters. Thus if

any of the previously presented optimisation problems were converted into a MOO problem

with an additional objective to minimise the production costs of the vehicle, it is likely that

the resulting surrogate would demonstrate a higher global accuracy (a result of increased

spreading of additional samples) with respect to its input parameters.

Input LF HF
Variable CL CD CL CD

M 5.5159e-3 2.4265e-4 3.4315e-2 1.7561e-2

α 9.0887e-1 9.1943e-1 7.4819e-1 9.1166e-1

L 7.4432e-4 1.3480e-3 5.6945e-2 8.3851e-6

w 5.8889e-4 2.4266e-3 1.6004e-2 1.0273e-2

n 6.0094e-4 1.2420e-2 5.4573e-2 3.6097e-3

θ 9.3243e-2 8.2324e-2 1.2155e-1 8.4129e-2

rN 2.3512e-3 1.1366e-3 5.2708e-3 7.5035e-4

Table 4.4: The total contribution of each input variable, including all interactions with other

variables, to the variance of each output for both the low-fidelity and high-fidelity models

(where N ≈ 34e3) (Jansen, 1999; Saltelli et al., 2010).

4.4.3 K-fold Cross-Validation Error

To briefly demonstrate the surrogate quality achieved via the proposed methodology during the

optimisation process, Figure 4.15 shows the kCVE recorded for each multi-fidelity aerodynamic

surrogate, relative to each test case. Of note is that the relative improvement in kCVE is largely

independent of the particular objective function considered.

213



4.5. Cost

Figure 4.13: Averaged values of vehicle design vector d(l, w, n, θ, rN ) relative to the num-

ber of available high-fidelity samples during the optimisation process, where the objective

function considered is the minimisation of peak convective heat flux (q̇conv)max. The black
line represents the results obtained using the multi-fidelity management framework. The

red line represents those obtained using only a single-fidelity aerodynamic surrogate trained

on the available high-fidelity samples. Included for reference are the values obtained when

solving the prescribed problem using only the low-fidelity and high-fidelity aerodynamic

models respectively.

4.5 Cost

With regards to the presented application, the goal was to demonstrate the cost savings offered

by the proposed multi-fidelity approach. This section presents a brief cost report considering

the framework as a whole. The presented results were obtained over 100 independent runs
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(a) (b)

Figure 4.14: Distribution values of the vehicle exponent n relative to the number of high-

fidelity evaluations when solving for the minimum peak convective heat flux (q̇conv)max using
(A) the multi-fidelity management framework and (B) the equivalent single-fidelity surrogate.

(a) (b)

Figure 4.15: kCVEs recorded for the multi-fidelity surrogates of (A) Coefficient of Lift CL
and (B) Coefficient of Drag CD when solving for each prescribed objective function using the

multi-fidelity model management framework.
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Mode Objective init. SM gen.* [s] init. guess gen. [s] optimisation [s] SM update* [s]

multi-fidelity min (q̇conv)max 355.5 (111.6) 245.1 (997.3) 78.8 (217.4) 54.5 (8.9)

min tf 383.5 (125.0) 218.7 (833.1) 41.7 (158.5) 56.1 (11.1)

min qmax 438.3 (139.8) 234.4 (938.5) 15.1 (135.7) 56.1 (10.8)

single-fidelity min (q̇conv)max 18.5 (4.4) 2396 (1954) 334.3 (636.6) -

min tf 18.8 (5.6) 2383 (2036) 694.0 (1154.8) -

min qmax 19.2 (4.7) 2410 (2019) 201.6 (584.8) -

*not including high/low-fidelity model execution time

Table 4.5: Average execution times for the primary stages of the multi-fidelity optimisation

process. Included for reference are the corresponding values for the single-fidelity process.

Standard deviations for each are included in brackets.

using a 2.5GHz Intel(R) Core(TM) i5-7200 CPU with 8GB RAM.

The average execution times (with standard deviations included in brackets) recorded for a

single run of the aerodynamic solvers FOSTRAD and SU2 were 17.21s (4.96s) and 6165s (4077s)

respectively. Geometry generation using GMSH accounted for an additional 12.24s (4.1s) for a

2D surface mesh and 34.43s (11.19s) for a 3D volume mesh. The average run-time of a trained

ANN surrogate was found to be 1.0388e-4s (4.7078e-04s).

Table 4.5 presents the execution times required by each stage of the optimisation process.

Included where appropriate are the corresponding values for the single-fidelity process using

only high-fidelity function evaluations. A number of significant disparities can be seen.

Firstly, the generation of initial surrogates takes much longer for the multi-fidelity managed

approach due to the iterative initial sampling procedure, terminating only when the surrogates

have reached acceptable quality. The single-fidelity approach in contrast simply generates

surrogates following simple one-shot sampling. Furthermore, this procedure is performed only

once during the multi-fidelity process, wheres the single-fidelity results are representative

of the time taken each iteration. Secondly, the multi-fidelity managed procedure is an order

of magnitude faster when generating the initial guess to be supplied to the optimiser and

subsequently converging on an optimal solution. This is in part due to the higher quality of

the multi-fidelity surrogate models given the extended sampling and training procedures in

operation, but also likely given the stability in variation as a result of the proposed correction

process, discussed previously in Section 4.2. Finally, the reported times for surrogate update

are representative of the time taken to adaptively select new sample points for multi-fidelity

correction, and the subsequent update of the current set of surrogates.

Considering the complete process, Figure 4.16 shows the total execution time of the multi-

fidelity management framework and the single-fidelity optimisation process for each of the

examined test cases. In each case, the multi-fidelity management framework is seen to facilitate

convergence to the high-fidelity solution at a increased rate relative to the single-fidelity

approach.
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(a) (b)

(c)

Figure 4.16: Total execution times of the multi-fidelity management framework and the single-

fidelity optimisation process for the (A) minimum peak heat flux (q̇conv)max, (B) minimum

time tf and (C) minimum dynamic pressure qmax test cases.
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4.6 Conclusion

This chapter has demonstrated an approach to incorporate increased levels of simulation

fidelity into a vehicle design optimisation problem within a minimised cost budget. Alternative

aspects of low-fidelity data were used to facilitate an information correction process, with

configurable alternatives compared in terms of available accuracy and computational cost.

It was found that the sequential application of corrective stages allows a greater attainable

approximation accuracy relative to a single-fidelity equivalent model for a set number of high-

fidelity samples up to some critical value. The effectiveness of such correction is generally

found to be proportional to the ratio Ncrit/Nlocal.

This approach was then applied to predict the aerodynamic response of a parametrised

waverider subjected to a static/dynamic parameter optimisation. Correction quality of the

resulting surrogate was found to be consistent across the input domain, though naturally

decreasing with dimensionality. Clear convergence to the optimum was observed via the

proposed multi-fidelity management framework for each of three examined single-objective

problem variants, in two cases significantly outperforming the equivalent single-fidelity

solution in terms of number of required high-fidelity samples. In these cases, objective function

convergence occurred both faster and with higher stability, as the constituent surrogates were

less susceptible to destructive updates from additional samples.

An observed limitation was that the convergence of the static design solution was far less

consistent, likely a result of the sensitivity based adaptive sampling approach tending to favour

variables exhibiting a larger influence on the surrogate output parameters. Whilst limiting in

this case, a logical mitigation strategy would be to incorporate additional objectives into the

optimisation problem such as to introduce a design driver for the variables not as important to

the original objective. The result would be a more balanced sampling strategy, simultaneously

favouring variables important to any (or multiple) objective(s). This could also be achieved

through the use of one of several Multidisciplinary Design Optimisation (MDO) architectures.

Another slight limitation was that only minor differences in zero- and first-order surrogate

approximation (a result of the random initialisations present in the ANN-based modelling)

were capable of significantly altering the resulting solutions. This was seen most prevalently

in the single fidelity networks (though to some degree affecting all networks trained on very

limited datasets), with the multi-fidelity networks largely reducing the effects of this behaviour,

albeit not completely eliminating it.

A final disadvantage of this approach arguably stem from the attempted generalisation, in that

the assumption of no a priori knowledge is perhaps unfounded for most real-world applications.

In this case, multi-fidelity approaches more tailored to the concerned physical process(es) may
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achieve higher performance. However, a definitive advantage of the proposed framework

and methodologies is the ease to which they may be generally incorporated into early-phase

optimisation and/or analysis activities. This then aids the rapid validation of design trade-offs

and the determination of interdisciplinary coupling/sensitivities.

The results presented in Sections 4.2 and 4.4 were obtained using the ARCHIE-WeSt High

Performance Computer (www.archie-west.ac.uk)
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T
his chapter compiles selected background information from the associated literature rel-

evant to adaptive mesh refinement ofMulti-Objective Optimal Control Problems (MOCPs).

Section 5.1 briefly reviews the two primary classes of method used to solve Optimal Control

problems, namely; direct and indirect methods. Section 5.2 introduces the issue of mesh refine-

ment for direct Optimal Control problems and discusses several prevalent methods with which

this can be achieved in an adaptive format. Section 5.3 introduces and discussesMulti-Objective

Optimisation (MOO), including a brief description of scalarisation vs. dominance-based tech-

niques, with several examples of prominent methods for each. Section 5.4 discusses the

application of Multi-Objective Optimisation (MOO) methodology to Multi-Objective Optimal

Control Problems (MOCPs), again with several examples of existing approaches. Finally, Section

5.5 introduces the premise behind applying adaptive mesh refinement methods to aid solving

Multi-Objective Optimal Control Problems (MOCPs), and the implications thereof.
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5.1 Optimal Control

Modelling the dynamic behaviour of a controllable system requires the inclusion of algebraic

variables in the mathematical description. The associated design problem can thus become (in

part) the selection/determination of these control variables such that some objective function

is optimised according to the set of Ordinary Differential Equations (ODEs) describing the

differentiated system state (Betts and Huffman, 1998). Some problem statements may also

include algebraic constraints on the system state and/or controls as a further complicating

factor.

The problem of how to control a general non-linear dynamical system from one initial state to

a desired final state in some optimal sense, is approached mathematically by formulating and

solving an Optimal Control (OC) problem. This class of problem can be considered an extension

of the NLP problem to include an infinite number of variables (Betts, 1998). However, unless

the problem is so simple as to exhibit only academic relevance (e.g., the infinite-horizon linear

quadratic problem, see Kwakernaak et al. (1974)), analytical solutions are rarely attainable.

Therefore, numerical techniques must be employed.

The historical development of the numerical methods with which to solve OC problems has

closely paralleled the progress made in the underlying NLP methods (itself closely linked to

the emergence of the digital computer, as discussed in Section 1). For example, until the early

1960s, most implementations consisted of a parametric optimisation approach (i.e. by hand)

using a simple Newton’s method (Betts, 1998). Problem size was therefore practically limited

to around n = m ≈ 10. Quasi-Newton methods became popular in the 1970s (Fletcher, 2013;

Dennis Jr and Schnabel, 1996). Prevalent approaches included applying an unconstrained

minimisation algorithm to a modified form of the objective function as a way of dealing with

constraints. Alternatively, a method for constrained problems (known as the reduced-gradient

approach), identified a set of basic variables that could be used to eliminate active constraints,

thus facilitating the selection of the non-basic variables using an unconstrained optimisation

method. Most applications in this decade and into the early 1980s were of moderate size, i.e.,

n = m < 102 (Betts, 1998). As computing power continued to increase exponentially, methods

exploiting matrix sparsity began to emerge, allowing problems of up to n = m ≈ 105 to be

numerically solved (Gill et al., 2005).

Numerous interesting works that survey Optimal Control methods and their development

are available in the open literature (Bryson and Earl, 2018). Considering modern historical

development, the survey by Polak (1973) provides an overview of computational methods prior

to the widespread emergence of the digital computer, including the pioneering investigations

by Bellman (1957); Bellman and Dreyfus (1962). Advancements in gradient-based methods for

Optimal Control made during the 1960s and early 1970s are reviewed in (Miele, 1975). Bryson
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(1996) extends this scope of review to primarily cover from 1950 to 1985, though including an

interesting historical perspective on the roots of the associated calculus of variations developed

during the 1600s
1
. Hull (1997) presents a brief review of methods for direct transcription of a

continuous-time Optimal Control problem into a finite-dimensional parameter optimisation

problem. The work by Betts (1998) includes an excellent review of modern numerical methods

for Optimal Control and trajectory optimisation, including a summary of the significant

amount of research completed prior to 1990. Finally, Rao (2013) presents a review of modern

numerical methods for solving Optimal Control problems. Included is a discussion of pertinent

computational issues, available software and an approach to select the most appropriate

method(s) for a given problem.

The numerical approaches described in the above surveys can be separated into two broad

categories; indirect and direct methods. To help further classify the distinction between the

two, Rao (2013) first describes the practice of solving Optimal Control problems as reliant on

three fundamental areas:

• Solving systems of differential equations and integrating functions.

• Solving systems of non-linear algebraic equations.

• Solving non-linear optimisation problems.

All numerical methods for Optimal Control require solving differential equations and in-

tegrating functions. Further discussion of these aspects is reserved for the appendices. An

indirect method combines these processes with numerically solving systems of non-linear

algebraic equations, whilst a direct method combines instead with non-linear optimisation.

This relationship is summarised graphically in Figure 5.1 (Rao, 2013). Whilst precluding an

attempt to simply reproduce existing derivations, the following section briefly introduces the

most widely used approaches within each of these classifications. Of note, von Stryk and

Bulirsch (1992) provides a brief list of commonly used methods for Optimal Control developed

prior to the 1990s and emphasises the usefulness of combining indirect methods and direct

methods (i.e. hybrid approaches). These methods, however, are considered outwith the scope

of this work.

5.1.1 Indirect Methods

Indirect methods use the calculus of variations to derive and explicitly solve the necessary con-

ditions for local first-order optimality in terms of the adjoint differential equations, Pontryagin’s

1

See also the works by Bliss (1963); Goldstine (1980); Sussmann and Willems (1997) for further fundamental

background on this topic.
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Figure 5.1: Solving Optimal Control problems: Indirect vs. direct methods.

maximum principle and the associated boundary (transversality) conditions. The maximum

principle behaves as a constrained optimisation problem, where the control variables u(t) are
chosen such as to optimise the system Hamiltonian at every instance of time t subject to the

limitations imposed by the state and control path constraints (Betts, 1998). The complete set of

necessary conditions includes a Differential Algebraic system of Equations (DAE) with boundary

conditions imposed at the initial and final instances of time, commonly t0 and tf respectively.

This is referred to as a two-point boundary value problem. which may be repeatedly solved

to give a number of candidate solutions (extremals). Each extremal is analysed to determine

local optimality, and the particular solution with the lowest cost function value is selected

(Rao, 2013).

The solution of multiple point boundary value problems can be determined by solving the

system of non-linear algebraic equations of the form:

f(z) = 0

gmin ≤ g(z) ≤ gmax (5.1)

It can therefore be said that indirect methods attempt to find a root of the necessary condition

for optimality F ′(x) = 0 (that is, a stationary point of the objective function F ). By analogy,

an indirect method for optimising a function of n variables requires analytically computing

the function gradient, then locating a set of variables using a root-finding algorithm such that

the gradient is equal to zero. An indirect method must therefore be able to compute the system

derivative and determine whether it is sufficiently close to 0.

This introduces a number of difficulties. Computing system derivatives requires explicitly

deriving the coupled set of adjoint DAE describing the states and co-states of the system,

the control equations and all of the transversality conditions (Betts, 1998). For complicated

non-linear dynamics, this may not be a simple task. Secondly, the region of convergence for a

root-finding algorithm can be small, especially when it is necessary to guess the initial values

of the adjoint variables (co-states), that often do not have an obvious physical interpretation.

Thirdly, for problems with path inequalities, it is necessary to explicitly state the sequence of

constrained and unconstrained sub-arcs, which may be difficult to estimate a priori, before
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iteration can begin. Finally, the optimality conditions are only first order local conditions.

Indirect methods are highly accurate, particularly for simple problems where closed form

analytical solutions may be derived. In these cases however, should the objective function,

boundary conditions or dynamics of the system change, the necessary conditions for optimality

must be completely re-derived (through analytic manipulation) from scratch. However, most

practical applications do not fit this this requirement for simplicity, thus numerical techniques

must be employed. For the reasons stated above then, indirect methods were not considered

further as part of this work.

5.1.2 Direct Methods

Direct methods, in a fundamental departure from indirect methods, seek to approximate the

state and/or control variables of the original Optimal Control problem across a finite set of grid

points (nodes) that subdivide the current time phase into a series of intervals. In this manner,

a continuous-time infinite-dimensional Optimal Control problem is discretised into a finite-

dimensional NLP problem, where states and/or controls are represented by an appropriate

set of polynomials. The complete transcribed problem may then be solved (usually) via any

standard gradient-based NLP solver. In essence then, the dynamic variables are adjusted to

directly optimise the problem objective function.

Direct methods offer a number of numerical advantages over indirect methods. An analytic

expression for the necessary conditions is not required and therefore neither is an initial guess

for the adjoint variables (co-states). As the transcription is automatic, the process only needs

re-run should alternative/additional objectives, boundary conditions or system dynamics be

required. The imposition of path constraints is similarly straightforward. Finally, a large

number of efficient and high-quality gradient based NLP solvers are available both open source

and commercially. Solving direct Optimal Control problems can be summarised as following

the general approach:

1. Transcribe the continuous dynamic system into a problem with a finite set of variables.

2. Solve the finite dimensional (i.e. NLP) problem using a suitable parameter optimisation

method.

3. Assess the accuracy of the finite dimensional approximation. If necessary, repeat (1)

and (2) at a higher level of fidelity (for example, via some appropriate grid refinement

strategy).

With regards to the first point, direct methods are most commonly grouped according to the

extent of parameterisation employed during the discretisation step. For example, whether
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only the control variable(s), or both the control and the state variables are parameterised into

piecewise polynomials. The following briefly overviews the most commonly applied direct

methods, including single and multiple shooting methods and orthogonal/pseudospectral

collocation methods.

5.1.2.1 Shooting

The Shooting (or ‘Single Shooting’) method is the simplest direct method for solving Optimal

Control problems. Particularly useful for launch trajectory and orbital transfer optimisation

problems, which lend themselves to parameterisation with relatively few NLP variables (Betts,

1998). The control vector u(t) is parametrised acrossm phases according to the functional

form:

u(t) ≈
m∑
i=1

aiϕi(t) (5.2)

where ϕ(t)i, (i = 1, . . . ,m) are the basis functions (e.g. B-spline) and ai, (i = 1, . . . ,m)

are the parameters to be determined by the optimisation algorithm. To satisfy the system

dynamics, the differential equations are integrated across all phases using some appropriate

explicit time-marching algorithm (for example, Runge-Kutta). The constraint and objective

functions are evaluated at one or more of the phase boundaries.

The basic form of the single-shooting method involves an initial guess of the control vector

u(t) at t = t0, subsequently used to propagate the system state vector according to the

defined system dynamics until t = tf (see Figure 5.2). The final state is evaluated in terms of a

pre-defined objective, and the initial guess is updated accordingly. This process is repeated

until some selected measure of optimality indicates convergence within a specified tolerance,

at which point the process is then terminated.

Direct single-shooting applications are successful due to their ability to represent a problem

using a relatively small number of variables. The accuracy of these approaches thus relies upon

both the order of the integrator used and the size of the corresponding time steps. Considering

the latter, adaptive step size methods may be employed to locally refine the solution in areas

of higher non-linearity.

Single shooting methods do however suffer from large resultant variations in the projected

final conditions propagated from relatively small changes early in the trajectory (i.e. near t0).

In other words, the constraints can exhibit significant non-linear behaviour with respect to

the control variables, consequentially complicating the optimisation problem (Betts, 1998).

Another issue is the resultant computational cost of calculating the necessary derivative

information. Most commonly this is achieved using finite difference approximations. However,
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Figure 5.2: Single-Shooting (Betts, 1998).

with this approach it becomes necessary to integrate the trajectory for each perturbation.

Accordingly, at least n solutions are required to evaluate a finite difference gradient, which

itself may be required at each NLP iteration. Using finite difference approximations also incurs

an additional risk of noise in the gradient calculations, especially if using variable step-size

methods Betts (1998). Forward differences offer an accuracy of order O(δ), compared to the

accuracy of O(δ2) using central difference methods (though at twice the computational cost).

An alternative to finite difference approximations for this application, albeit uncommon, is to

integrate the variational equations. This involves an additional differential equation introduced

for each NLP variable, to be solved alongside the state equations as part of an augmented

system of differential equations. However, these equations must be derived separately for

each application, the inconvenience of which resulting in the apparent rarity of this approach

Betts (1998). Lastly, difficulties can be encountered if equality path constraints are included in

the problem definition, or in the equivalent case where the dynamics are described as a DAE.

This is because the values of the intermediate stages between the boundaries of each shooting

segment are not explicitly represented, thus are invisible to the NLP solver (Betts, 1998).

5.1.2.2 Multi-shooting

The multi-shooting method (Keller, 1968) instead divides the complete time interval [t0, tf ]

into a series ofM + 1 segments. Each individual segment is solved using the single shooting

approach. In this case, the employed numerical optimisation method selects the values of

the state vector at the beginning of each interval in addition to the control parametrisation

unknowns. This method requires additional defect constraints to enforce continuity between
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Figure 5.3: Multi-Shooting (Betts, 1998).

consecutive intervals, thus ensuring that the state vector exhibits continuous behaviour across

each interface.

x(t−i ) = x(t+i ) ⇐⇒ x(t−i )− x(t+i ) = 0 (5.3)

Equation (5.3) can be formed into a vector root-finding problem, where the objective is thus to

reduce the error between x(t−i ) and x(t+i ) to zero. Naturally the size of the associated NLP

required for the multi-shooting method is significantly larger than for single-shooting, owing

to the additional variables and constraints. Mitigation strategies thus include the exploitation

of matrix sparsity to more efficiently solve the NLP problem, or utilising parallel processing

capabilities. Regardless, the primary advantage remains the greatly reduced instability effects

experienced (as compared to the single-shooting approach) due to the shorter time intervals

the integration is applied over.

5.1.2.3 Collocation

The most widely used direct methods implementing state and control parametrisation are

known as Collocation methods (Ross and Karpenko, 2012). Collocation methods can be further

sub-categorised into local and global methods. Local collocation methods vary the number of

segments the problem time interval is divided into whilst approximating the state through each

using a fixed degree polynomial, whereas global collocation methods instead fix the number

of segments and vary the degree of the approximating polynomial. Both local and global

collocation methods tend to employ Chebyshev or Lagrange polynomials as basis functions.

Local collocation methods approximate the state and control profiles using a successive series

of piecewise continuous polynomials that satisfy (collocate) the system ODEs at the series

230



5.1. Optimal Control

of grid points (also referred to as collocation points, mesh points, or nodes) tj subdividing

the current time domain
2
i.e., tj ≤ t ≤ tj+1 (Betts, 1998). Like all direct methods, the

collocation approach does not require the explicit specification of the necessary conditions for

optimality, i.e., the adjoint equations, transversality conditions and the maximum principle.

This suggests versatility and robustness, making this approach attractive for complicated

applications. Unlike other direct methods however, collocation does not require the prior

specification of the particular arc sequence for problems with path inequalities. This is because

the underlying NLP effectively determines the subarcs using an active set strategy.

Local collocation for Optimal Control is typically employed using one of two classes of

discretisation: Runge Kutta (with implicit and explicit variants, although with the former being

much more practical due to the improved stability characteristics, and therefore more widely

used) and Orthogonal Collocation methods (Rao, 2013). Orthogonal Collocation for Optimal

Control was first investigated by Reddien (1979) where cubic splines approximating states and

controls were defined over a set of Legendre-Gauss points. The subsequent work by Cuthrell

and Biegler (1987, 1989) also used Legendre-Gauss points, though instead with Lagrange

polynomials. Cuthrell and Biegler (1989) then demonstrated that an indirect transcription

using Legendre-Gauss (LG) points was in fact equivalent to the Karush-Kuhn-Tucker (KKT)

conditions obtained from the NLP of the direct formulation. Throughout the 1990s, the use of

higher-order Gauss-Lobatto collocation methods was developed (Herman and Conway, 1996;

Enright and Conway, 1992). More recent work involved the study of orthogonal collocation

convergence rates using Legendre-Gauss-Radau (LGR) points (Kameswaran and Biegler, 2008).

The key notion of the collocation methods is to replace the original set of ODEs describing the

differentiated system state with the set of defect constraints ζi = 0, which are imposed on each

interval in the discretisation and subsequently combined with the original path constraints.

Naturally this formulation results in a large NLP problem, with the numbers of NLP variables

n ≈ (ny + nu)MN (where ny is the number of state variables, nu the number of control

variables,M is the number of grid points andN is the number of phases) and a similar number

of NLP constraints. Thus a typical trajectory with 7 states, 2 controls, 100 grid points per

phase and 5 phases produces an NLP with n = 4500 (Betts, 1998). Fortunately, the problem

Jacobian and Hessian are sparse (typically with 1% of matrix elements non-zero). Thus methods

exploiting matrix sparsity, such as SNOPT (Gill et al., 2005), SPRNLP (Betts and Frank, 1994)

and KNITRO (Byrd et al., 2006), are particularly successful in terms of reducing computational

storage and execution time.

A common form of global collocation is the pseudospectral approach. Pseudospectral methods

approximate the state vector using a global polynomial (such as Chebyshev or Legendre), as

opposed to the piecewise polynomial approach of local collocation methods. Collocation is

2

In essence, similar to the approach of multi-shooting.
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then performed at specified points. By virtue of the global state approximating polynomial and

orthogonally collocated points, pseudospectral methods converge upon the solution spectrally

(exponentially) relative to the number of collocation points. The term pseudospectral could

almost be considered as a synonym for collocation (Jain and Tsiotras, 2008). However, in

practice, pseudospectral is usually applied only when collocation is performed in conjunction

with a basis of global functions. Another major distinction is that pseudospectral methods

employ differentiation, relying on the discretisation of the tangent bundle (the left-hand side

of the differential equations). Most other collocation methods, in comparison, are based on

integration, relying on the approximation of the vector field (i.e., the right-hand side of the

differential equations) (Jain and Tsiotras, 2008). For example, orthogonal collocation methods

typically approximate the state variables over time interval τ ∈ [−1, 1], such that for a N

phase problem:

x(τ) ≈ X(τ) =
N∑
k=1

ckLK(τ) (5.4)

where the functions Lk(τ), (k = 1, . . . , N) are Lagrange polynomials. Lagrange polynomials

satisfy the isolation property (Rao, 2013):

Lk(τi) =

{
1, k = j

0, k ̸= j
(5.5)

such that together, Eqs. (5.4) and (5.5) lead to the calculation of parameters c as:

ck = x(τk) (5.6)

Earlier examples of pseudospectral methods applied to Optimal Control problems predom-

inantly utilised Chebyshev points (with Chebyshev basis functions). It was found that, in

general, this approach did not satisfy the isolation property, which leads to much more com-

plicated collocation conditions (Rao, 2013). As a result, the majority of modern applications of

pseudospectral methods use Lagrange polynomials as the basis functions.

Pseudospectral methods that utilise Lagrange polynomials can be further categorised into three

subsets, defined by their corresponding type of nodes; Gauss-Lobatto points (either Legendre-

Gauss-Lobatto or Chebyshev-Gauss-Lobatto points, or Legendre-Gauss-Radau points. These

various permutations can be summarised by analysing their relative similarities and differences.

Both the LGL (Legendre pseudospectral method with Gauss-Lobatto points) and the infinite-

horizon LGR (Legendre-Gauss-Radau points) methods approximate the state using a global

polynomial of degree M with the dynamics collocated at M + 1 points. Collocating the

system derivative at each approximation point gives rise to a differentiation operator that

is both square and singular. Conversely, the GPM (Gauss pseudospectral method, usually

employing Legendre-Gauss points) and RPM (Radau pseudospectral method, a variation on
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LGR) approximate the state using a polynomial of degreeM and collocate the dynamics at

M points. As in this case the derivative is not evaluated at each approximation point, the

differentiation matrix is left full rank and non-square.

One pitfall of all pseudospectral methods is the dependence on the smoothness of the target

functions to allow spectral convergence/accuracy (Fahroo and Ross, 2008). For example, if the

solution contains highly non-linear or discontinuous regions, for instance due to bang-bang

control, pseudospectral methods may exhibit spurious oscillations (see Gibbs phenomenon), a

known risk when applying polynomial interpolation. In these cases then, spectral convergence

cannot be achieved. Several methods based on basic pseudospectral methods (orthogonal

collocation) have been developed to mitigate this dependency. For example, dividing a non-

smooth problem into finite elements to capture discontinuities (Cuthrell and Biegler, 1987) (or

equivalently, reformulating into amulti-phase problem and optimising the temporal boundaries

of each phase, using the previous solution as a first guess), spectral patching (Fahroo and Ross,

2000), or allowing non-linear transformations at the interface between trajectory segments

(Ross and Fahroo, 2004).

5.2 Adaptive Mesh Refinement for Optimal Control

A fundamental issue concerning numerical methods to solve Optimal Control problems is

how well the chosen scheme may approximate the ‘true’ solution (Betts and Huffman, 1998).

Most practical Optimal Control problems include some number of state constraints, control

constraints and equality/inequality boundary and/or path constraints. As a consequence,

particularly when the path constraints do not involve the control variable explicitly, the

optimal solution(s) may exhibit rapid changes or discontinuities in state and control profiles

and/or their respective higher order derivatives (Zhao and Li, 2017). Similarly, when the

control variables are represented as linear functions within the system differential equations,

bang-bang solutions can often be expected (Betts and Huffman, 1998).

Considering direct transcription methods (Section 5.1.2), the accuracy of obtained solutions

may therefore be highly dependant on the grid resolution of the discretisation nodes at which

states and controls are evaluated. Specifically considering discontinuities, some level of

inaccuracy must be expected unless the location of the discontinuities are introduced explicitly

as phase boundaries. If the constraint functions are to be satisfied to within a strict tolerance (as

is often required in the case of multidisciplinary design, for example), a high-resolution (dense)

discretisation grid is typically required. However, the use of dense grids (as with high-accuracy

numerical schemes) during the initial iterations, or indeed at any iteration if the grid is to

remain uniform, may require an excessive computational budget (in terms of both CPU time

and memory) given the resulting size of the NLP problem and the associated augmentation
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of search space dimensionality. Such a strategy may therefore remain impractical for most

applications, especially if the resulting NLP problem is not sparse (Jain and Tsiotras, 2008; Betts

and Huffman, 1998). Furthermore, as the number of grid points increases, the chosen algorithm

may become ill-conditioned and exhibit poorer convergence characteristics, ultimately failing

to acceptably converge (Zhao and Li, 2017). For similar comments corroborating this point of

view, see also Jain and Tsiotras (2008); Schwartz (1996).

Significant research effort has therefore been focused on defining suitable sparse repres-

entations or on the reduction of the high computational load associated with uniform grid

discretisations whilst balancing the fundamental desire for accuracy (Jain and Tsiotras, 2008).

This latter aspect is most commonly approached via a progressive non-uniform refinement of

the grid resolution (Jain and Tsiotras, 2008; Betts and Huffman, 1998; Betts, 1998; Ross and

Fahroo, 2004; Gong and Ross, 2006; Darby et al., 2011). Non-uniform refinement entails the

adaptive addition, subtraction or redistribution of discretisation nodes to concentrate the grid

around non-smooth regions (or, particular areas of the solution that dominate the overall

accuracy), while smooth regions remain relatively sparse
3
. In this manner, a multi-resolution

grid may capture highly non-linear or discontinuous behaviour within a significantly reduced

computational budget.

Such approaches have been well documented in the literature (Betts and Huffman, 1998; Betts,

1998; Jain and Tsiotras, 2008; Zhou et al., 2017; Schwartz, 1996; Binder et al., 2000; Schlegel et al.,

2005; Assassa and Marquardt, 2014; Zhao and Tsiotras, 2011). The works by Betts and Huffman

(1998); Betts (1998) select new grid points by solving an integer programming problem that

minimises the maximum discretisation error by subdividing the current grid. Schwartz (1996)

proposed two static mesh refinement strategies minimising the maximum local discretisation

error in solving optimal control problems based on Runge-Kutta (RK) integration. Binder

et al. (2000) uses a direct shooting approach in which the OC problem is converted into a NLP

problem by parameterising the control profile, combined with a bi-orthogonal wavelet analysis

of the gradients of the Lagrangian function with respect to the parameterising functions at

the optimal points to determine the regions that require refinement. Schlegel et al. (2005)

also employ a wavelet analysis, though in this case of the control profile, in order to select

regions for refinement in problems with state and/or control path constraints. Both Binder

et al. (2000) and Schlegel et al. (2005) use wavelet-based ideas to locate possible singularities

in the solution and to refine the grid locally. However, because both methods operate solely in

the wavelet domain, they may induce increased computational overhead owing to the need

to transform back and forth from the physical domain. In the spectral patching method by

Fahroo and Ross (2000), the time interval is divided into several non-overlapping continuous

3

This can be considered a form of h-refinement, as opposed to adapting the order of the approximating

polynomial (p-refinement) Babuška and Suri (1990).
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sub-intervals, where the continuity for both states and controls is enforced at each interface.

Ross and Fahroo (2004) generalise this approach into the so-called pseudospectral knotting

method. Information is exchanged across patches in the form of event conditions associated

with the OC problem, hence removing the restriction of continuity in the solution across the

end points of the phases. The phase boundaries, termed as knots, can be fixed or free, with the

free knots being part of the optimisation process. On each phase, the problem is solved using

the Legendre or Chebyshev pseudospectral method. Gong and Ross (2006) further build upon

this work with an algorithm where the user specifies the number of nodes to be increased

within a particular phase, in case the error of the computed optimal control between two

successive iterations is greater than a prescribed threshold. The gradient of the control is used

to approximately determine the location of the knots. However, for these methods (Ross and

Fahroo, 2004; Gong and Ross, 2006), the approximate number and location of singularities in

the solution must be specified a priori, which may be difficult for most problems. Accordingly,

the number of nodes to be added to a particular phase must be defined by the user before

starting the algorithm. Jain and Tsiotras (2008) present an automated adaptive multi-resolution

technique, where the OC problem is discretised onto a series of complimentary, refinable

dyadic grids. The criterion for deciding the region in which to add/remove grid points (each

may be completed in a single step) is based on simple local interpolation error analysis. This

avoids the need for any secondary optimisation as in the works by Betts et al. (2002); Betts and

Huffman (1998); Betts (2010). Furthermore, this algorithm does not require any integrations,

as opposed to the highly accurate integrations (Romberg quadratures) employed by Betts et al.

(2002), which can be computationally expensive for non-linear dynamics. This algorithm will

automatically detect the regions in the solution that are non-smooth, thus does not require

the a priori specification of the locations of any irregularities. Finally, the technique is shown

to be generally robust. Because of the multi-level nature of dyadic grid points, most do not

shift in successive iterations, which benefits the overall convergence characteristics.

More recently, Zhao and Li (2017); Zhao and Shang (2018); Zhao and Li (2020) present a multi-

resolution approach for solving Optimal Control problems using direct collocation. Enabled

by the work of Jain and Tsiotras (2008), the algorithm may start from any uniform initial mesh

with an odd number of grid points and refine the mesh at locations where the interpolation

error remains outside a specific threshold. The resulting method is extended to generalised

dyadic grids. In a related work, Zhao and Li (2019) adapt and apply this method to optimise

the descent trajectory of a Mars reentry vehicle with respect to various boundary and path

constraints. A similar approach is proposed by Li et al. (2020), where a mesh refinement

procedure and trajectory optimisation scheme are implemented in a nested, bi-level structure.

In the inner-level, a convex optimisation algorithm locally solves the trajectory problem, with

the solution subsequently passed to the outer-level for grid refinement. This approach is

applied to solve a trajectory planning problem for spacecraft relative motion.
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5.3 Multi-Objective Optimisation

Generally speaking, optimisation problems (including the majority of Optimal Control prob-

lems) tend to be formulated according to only one performance criterion that needs to be

optimised (Bryson, 1996; Betts, 2010). However, most examples of engineering design are

fundamentally multi-objective in nature, due to the inherent tensions between four main areas:

performance, cost, schedule and risk (Maier, 2009). Schedule and risk levels (e.g. probability of

component failure) are often fixed (or uncontrollable), therefore improving the overall system

performance is most easily achieved by increasing economic cost. In essence, one can say that

’improving’ any single one of these aspects causes a corresponding deterioration in the others.

Thus multi-objective design is defined largely by the need to compromise (de Weck, 2004).

Quantifying, visualising and resolving such compromises can be thought of as one of the key

duties of system designers, not least to avoid convergence to some sub-optimal configuration.

Optimising the performance of an engineering system may itself involve the consideration

of any number of constituent sub-objectives. When such objectives are found to represent

competing design interests
4
the design problem becomes the representation of the corres-

ponding multi-dimensional trade-off surface, often expressed in the form of a continuous

linear/non-linear relationship. This relationship is most commonly referred to as the Pareto

front, after Vilfredo Pareto and his pioneering work analysing economic problems with math-

ematical methods (Pareto, 1919), building upon the initial work by Edgeworth (1881) exploring

multi-criteria decision making and non-inferiority in economics. Should the design objective

functions themselves be continuous, the Pareto front may potentially be comprised of an infin-

ite number of possible design configurations, each representing a certain level of compromise

between the included objectives.

A generic MOO problem may be written as (de Weck, 2004):

min
x∈S

J(x,p)

s.t. g(x,p) ≤ 0

h(x,p) = 0 (5.7)

where J = [J1(x), . . . , Jz(x)]
T
is a column vector of z objectives conforming to Ji ∈ R.

Individual objectives are dependant on the vector of n design variables x = [x1, . . . , xn]
T
,

where xi,LB ≤ x ≤ xi,UB (i = 1, . . . , n), as well as a vector of fixed parameters p. Design

variables are assumed continuous and can be independently varied by the optimiser between

lower and upper bounds xLB and xUB respectively. For a particular design to lie within the

feasible domain S, the vectors of m1 inequality constraints g = [g1(x), . . . , gm1(x)]
T
and

4

Thus there will exist no unique solution optimal with respect to all included objectives.
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m2 equality constraints h = [h1(x), . . . , hm2(x)]
T
must both be satisfied. The problem is

therefore to simultaneously minimise all elements of the objective vector J.

Fundamentally, solving a Multi-Objective Optimisation problem enables a greater understand-

ing of the numerical influence of the included objectives, thus informing future decision

making. This recognises the fact that alternative design configurations, in practice, may be

subject to selection based on objectives which may not be explicitly represented in the math-

ematical formulation of the problem, or perhaps even easily quantifiable at all (de Weck, 2004).

Another useful application of this approach is when considering heavily constrained problems.

Should a particular constraint be difficult to satisfy, it may be removed and re-introduced

instead as an additional objective. The resulting multi-objective trade-off surface will then

visualise the extent to which this constraint may be relaxed within some acceptable level of

overall performance (Mezura-Montes and Coello, 2008).

The solution to a Multi-Objective Optimisation problem is often given as a finite set of

solutions approximating the Pareto front. As individual solutions are still subject to the same

complexities as in single-objective optimisation (e.g. the presence of non-linearity in objective

functions and/or constraints, points of non-differentiability or discontinuity and the existence

of local optima or multi-modality), numerical methods with which to solve multi-objective

problems are most easily categorised according to the manner in which alternative objectives

are handled/compared. More specifically, this choice often condenses to simply when the

decision-maker articulates preference towards different objectives; never, before (a priori),

during (progressive) or after (a posteriori) the optimisation procedure (Andersson, 2000). The

two most common, fundamental high-level definitions are: scalarisation-based and dominance-

based approaches. While the reader is referred to Andersson (2000) for a comprehensive

overview and comparison of these methods, the following sections present a brief summary

of each.

5.3.1 Scalarisation-based

Scalarisation reduces the multi-objective problem into a single (or series of) parametric single-

objective sub-problem(s) (de Weck, 2004; Eichfelder, 2009), such that optimal solutions to

the single-objective problem(s) are Pareto-optimal solutions to the multi-objective problem.

Assuming that the problem objectives can in fact be meaningfully combined, this approach

requires the specification of an overarching aggregate objective function (or dimensionless

utility function) that contains the weighted contributions of each sub-objective, normally

by using coefficients, exponents, constraint limits, etc (Gambier and Badreddin, 2007). Such

weights thus represent the relative importance attributed to each objective. Accordingly,

a single set of weights produces a single solution representing a particular compromise

between the considered sub-objectives. To represent the associated trade-off surface through

237



5.3. Multi-Objective Optimisation

multiple points then, a series of weights must be provided. With reference to the previously

introduced classification (Andersson, 2000) then, this defines scalarisation as primarily an

a priori preference expression method. However, it may be difficult to assign appropriate

values of weights a priori in order to give a well spread representation of the Pareto front.

Put simply, a uniformly spread set of weights may not result in a similarly uniform spread

of solutions in objective space. Furthermore, a particular set of weights may entirely miss

many interesting or relevant solutions, or indeed give no feasible solutions at all. However,

specifying weights in this manner essentially defines a set of descent directions that each

solution must follow, implying that any standard gradient-based NLP solver may be used

(which also then guarantees local optimality). For these reasons, scalarisation approaches are

typically more computationally efficient than dominance-based approaches for multi-objective

problems.

Some well established scalarisation-based methods include (de Weck, 2004): the weighted sum

approach (Cohon, 2004; Steuer, 1986), the Normalized Normal Constraints Method (Messac

and Mattson, 2004), Compromise Programming (Non-linear combinations) (Ringuest, 1992),

Multiattribute Utility Analysis (MAUA) (Keeney and Raiffa, 1993), Goal Programming (Steuer,

1986), Lexicographic Approaches, Acceptability Functions (Wallace et al., 1996; Kim and

Wallace, 1997), and Fuzzy Logic (Lee and Li, 1993). Attempting to address the various practical

issues with a priori preference articulation, adaptive methods for the selection of appropriate

weights is an active area of research. For example, see the works (Cheng et al., 2016; Deb and

Jain, 2014; Qi et al., 2014).

5.3.2 Dominance-based

Dominance-based methods
5
, e.g. NSGA-II (Deb et al., 2002), MOPSO (Coello Coello and

Lechuga, 2002) and multiMADS (Audet et al., 2010), are named after the dominance criterion.

The dominance criterion is practically applied in order to distinguish between inferior and

non-inferior solutions of a solution set represented in z-dimensional objective space (i.e. each

element of the objective vector is separately considered). The dominance criterion may be

mathematically defined as follows: Let J1, J2 ∈ Rz represent two feasible objective vectors. It

is said that J1 dominates J2 (weakly) if:

J1 ≤ J2 and J1 ̸= J2 (5.8)

or, more precisely:

J1
i ≤ J2

i ∀i (5.9)

and J1
i < J2

i for at least one i (5.10)

5

also referred to as Pareto-methods.
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For strong dominance, all elements of J1 would have to be better (i.e. J1 < J2
) than the

corresponding elements of J2. A feasible solution vector is said to Pareto optimal if there is

no other feasible solution representing an improvement in one objective function without

simultaneously exhibiting a deterioration in at least one other (Rao, 2009). A set of Pareto

optimal solutions thus represents a finite approximation of the Pareto front.

Dominance methods do not require any specification of weights vectors. However, as the

criterion itself in non-differentiable, knowledge of all other points composing the current

approximation of the Pareto front is required. The simplest approaches are therefore a combin-

ation of design space exploration and dominance filtering (also referred to as Pareto filtering).

However, these methods operate around evaluating a full-factorial exploration of the design

space, which may be wholly infeasible (in terms of computational expense) for a problem of

n-dimensionality. Secondly, solutions obtained in this manner remain only approximations of

the Pareto front, in that they only satisfy non-dominance (de Weck, 2004).

Prevalent dominance-based methods include the Normal Boundary Intersection (NBI) method

(Das and Dennis, 1998) and the wider class of Evolutionary Algorithms (EAs) (or, population-

based heuristic algorithms), including methods such as Multi-Objective Genetic Algorithms

(MOGA), Particle Swarm Optimisation (PSO) andMulti-Objective Simulated Annealing (MOSA).

The NBI method can produce a near uniform representation of the Pareto front. However, due

to reliance on equality constraints normal to a line connecting the anchor points (e.g. x1∗
and

x2∗
) in objective space, NBI will converge to local optima for complex, non-linear problems

resulting in dominated or non-Pareto points. Evolutionary (or heuristic) algorithms typically

evolve populations of designs gradually such that the Pareto frontier may be approximated

as closely as possible. However, the large number of repeated function evaluations required

for these approaches induces a large, often prohibitive, computational expense as well as a

tendency for niching (clumping of solutions in objective space). This can ultimately result in

underrepresented regions of the Pareto front.

Another class of a posteriori preference expression methods involves adaptively selecting and

updating search preferences during the optimisation process itself. In this type of approach,

an initial, lower quality approximation of the Pareto front is constructed using a small number

of points. This initial approximation is then used to identify and exploit unexplored or poorly

represented regions of objective space. An example is the Adaptive Weighted Sum (AWS)

method proposed by de Weck (2004). By concentrating computational effort within promising

regions (where information may be most easily obtained), the algorithm iteratively builds and

advances the current approximation. Furthermore, the adaptive selection of points ensures

that the final approximation is composed of a well-spread set of solutions.
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5.3.3 Others

Indicator-based approaches aim to maximise some relevant scalar metric of the approximated

Pareto front, thus effectively acting as an intermediate between scalarisation and dominance

based approaches. A complicating factor is that most useful metrics require the specification

of a reference Pareto set of solutions, which may not be known a priori, particularly for

non-academic problems. The only metric that does not include this caveat is the hypervolume

indicator. Methods utilising this latter metric include SMS-EMOEA (Beume et al., 2007) and

HypE (Bader and Zitzler, 2011), though it has since been established that the hypervolume

indicator in fact influences the selection of points comprising the current approximation of the

Pareto front, favouring the central or convex regions (Auger et al., 2009). A further difficulty is

the computational expense of computing the hypervolume, which itself increases exponentially

relative to the number of objectives. Methods to approximate the hypervolume metric exist,

and are indeed represent an active area of research into improving the computational efficiency

of the indicator-based approach (Fonseca et al., 2006).

5.4 Multi-Objective Optimal Control

In reference to the discussion in Section 5.1, it has been established that the performance of

a dynamic, controllable system may be equally dependant on the (time dependant) control

law by which it must operate as it is on static (time independent) system design parameters.

It follows that the same system may be controlled in alternative ways to optimise perform-

ance according to alternative objectives. Where these objectives are contradictory and/or

incommensurable, yet all deemed integral to the design definition (and therefore must be

simultaneously considered), the problem may be formulated as a Multi-Objective Optimal

Control Problem (MOCP). A common example is minimising the total time of operation whilst

simultaneously minimising the energy consumption (control effort). This class of problem

exists as an extension to the previously discussed MOO problem, as static design parameters

may be incorporated in addition to the associated time-dependant control law. Problems of

this type arise in many applications where the complexity of the system under consideration

precludes performance evaluation relative to only one single metric. A common example in

aerospace engineering is spacecraft trajectory design, where objectives may include (but are

not limited to) minimising consumed propellant as well as the transition time between two

given orbits. Examples within other fields include the design of optimal reactor feeding rates

in (bio)chemical engineering, optimal power management of fuel cells in electrical engineering

and optimal robot paths in mechanical engineering.

Considering MOCPs, for much the same reasons as for general MOO problems, it is often far

more desirable to the designer to achieve a set of compromise solutions, as opposed to one

single solution. Classical methods of generating such a Pareto-optimal set primarily centre
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around scalarisation-based methods (Section 5.3.1), such as the weighted sum approach. The

Bolza problem (see Section 6.1), which defines the overarching objective as a sum of two

functions, one dependant on the system boundary states and the other on an integral function

computed along the complete trajectory, is another example of such. In Section 5.3, it was

stated that weighted sum approaches exhibit a number of practical limitations. The first, and

often the most significant, is that they are unable to converge to non-convex areas of the

Pareto front (Kaya and Maurer, 2014). Secondly, as with general scalarisation methods, it is

difficult to estimate a priori how the positioning of solutions composing the Pareto front is

influenced by changes in weights, even if only minor. This problem is especially concerning

should the objectives be defined over largely different scales.

Recent work has studied the multi-objective adaptation of the KKT optimality conditions and

related theoretical aspects of multi-objective optimal control (Kaya and Maurer, 2014; Zhu,

2000; Kien et al., 2012; de Oliveira and Silva, 2016; Ngo and Hayek, 2017). Methods with which

to solveMOCPs have similarly been the subject of much study. Ober-Blobaum et al. (2012) solve

an interplanetary trajectory optimisation problem by coupling a direct transcription method

with a scalarisation-based approach. Predefined ’unreachable’ points in criteria space are used

to determine the search direction vectors that may be assigned to individual multi-objective

solutions. Each solution is then solved using a standard gradient-based solver. A similar

approach is employed by Kaya and Maurer (2014), where Pascoletti-Serafini scalarisation

(Pascoletti and Serafini, 1984) is used to transform the multi-objective problem into a set

of single-objective problems. The complete approach is applied to solve chemical reaction

engineering and drug dosage problems. Logist et al. (2009) combine direct transcription

methods with various scalarisation techniques such as the Normalised Normal Constraint

method (Messac and Mattson, 2004) and the NBI method (Das and Dennis, 1998) in order

to approximate the Pareto-front of non-convex problems, specifically that of a bio-chemical

process. Examples in the field of aerospace engineering include the works by Bairstow et al.

(2006) and Roshanian et al. (2018), which both optimise the ascent phase of a two-stage to

orbit launcher. The former solves to represent the trade off between payload-to-orbit and the

associated cost, whilst the latter minimises both the mean and variance of the gross take-off

mass where several design and operative parameters where subject to uncertainty. In both

works, the control-law was represented as a predefined parametric shape, the parameters of

which included as optimisation variables.

Stochastic methods have also been employed for solving MOCPs. For example, Coverstone-

Carroll et al. (2000) defined a dual-loop algorithm incorporating both Optimal Control theory

and GAs. A Multi-Objective Genetic Algorithms (MOGA) was employed in the outer-loop to

generate vectors of co-states and times of flight. Each time of flight was then optimised within

the inner-loop with the goal to minimise the corresponding propellant consumption. The dual-
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loop approach was also demonstrated by Englander et al. (2019). In this case, the outer-loop

employed a MOGA to handle the multi-objective problem through a set of categorical variables

and the inner-loop solved a set of single objective constrained Optimal Control problems using

Monotonic Basin Hopping (Leary, 2000).

5.5 Adaptive Mesh Refinement for Multi-Objective Optimal
Control

The importance of multi-objective formulations in modern design has been discussed several

times in this work already (see Sections 2.2.6 and 5.3). However, MOCPs, especially those

involving complex, non-linear or discontinuous solutions, inherently induce a significantly

high computational burden. In Section 5.2, mesh refinement methods for direct Optimal

Control problems were discussed in the context of improving computational efficiency, i.e.

obtaining results of higher numerical accuracy at a reduced cost. Such methods in practice

are most often applied to single-objective problems (Zhao and Li, 2019; Ross and Fahroo,

2004; Gong and Ross, 2006; Darby et al., 2011; Patterson et al., 2015). For example, Zhao and

Li (2019) employ an adaptive mesh refinement algorithm in combination with a local direct

collocation method to optimise the descent trajectory of a Mars re-entry vehicle with respect

to various boundary and path constraints. Another example is the work by Ross and Fahroo

(2004) that divides an Optimal Control problem into phases by specifying the location of the

phase boundaries (knots) at non-smooth locations. Knots may be either fixed or free, where

free knots are part of the optimisation process. Knot locations are first estimated by manually

checking the solution of a preliminary optimisation, then optimised in a second optimisation.

This removes the restriction of continuity in the solution across the end points of neighbouring

phases. Each phase is solved using either the Legendre or Chebyshev pseudospectral method,

which simultaneously collates the grid points about the knots (the grid points being the roots

of orthogonal polynomials, which are by definition denser towards the ends of the specified

phase). The proposed methodology is applied to an example problem maximising the final

altitude of a two-stage vertically launched rocket. Also considering pseudospectral methods,

Gong and Ross (2006) allow the number of nodes to be added to a particular phase (if the

error between two successive iterations is greater than a prescribed threshold) to be either

specified a priori or determined automatically. The location of the knots is (approximately)

determined using the gradient of the control as part of a pseudospectral differentiation matrix

that locates switches, kinks, corners, and other discontinuities. Another example is the hp-

adaptive pseudospectral method presented by Darby et al. (2011), which iteratively determines

the number of elements and the width/polynomial degree of each to obtain a solution within

a user-specified accuracy. The proposed methodology is applied to a series of single-objective

problems sourced from the open literature. Patterson et al. (2015) presented a similar mesh
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refinement method (the ph method), which attempts to reach the prescribed error tolerance

by first increasing the degree of the approximating polynomials then, if unsuccessful, by

increasing the number of mesh elements.

Despite this depth of literature, mesh refinement methods for MOCPs are far more scarce.

This is likely due to one significant complicating factor: the orthogonal objective solutions

may exhibit non-linear/non-smooth behaviour within entirely different regions of the time

domain. With reference to the prescribed grid resolution problem, this implies that to properly

represent a multi-objective trade-off in a numerically efficient manner, individual solutions of

a Pareto-optimal set must be separately discretized upon their own unique, non-uniform grids.

Some authors have attempted to navigate this complication through the application of scalar-

isation methods Andersson (2000), reducing the multi-objective problem into a (or series of)

single-objective sub-problem(s) Yang and Qi (2016); Tsiantis and Banga (2020); Zou et al. (2018).

Scalarisation (see Section 5.3.1) requires the specification of an overarching aggregate object-

ive function (or dimensionless utility function) that contains the weighted contributions of

each sub-objective (representing the relative importance attributed to each objective de Weck

(2004)). Accordingly, a single weights vector produces a single solution representing a certain

level of compromise between sub-objectives. Solutions treated in isolation thus allow the

simple incorporation of iterative mesh refinement schemes. To represent a trade-off surface

however, a series of weights must be provided (as seen in Santos et al. (2018)), and thus a series

of separate refinement procedures must follow. This approach is seen in Yang and Qi (2016),

where the authors use a Runge-Kutta discretisation method to transcribe the problem into

an NLP problem with solution states and controls defined upon refinable dyadic grids. The

scalarised aggregate function is then solved using a local optimisation method.

However, it may be difficult to assign appropriate values of weights a priori in order to give a

well spread representation of the Pareto front. Put simply, a uniformly spread set of weights

may not result in a similarly uniform spread of solutions in objective space. Furthermore, a

particular set of weights may entirely miss many interesting or relevant solutions, or indeed

give no feasible solutions at all. Ding et al. (2017) attempt to circumvent this particular issue

by replacing the weights-based approach with a Physical Programming method (Messac, 1996).

In this case, the overall cost function is determined by combining each of the four included

objectives using a series of preference functions. Applying this method in conjunction with a

hp-adaptive pseudospectral method allows the optimiser to produce a number of solutions, each

defined on a unique non-uniform grid, equal to the number of defined preference functions.

This approach then is still inherently limited in terms of the detail to which the Pareto front

may be represented.

In the multi-objective literature, the issues associated with scalarisation can be mitigated or
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entirely avoided by employing dominance-based approaches (see Section 5.3.2) as an alternative

to scalarisation.

A common approach to dominance-based optimisation is the Evolutionary Algorithm (EA).

Inspired by the mechanics of natural selection, a typical EA iteratively processes a population

of memetic individuals according to a series of evolutionary operators designed to mimic

fitness-based selection and reproduction.

An issue throughout the field of EAs is that the restriction of flexibility in genotype length/-

structure required by standard combinatorial operators naturally precludes their use in more

complex design scenarios (Harvey, 1992). Indeed, a traditional fixed-length representation

in computational evolution may altogether sacrifice certain forms of genotypic variation

otherwise common in natural genomes, thus potentially compromising the dynamics of the

evolutionary process as a whole (Merlevede et al., 2019). Examples of such are the duplication

or removal of certain genes/sequences (a crucial process for the emergence of new genes

in natural evolution (Long et al., 2003), and intimately linked to genetic properties such as

robustness, evolvability, and functional specialisation (Calabretta et al., 2000)), or the structural

relocation of genes across the genotype (Merlevede et al., 2019).

From the computational perspective, variable-length representations of the problem genome

(Koza, 1992) allow evolutionary modelling to mimic these phenomena to a higher degree. In

consequence, this facilitates a more natural exploration of open-ended design problems where

solution complexity and/or dimensionality are in themselves adaptive unknowns (Banzhaf

et al., 2006).

This may be particularly relevant when considering problems where solution fidelity/feasibility

is inherently linked to the size of the associated genotype. For example, path optimisation

problems where the number of waypoints is not known a priori (Qiongbing and Lixin, 2016;

Cruz-Piris et al., 2019; Rodríguez-Molina et al., 2021), systems design problems where the

number of discrete components is a optimisable parameter (Hitomi and Selva, 2018; Decraene

et al., 2011; Aliefa and Suyanto, 2020), or direct optimal control problems requiring adaptive

mesh refinement to capture discontinuous/non-smooth behaviour in the system dynamics

(Betts and Huffman, 1998; Jain and Tsiotras, 2008; Zhao and Li, 2017).

5.6 Conclusion

This chapter has offered a brief introduction to several areas of research relevant to adaptive

mesh refinement for MOCPs. This is a complex issue with several interconnected components,

thus the individual sections of Chapter 5 gradually introduce each component in turn.

Section 5.1 begins with a brief overview of solving Optimal Control (OC) problems and an
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introduction to the two primary classes of approach: indirect and direct methods. Indirect

methods were identified as largely unsuitable for this study, in part due to the added com-

plexity in defining the necessary conditions for optimality. Discussion is therefore focused

on direct methods, with prevalent examples (such as single-shooting, multi-shooting and

collocation-based approaches) given. Global collocation methods are considered to be particu-

larly attractive for the purposes of this study due to the offered flexibility in representing the

problem of interest, and without relying on numerical integration, amongst other reasons.

However, global collocation methods (and indeed direct methods in general) can exhibit

difficult in approximating non-smooth or discontinuous profiles, common features of complex

engineering design problems, particularly involving multiple disciplines. This difficulty relates

to the number and distribution of grid nodes across which the time varying state/control

profiles are constructed. Section 5.2 therefore discusses several approaches present in the

literature for the adaptive refinement of these grid points. Of these, methods exploiting dyadic

grid structures were found to be effective and potentially suitable for incorporation into this

work, though outside of this work had only been applied to single-objective problems.

Next, Section 5.3 introduces Multi-Objective Optimisation (MOO) and discusses the two most

prevalent classes of approach to solving MOO problems: scalarisation-based and dominance-

based methods. The extension of MOOmethodology to includeOptimal Control (OC) problems,

forming Multi-Objective Optimal Control Problems (MOCPs), is then discussed in Section

5.4. This section briefly reviews examples of scalarisation and dominance-based methods in

application to MOCPs.

Finally, Section 5.5 discusses the fact that direct methods for OC are just as susceptible to issues

related to highly non-linear or non-smooth/discontinuous behaviour whether the problem is

single-objective or multi-objective. One may employ mesh refinement strategies to address

these issues, but a particular difficulty faced by MOCPs is that the location and scope of the

necessary refinement may differ between optimal solutions lying at different locations along

the Pareto-front, often dramatically. This issue becomes non-trivial when then considering

that to properly represent the trade-off surface of such a problem, a set of solutions is required

where each has been independently refined with respect to its own position in objective space,

and thus must be defined with a unique grid discretisation. This issue has yet to be adequately

addressed in the literature and as such forms the research basis for the remainder of this thesis.
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a method of reducing the computational burden associated with Multi-Objective Optimal
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Control Problems (MOCPs) in engineering design. The method focuses on adaptively increasing

the resolution at which a set of discretised control solutions, each representing a particular

balance between the problem objectives, may be evaluated. This is achieved by concentrating

computational resource (in the form of discretisation nodes/grid-points) around areas of high

complexity independently for each solution.

A novel aspect of the proposed approach is the simultaneous handling of various grid resol-

utions within an evolutionary framework, allowing solutions to independently evolve con-

current with their propagation through objective space. This is achieved through a unique

social operator, designed to facilitate collaborative action between solutions of variable vec-

tor lengths. A complete MOCP may thus be treated as an open-ended evolutionary design

problem. This ultimately facilitates a more complete, higher fidelity representation of the

trade-off surface in a more numerically efficient manner. The advantages of this approach are

summarised as follows:

• Non-smooth/discontinuous regions within any individual MOCP solution vector can be

automatically detected, thus the a priori specification of both the number and distribution

of discretisation elements is not required. Practically, this improves the usability of the

proposed algorithm in generalised application.

• A population of individual solution vectors (or agents) may thus be initialised using

only one finite element and allowed to independently refine across successive genera-

tions of an evolutionary framework. Importantly, this means that the size of the NLP

problem associated with each agent is relatively small at earlier iterations, thus both

computationally cheaper to evaluate and more receptive to global exploration.

• The criterion for deciding the region(s) in which to introduce new grid points is based

on the inexpensive relative local error evaluated at element boundaries.

• Due to the multi-level nature of dyadic grid structures, existing nodes remain fixed

across successive iterations, which benefits the overall convergence characteristics.

• User-specification of multi-objective scalarisation weights or preference functions is not

required, as a population of multi-resolution solutions can be concurrently advanced

towards the Pareto front via cooperative social actions designed to promote population

diversity.

• Together, these points allow solution-specific non-linear/discontinuous behaviour to

be efficiently captured during the evolutionary process. This ultimately allows a more

accurate representation of the multi-objective trade-off for reduced computational effort

relative to traditional uniform-grid approaches.
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6.1. Direct Finite Elements in Time

The work presented in the following chapter can be found in the following peer-reviewed

publications:

• B. Parsonage and C. Maddock. Biased Dyadic Crossover for Variable-Length Multi-

Objective Optimal Control Problems. 2024 IEEE Congress on Evolutionary Computation,

CEC 2024 - Proceedings, pages 1–9, 2024a. doi: 10.1109/CEC60901.2024.10611888

• B. Parsonage and C. Maddock. Solving multi-objective optimal control problems using

a multiresolution approach. Journal of Guidance, Control, and Dynamics, pages 1–14,

2024b. ISSN 1533-3884. doi: 10.2514/1.g008223

6.1 Direct Finite Elements in Time

In this work, nonlinear multi-phase Optimal Control problems are transcribed into finite-

dimensional NLP problems using the Direct Finite Elements in Time (DFET) transcription

method (Vasile and Finzi, 2000).

Finite Elements in Time (FET) for the indirect solution of Optimal Control problems were

initially proposed by Hodges and Bless (1991), later developing a discontinuous version.

Several possible formulations of FET are possible (Borri et al., 1992), the most promising

being those that derive from the semi-discontinuous and bi-discontinuous formulation of

the mixed field equations. For example, this includes an unconditionally stable symplectic

integration scheme for the bi-discontinuous version, and an unconditionally stable scheme

with the asymptotic annihilation property. The latter proves useful within schemes for the

integration of stiff systems. Additionally, Bottasso (1997) showed that FET for the forward

integration of ordinary differential equations are equivalent to some classes of implicit Runge-

Kutta integration schemes. FET can be extended to arbitrary high-order. Vasile (2010a) showed

how a direct transcription method based on FET is very robust and allows for a hp-adaptive

refinement technique (discussed further in Section 6.2). Direct transcription with FET on

spectral bases has been successfully used to solve a range of problems, including the design

of low-thrust multi-gravity assist trajectories to Mercury (Vasile and Bernelli-Zazzera, 2003),

the design of weak stability boundary transfers to the Moon, low-thrust transfers within

a restricted three-body problem and optimal landing trajectories to the Moon (Vasile and

Finzi, 2000). More recently, DFET have been used to solve Multi-Objective Optimal Control

Problems (MOCPs) representing spacecraft (Ricciardi et al., 2018a), the ascent trajectories of

launchers (Ricciardi et al., 2016), abort trajectories of reusable launch vehicles (Ricciardi et al.,

2018b) and the removal of space debris (Ricciardi and Vasile, 2019c).

This section recalls the general approach to the DFET transcription method presented by

Vasile (2010b). From Section 6.1, a generic optimal control problem can be expressed in Bolza
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form as:

min
u∈U

J = min
u∈U

ϕ(xi,xf , t0, tf ) +
∫ tf

t0

L(x(t),u(t), t)dt (6.1)

subject to nD differential constraints:

ẋ = F(x(t),u(t), t) (6.2)

and nA algebraic constraints:

g(x(t),u(t), t) ≤ 0 (6.3)

with the transversality conditions:

ψ(x0,xf , t0, tf ) ≤ 0 (6.4)

for the time interval given by:

t ∈ [t0, tf ] (6.5)

where the scalar t is time, the functions x(t) : [t0, tf ] → Rn represent the n-element state

vector, the functions u(t) : [t0, tf ] → Rp represent the p-element control vector and J is

the sum of the boundary state cost function ψ : Rn × Rp × [t0, tf ]→ R and of the integral

of a running cost function L : Rn × Rp × [t0, tf ] → R. The functions x(t) belong to the

Sobolev spaceW l,∞
while the functions u(t) belong to L∞

. The vector fields that appear in

the dynamic, path and boundary constraints, respectively, are F : Rn × Rp × [t0, tf ]→ Rn,
g : Rn × Rp × [t0, tf ]→ Rs and ψ : R2n+2 → Rq . Recasting the differential constraints in

weak variational form gives:∫ tf

t0

w(t)T (ẋ(t)− F (x(t),u(t), t))dt = w(t)T (x− xb)|tft0 (6.6)

where w are generalised weight functions assuming a value of 0 on either bound and xb are
the imposed/free state boundary values. Integrating by parts gives:∫ tf

t0

(ẇ(t)Tx(t) +w(t)TF (x(t),u(t), t))dt−wT
f x

b
f +wT

i x
b
i = 0 (6.7)

Of note, in this bi-discontinuous formulation, the value of x(t) at the boundaries does not
coincide with either with xbf or xb0. As remarked by Bottasso (1997), the weak form of

ẋ = F(x(t),u(t), t) is a mathematically correct formulation even when F(x(t),u(t), t) is
not continuous or differentiable. The time domain D(t0, tf ) ⊂ R is decomposed into N finite

elements:

D =
N⋃
ϵ=1

Dϵ(tϵ−1, tϵ) (6.8)
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and thus the state, control and weight functions may be parametrised on each element Dϵ as

follows:

xϵ(t) =
l∑

s=0

fsϵ(t)xsϵ (6.9)

uϵ(t) =
m∑
s=0

gsϵ(t)usϵ (6.10)

wϵ(t) =
l+1∑
s=0

hsϵ(t)wsϵ (6.11)

where the basis functions fsϵ(t), gsϵ(t) and hsϵ(t) are chosen within the space of polynomials

of order l,m and l + 1 respectively:

fsϵ ∈ P l(Dϵ) (6.12)

gsϵ ∈ Pm(Dϵ) (6.13)

hsϵ ∈ P l+1(Dϵ) (6.14)

and the vectors xsϵ, usϵ and wsϵ are weights given to each polynomial in each element. Each

element Dϵ can be seen as a smooth image of the reference time interval [−1, 1], where the
reference time τ is defined as:

τ = 2
t− tϵ−tϵ−1

2

tϵ − tϵ−1
(6.15)

In this way, the domain of the basis function is constant and irrespective of the size of the

element. Furthermore, the domain thus overlaps with the interval of the Gauss nodes that

will be employed for the integration of the dynamics. Substituting the definitions of the

polynomials into the objective functions and integrating with Gauss quadrature formulas with

q nodes leads to:

J̃ = ϕ(xb0,x
b
f , t0, tf ) +

N∑
ϵ=1

q∑
k=1

σkL(xϵ(τk),uϵ(τk), τk)
∆t

2
(6.16)

and the variational constraints for each element j become:

q∑
k=1

σk

[
ẇϵ(τk)

Txϵ(τk) +wϵ(τk)
TFϵ(τk)

∆t

2

]
−wϵ(tf )

Txbϵ +wϵ(t0)
Txbϵ−1 = 0 (6.17)

where τk and σk are the Gauss nodes and weights, Fϵ(τk) is the shorthand notation for

F(xϵ(τk),uϵ(τk), τk), and xbϵ and xbϵ−1 denote the boundary values of element ϵ at t = tϵ and

t = tϵ−1 respectively.
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In the DFET literature, the basis is typically generated through a Lagrange interpolation on

the quadrature nodes, usually either Gauss-Legendre or Gauss-Lobatto:

fsj(τ) =
l∏

k=0,k ̸=s

τ − τk
τs − τk

(6.18)

gsj(τ) =

m∏
k=0,k ̸=s

τ − τk
τs − τk

(6.19)

hsj(τ) =

l+1∏
k=0,k ̸=s

τ − τk
τs − τk

(6.20)

The test functions w must assume a value of 0 on either bound, thus the nodes for the

construction of test functions with Lagrange interpolation must be of Lobatto type. Readers

are directed towards (Ricciardi and Vasile, 2019a) for further discussion on the choice of basis

functions for this class of problem. In this chapter, Bernstein polynomials are employed as

basis functions in accordance with the work by Ricciardi and Vasile (2019a). A Bernstein basis

of order n is defined as:

Bv,n(t) =

(
n

v

)
tv(1− t)n−v 0 ≤ v ≤ n, 0 ≤ t ≤ 1 (6.21)

As shown in Fig. 6.1, Bernstein polynomials either assume a value of 0 on both boundaries

or a value of 1 on one boundary and of 0 on the other, thus may be used as test functions.

Since the resulting curves will be integrated through Gauss quadrature, which requires nodes

defined on [−1, 1], Bernstein polynomials must also be defined on the interval [−1, 1]:

B̃v,n(τ) = Bv,n(t), τ = 2t− 1 (6.22)

In the following, for clarity of notation, the subscript n to denote the order of the Bernstein

polynomials will be dropped. That degree will equal l, m or l + 1 depending on whether

the polynomials will be used to describe the states, controls or test functions respectively.

Substituting:

xϵ(t) =
l∑

s=0

B̃sϵ(τ)xsϵ = Bϵ(τ) (6.23)

uϵ(t) =
m∑
s=0

B̃sϵ(τ)usϵ = Cϵ(τ) (6.24)

wϵ(t) =

l+1∑
s=0

B̃sϵ(τ)wsϵ = Dϵ(τ) (6.25)

Thus, if the basis is made of Bernstein polynomials, the resulting state curves Bϵ(τ), control
curves Cϵ(τ) and test curves Dϵ(τ) are, by definition, Bézier curves. The reader is referred to

Ricciardi and Vasile (2019a) for a more in-depth discussion of the properties of Bézier curves

that support their use in this application.
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(a) (b)

Figure 6.1: 8th order (a) Bernstein basis and (b) Bézier curve (Ricciardi and Vasile, 2019a).

6.2 Dyadic Mesh Refinement

The collection of discretisation nodes τ that represent the interface between each finite element

D of a solution vector x over a normalised time interval may be considered a uniform dyadic

mesh Vj,N conforming to the general form:

Vj,N =

{
τj,k ∈ [0, 1] : τj,k =

k

2jN
, 0 ≤ k ≤ 2jN, 0 ≤ j ≤ Jmax

}
(6.26)

where τj,k are the time coordinates of the interface nodes with corresponding spatial index k.

The positive integers j and Jmax represent the current and maximum allowable resolution

level and N is the number of elements present in the initial uniform mesh discretisation. By

definition, a dyadic grid is obtained by successively subdividing a uniform initial grid such

thatWj,N denotes the set of grid points belonging to Vj+1,N but not Vj,N ; that is,

Wj,N =

{
τ̂j,k ∈ [0, 1] : τ̂j,k =

2k + 1

2j+1N
, 0 ≤ k ≤ 2jN − 1, 0 ≤ j ≤ (Jmax − 1)

}
(6.27)

Hence, τj+1,k ∈ Vj+1,N if:

τj+1,k =

{
τj,k/2, k is even

τ̂j,(k−1)/2 otherwise

(6.28)

N can be any positive integer for the generalised dyadic grid, which is more convenient for

optimisation
1
. An example of a uniform dyadic grid with N = 1 and Jmax = 7 is shown in

Fig. 6.2, where only the nodes corresponding to V0,N andWj,N , 0 ≤ j ≤ (Jmax − 1) have

been included for clarity.

1

Throughout this work however, N = 1.
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6.2. Dyadic Mesh Refinement

Figure 6.2: A uniform dyadic grid conforming to Eqs (6.26) and (6.27), where N = 1 and

Jmax = 7.

The subspaces Vj,N are nested;

V0,N ⊂ V1,N ⊂ · · · ⊂ VJmax,N (6.29)

with

lim
Jmax→∞

VJmax,N = [0, 1] (6.30)

The sequence of subspacesWj,N satisfies the propertyWj,N ∩Wl,N = ∅ for all j ̸= l. The

sets Vj,N andWl,N for j ≤ l are orthogonal to each other, as are the setsWj,N andWl,N for

j ̸= l (see Fig. 6.2). If element subdivision is performed in a non-uniform manner, (6.26) can

be modified to represent the resulting non-uniform grid:

G =
{
τji,ki ∈ [0, 1] : 0 ≤ ki ≤ 2ji

}
(6.31)

Jmin ≤ ji ≤ Jmax for i = 1, . . . , R

τji,ki < τji+1,ki+1
for i = 1, . . . , R− 1

where G ⊂ VJmax,N and R represents the number of available resolution levels. Of note,

working with dyadic grids is essentially equivalent to using interpolating wavelets for the

analysis of the underlying function (Jain and Tsiotras, 2008), and retains one of the major

benefits of wavelet-based analyses: multi-resolution functional representations (Harten, 1996;

Mallat, 1989).

Grid adaptation is accomplished by first assessing the mesh quality. Temporal finite elements

exhibit spectral convergence of the boundary values as the number of nodes increases and a

slower convergence of the discontinuity at the boundaries (Vasile, 2010b). Hence, controlling
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the discontinuities at element boundaries guarantees a control of the global error. By defining

the discontinuity at each interface node τ as:

δτ = |xl − xr| (6.32)

where superscripts l and r denote the values to the left and right of interface node τ respect-

ively
2
, one can thus obtain the relative local error as an indicator of grid quality:

ϵτ =
δτ

max[xUB − xLB, |xUB|, |xLB|]
(6.33)

where xUB and xLB are respectively the user-defined upper and lower bounds of the state

vector x.

Using this approach, one does not require any additional procedure or integration as sufficient

information may be derived from the discontinuities at the boundaries of each finite element. A

given grid may therefore be modified by inserting additional interface nodes at the midpoints

of all finite elements not satisfying ϵτ ≤ ϵtol, where ϵtol is a user-specified tolerance. This then
preserves the non-uniform dyadic structure according to (6.31).

This refinement procedure requires the associated basis functions spanning each temporal

element be split in the same manner. A useful property of Bernstein polynomials in this

regard is that any Bézier curve (sequential collection of Bernstein polynomials) can be exactly

represented by two, smaller subcurves of the same order, as depicted graphically in Fig. 6.3.

Alternative basis functions, such as Chebyshev polynomials, would have to be refit after each

grid adaptation step.

6.2.1 Vectorised Bézier Curve Refinement

In this study, a vectorised, non-destructive, recursive subdivision scheme (Pomax, 2023) is

employed to refine Bernstein Polynomials. Recall from Section 6.1, that a basis comprised of

n-th order Bernstein polynomials (6.21) defines a Bézier curve according to the general form:

B(t) =
n∑
v=0

Bv,n(t)xv (6.34)

which can be represented in matrix form as:

B(t) = [T] [M] [X] (6.35)

where T represents the polynomial basis T = [t0, . . . , tn], X is a column vector of control

points X = [x1, . . . , xm]
T
, where m = n + 1, and M : Rm×m

is a triangular coefficients

2

In other words, xl
represents the final values of the state basis function corresponding to the element

immediately preceding τ , and xr
represents the initial value of the state basis function corresponding to the

element following τ .
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matrix that may be generalised (in accordance with binomial theorem) as:

M = PT diag([Pm,1, . . . ,Pm,m]) (6.36)

where P : Rm×m
is the lower triangular Cholesky factor (up to the signs of the columns) of

the Pascal matrix.

If B is to be split exactly in half, we define the bisection node z = 0.5. To find the coordinates

X̃1 of the first sub-curve B̃1 bounded between [0, z], the matrix T becomes:

T = [(0 + z t)0, . . . , (0 + z t)n] (6.37)

which may be decomposed to provide the following matrix representation of subcurve B̃1:

B̃1(t) = T Z M X (6.38)

where

Z = diag(z) (6.39)

with z = [z0, . . . , zn]. By inserting the identity matrixM M−1
, (6.43) can be represented as:

B̃1(t) = T M (Q X) (6.40)

where

Q = M−1 Z M (6.41)

Thus by comparing (6.35) and (6.40), it can be seen that the control points representing the first

split segment B̃1 bounded between [0, z] are given by X̃1 = [Q X]. To evaluate the control

points defining the second segment B̃2, this process is repeated for the interval [z, 1]. The

matrix T is thus written as:

T = [(z + (1− z) t)0, . . . , (z + (1− z) t)n] (6.42)

which may be decomposed to give:

B̃2(t) = T Z∗ M X (6.43)

By defining w = 1− z, the general form of Z∗
may be written as:

Z∗ = |PT | wT TU (z) (6.44)

where w = [w0, . . . , wn] and TU (z) is the upper triangular of a symmetrical Toeplitz matrix

with the first row given by z = [z0, . . . , zn]. The second subcurve B̃2 can therefore be written

as:

B̃(t) = T M Q∗ X (6.45)
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Figure 6.3: The Bézier curve defined by nodes ABCD may be perfectly bisected into the curves

AEHK and KJGD.

where

Q∗ = M−1 Z∗ M (6.46)

Thus the control points representing the second subcurve B̃2 bounded between [z, 1] are given

by the expression: X̃2 = [Q∗ X].

As an example, Figure 6.4 depicts two extremal solutions to a classic MOCP sourced from the

literature (Betts and Huffman, 1998; Citron, 1969; Jain and Tsiotras, 2008), solved using the

multi-resolution refinement approach of this chapter. In each case it can be seen that grid

nodes have been successfully concentrated to an appropriate degree within different areas of

the time domain.

6.3 Variable-Length Evolutionary Algorithms

Homology is defined in the field of evolutionary biology as "possessing a common evolutionary

origin" (Reeck et al., 1987). This is as opposed to merely similarity of sequence, function or

location. Considering linear genomes of constant vector length, genetic crossover is performed

by exchanging homologous sequences between two parental genomes. The most prevalent

methods are typically differentiated by the number n of crossover point-pairs selected to

define such sequences (e.g. n = 1, 2, . . . , k) (Merlevede et al., 2019). Crossover points are

often selected assuming unambiguous homology across successive generations. That is, each

element or sequence remains fixed in position within a particular genome. Clearly, this

assumption cannot hold for variable-length structures. As in nature, variable-length crossover

must be guided to exchange sensible or equivalent sequences regardless of the respective

lengths of the parent genomes. Practically, this may be achieved (for example) by embedding
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(a) (b)

(c) (d)

Figure 6.4: Optimal solutions to the problem presented in Betts and Huffman (1998); Citron

(1969); Jain and Tsiotras (2008), where (a) and (b) represent the state and control profiles for

mintf ,u[J1] = −y and mintf ,u[J2] = umax respectively. The circle markers in (c) and (d)

represent the grid nodes (element boundaries) for corresponding solutions (a) and (b).
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metadata within the genome (Zebulum et al., 2000a), or by inferring homology via sequence

similarity or some other relevant heuristic (Pearson, 2013).

An example of the latter is the Species Adaptation Genetic Algorithm (SAGA) (Harvey, 1992).

SAGA utilises a similarity metric, the Longest Common Sub-Sequence (LCSS), designed to

favour the exchange of similar segments during recombination. Similarly to Goldberg’sMessy-

GA (mGA) (Goldberg, 1989), an initial crossover point is randomly selected from the first

parent genome. However, where mGA randomly samples a corresponding point in the second

parent genome, SAGA sequentially tests each possible matching point in the second parent.

The pairing with the maximum sum of LCSS (on both the left and right split segments of each

genome) is selected. Where there are multiple candidates with identical scoring, one is selected

at random. A similar approach is adopted in the Virtual Virus (VV) algorithm (Burke et al.,

1998), where crossover probability is regulated by the degree of local similarity between parent

genomes, given by the number of matches within a specified fixed size window. However, the

SAGA crossover approach explicitly attempts to preserve a complete genetic sequence using

the parent genomes as a guide, and thus remains superior in this respect.

Another example is the use of Hidden Gene GAs (Abdelkhalik, 2013; Zebulum et al., 2000b).

Hidden-GeneGAs represent solutions using two structures, one including all design parameters

of a particular problem and another including a binary ’tag’ vector that indicates which

parameters are ’active’ in a particular solution. The so-called global vector therefore contains

the maximum number of variables that can be used to characterise the current problem. If the

binary tag associated to a particular element of the global vector is not active, that variable

will not be included in the evaluation of that solution.

These methods still fundamentally assume the genome itself is an inflexible, rigid array of

data, allowing unbiased selection of the initial crossover point. As such, this selected point

may lie within any unique structure or subsequence that has a particularly strong effect on

the fitness of the genome as a whole, thus is less likely to have a complimentary (or even

appropriate) pair in the second genome. This can result in a largely disruptive crossover,

potentially compromising the exchange and/or preservation of data. In the work (Hutt and

Warwick, 2007), a softer approach is demonstrated, more in line with biological crossover.

The Synapsing Variable-Length Crossover (SVLC) algorithm selects the initial crossover point

biased by the physical structure of both parent genomes. Parents are synapsed together at

points of similarity (again determined using the LCSS approach, with longer sequences given

priority). Crossover is then performed only within synapsed regions, producing offspring

that inherit the entirety of the common parental subsequences. This potential for smoother,

non-destructive crossover is particularly appealing given the findings of (Harvey, 1992), who

used the concepts of epistasis and fitness landscapes to show that propagation through a search

space of indefinite dimensionality may only be feasible through a gradual increase in genotype
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length.

It may thus be suggested that the inference of homology via the genetic structure of parental

genomes is more likely to facilitate meaningful, non-destructive crossover. In this manner,

homologous segments may be both adaptively selected and compared throughout an open-

ended optimisation process. It is via this principle that the following methods are proposed and

applied within the context of evolutionary MOCPs, where the structure of unique solutions is

inherently linked to the NLP transcription approach.

6.4 Multi-Resolution Memetics

For the purposes of this work, the proposed grid refinement approach is used to augment

the Multi-Agent Collaborative Search (MACS) algorithm, a dominance-based memetic solver

for Multi-Objective Optimisation (MOO) problems under development at the University of

Strathclyde (Vasile and Zuiani, 2011).

MACS initialises a population of virtual agents at random locations in the search space,

where an ’agent’ comprises an optimal control solution vector and corresponding objective

function and constraint function values. Every agent in turn explore it’s local neighbourhood

through a series of individualistic actions (inertia, pattern search and differential evolution).

The population as a whole then performs a set of collaborative, social actions to concurrently

advance towards a complete representation of the Pareto-front. At every user specified number

of iterations (and again at the final iteration), a gradient-based local optimisation utilising

Pascoletti-Serafini scalarisation Pascoletti and Serafini (1984) is performed on each agent.

The MACS algorithm has been extensively described in the works by Vasile and Zuiani (2011);

Ricciardi (2019); Ricciardi and Vasile (2019b). However, the current formulation of MACS

assumes all solution vectors conform to a predetermined structure of fixed length, thus is

incompatible with adaptive problems. In order for the proposed grid refinement procedure to be

integrated into MACS, a new social operation, one that allows the handling of variable-length

discretisation grids and therefore enables open-ended evolution, is required.

The individualistic actions within MACS operate in isolation for each member of the current

population, and thus need only minimal modification to incorporate continuously adapting

solutions. However, considering the collaborative actions (operations that combine information

from multiple members of a population, e.g., memetic crossover), accounting for open-ended

evolution implies the need to identify common points or sequences between two individuals

without assuming one-to-one correspondence between vector components. This type of identi-

fication is utilised within Variable-Length-Chromosome Genetic Algorithmss (VLC-GAs) (Smith,

1980; Koza, 1992), a subclass within the wider field of Genetic Algorithms (GAs) (Holland,
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1992). Munetomo et al. (1998) present a crossover mechanism for VLC-GAs called same-point

crossover, involving two operators: one-point (1P) and two-point (2P) crossover. Partial chro-

mosomes
3
are thus exchanged at the loci of identical genes between both parent chromosomes.

This mechanism has since been inherited by most (if not all) subsequent VLC-GAs. Among

other well known methods for variable-length crossover include Goldberg’s Messy-GA (Gold-

berg, 1989), Species Adaptation Genetic Algorithms (Harvey, 1992), Synapsing Variable-Length

Crossover (Hutt and Warwick, 2007), the Virtual Virus method (Burke et al., 1998) and the

more recently proposed Same-Adjacency crossover (Qiongbing and Lixin, 2016).

Representing a novel application of Variable-Length Chromosome (VLC) methodology, this

work proposes to leverage the imposed dyadic grid structures described in Section 6.2 to allow

a MOCP to be redefined as an open-ended evolutionary design problem. More specifically,

given that the nodal intersection between two or more unique dyadic grids can be easily

computed, common vector components between alternative solutions can be quickly identified.

This then facilitates direct comparison and/or recombination for the purpose of social action.

It is important to note that given an initially uniform discretisation, the proposed dyadic

refinement scheme (Section 6.2) implies that any segment bounded by common intersection

nodes of any two solutions must by definition share common ancestry. With reference to

the previous definition given in Section 6.3, homology in this context additionally infers that

such segments represent the same portion of the solution in normalised time, regardless of

the number of intermediate nodes enclosed within.

The precise manner in which this may be performed is now discussed.

6.4.1 One-Point Crossover

Consider two individual solution vectors of respective lengthsL andK , x = [x0, x1, . . . , xi, . . . , xL]

and x∗ = [x∗0, x
∗
1, . . . , x

∗
j , . . . , x

∗
K ] with corresponding multi-resolution grids G(x) and G(x∗).

Given that each agent within the population is initialized upon an identical uniform grid dis-

cretization, i.e. N (x) = N (x∗)
, and that individual grid elements can only be perfectly bisected,

the intersection between x and x∗
will include at least one intermediate node (excluding the

trivial case of common initial and final nodes) such that:

G(x) ∩ G(x∗) ̸= ∅, 2 ≤ R(x,x∗) ≤ 2Jmax
(6.47)

The simplest variable-length social action that can thus be considered is that of classical

one-point (1P) crossover. In this case, a single intersection node is selected at random, xi = x∗j ,

with all components following xi and x
∗
j exchanged between the parent solutions to create two

3

In this context, ’chromosome’ is taken as equivalent to the problem solution vector.
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new individuals (see Fig. 6.5a). This is functionally equivalent to the cut and splice operations

introduced in Goldberg’s Messy-GA (Goldberg, 1989).

(a) (b)

Figure 6.5: Two parent vectors are split at (a) one or (b) two appropriate point-pair(s), with

all elements following (or between) the split(s) exchanged between parents to form two new

vectors.

6.4.2 Two-Point Crossover

One-point crossover has the feature that solution vector components nearer the extremes of

each individual are much more likely to be separated than components nearer the middle

(Harvey, 1992). Intuitively then, two-point (2P) crossover may avoid this inherent bias by

instead randomly selecting two intermediate nodes from the set of intersections between x and

x∗
, exchanging the enclosed subsequence (see Fig. 6.5b). In this case, grid point intersections

conform to:

G(x) ∩ G(x∗) ≥ 2, 2 ≤ R(x,x∗) ≤ 2Jmax
(6.48)

6.4.3 Dyadic Crossover

A known flaw within both preceding methods is the potential for lack of offspring diversity

should the crossover point(s) be chosen too close to the initial and/or final nodes (Qiongbing

and Lixin, 2016). In such cases, this is equivalent to saying the length of the exchanged segment

is comparable to the lengths of the parent vectors themselves. An interesting consideration

within the context of this study is that as the population is progressively evolved, the number

of intersections between similar solutions is likely to increase. This therefore allows a pro-

gressively finer level of crossover to occur between similar solutions, thus reducing the overall

difference between agents comprising successive generations, which itself has implications

for the convergence characteristics of the algorithm as a whole.

However, while the potential for smoother social cooperation is introduced, crossover points

are still only selected at random, thus there is no guarantee that crossover at a higher level

of resolution will actually occur. Indeed, Harvey (1992) provides a modification to classical

two-point crossover in order to choose the second point such that the similarity between the
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exchanged segments is maximized. ’Similarity’ in this sense is measured according to the

longest common subsequence, defined as the "longest uninterrupted matching substring of

gene values (alleles) found between two strings of arbitrary length" (Harvey, 1992).

In a similar vein, the proposed method in this work is designed to instead favour the exchange

of higher resolution segments. That is, segments that intersect at higher resolution levels J . In

this manner, as the number of intersection points between solutions increases, information

exchange will occur at as high a resolution level as is possible. This aims to minimize the

potential disruptive effects caused by blind exchange of larger subsequences (a not uncommon

feature of unbiased 1P/2P crossover) and thus promotes a more gradual convergence in

objective space. Furthermore, if the selection of crossover points is allowed to include either

the initial or final nodes, the biased crossover operation (referred to now as dyadic crossover),

can effectively switch freely between 1P and 2P classifications, guided by the resolution of the

parent individuals.

6.4.4 Variable-Length Differential Evolution

A final consideration must be given to the use of Differential Evolution (DE) (Madavan, 2002),

one of the default social operations within the original MACS algorithm. When a particular

agent xp is selected for DE, a displacement vector dxp is defined through combination with

three randomly selected individuals, xp1 , xp2 and xp3 , from the population:

dxp = αe ((xp − xp1) + F (xp2 − xp3)) (6.49)

where α is a random number between 0 and 1, F is a user specified constant and e is a mask

vector of elements of either 0 or 1 according to:

ej =

{
1, if α2 < CR

0, otherwise

(6.50)

where α2 is another random number between 0 and 1, and the crossover ratio CR is another

user specified constant. The resulting trial position thus reads:

xtrial = xp + dxp (6.51)

To ensure xtrial lies within the search domain, some components of dxp are suppressed whilst

α is reduced. If xtrial is determined to represent an improvement with respect to the problem

objectives, it is included into the population.

When considering that the agents xp, xp1 , xp2 and xp3 may have inconsistent vector lengths,

it is clear that (6.49) cannot be directly evaluated. Instead, the grid intersection between

all individuals is evaluated and used to construct directly comparable segments of constant

vector length, to which (6.49) may then be successfully applied. In principle then, (6.49) is
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applied only to masked sub-sequences of the selected individuals representing mutually shared

segments, identified via the computation of dyadic grid point intersections in normalised

time. Similarly as for the crossover operators, this modification implies that the effects of the

new DE operation will naturally strengthen proportionally to the level of nodal intersection

observed between solutions.

6.5 The VL-MOCP Algorithm

The components introduced in this work, namely the dyadic grid refinement (Section 6.2)

and the variable-length crossover operations (Section 6.4), are applied as an extension to the

existing MACS algorithm. The methods themselves are relatively general, thus MACS is here

used primarily as a convenient test-bed with which to demonstrate their usability.

Figure 6.6 illustrates the complete process flow, with the proposed modifications to the ex-

isting MACS algorithm structure indicated with red dotted boxes. The complete algorithm

operates as follows. A population of agents is initialised, where each represents a solution to a

MOCP discretised upon a uniform initial grid using DFET (Vasile, 2010b; Ricciardi and Vasile,

2019a). Each agent is first modified in isolation using the individualistic actions of the original

algorithm. Next, each agent is modified further using a selected variable-length crossover

action, using grid-point intersections as a basis for identifying suitable crossover points. A

bi-level optimisation structure (Ricciardi, 2019) is employed, where solutions produced by

both the individualistic and social operations (i.e. comprising the outer-level) are initially

considered only candidate solutions and passed to an inner-level local optimisation step. This

local search operation simply finds the nearest solution to the candidate in parameter space

that meets the current constraint tolerances, thus ensuring that the returned solution is fully

feasible with minimal alteration to the original candidate. If the resulting solution then rep-

resents an improvement, it is included in the current population, otherwise discarded. At

every user-specified number of iterations, the gradient-based step of the original algorithm is

performed and immediately supplemented by the proposed dyadic grid refinement step. By

doing so, local optimality may be guaranteed prior to the mesh refinement step. Given the

useful properties of Bernstein basis functions described in Section 6.2, no further treatment of

the population is necessary following grid refinement. This whole process repeats until either

a maximum budget of function evaluations or total iterations is met.

By integrating these new steps into the original algorithm, the population is allowed to evolve

into a set of multi-resolution solutions defined upon independent non-uniform discretisation

grids. This then allows complex, nonlinear/discontinuous behaviour otherwise unique to any

particular solution to be efficiently identified and captured as part of an evolutionary process.
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Figure 6.6: Simplified process flowchart of the modifiedmulti-resolutionMACS algorithm. Red

dotted boxes indicate new/modified subroutines relative to the original MACS implementation.

At each iteration, the population is subject to individual and social actions in turn, with a

simplified local search applied after each to ensure the feasibility of each agent. If a refinement

step in triggered, the population undergoes first a more extensive gradient-based local search

to ensure local optimality, followed by the mesh refinement subroutine. This processes iterates

until a stopping criteria is met, at which point the algorithm ends with a final local search

applied to each agent.

6.6 Computational Experiments: Variable-Length Crossover

This section presents a computational test case intended to explore the effectiveness of the

proposed VLC approach. An example MOCP is transcribed using DFET and solved with the

modified MACS algorithm (incorporating the bi-level optimisation structure, as described in

Section 6.5), where the original social operations are replaced with each crossover method

described in Section 6.4, namely 1-Point Crossover (1PCO), 2-Point Crossover (2PCO) and Dyadic

Crossover (DCO) in turn.

Two additional methods are included for reference. The first exchanges only the static para-

meters between the two selected parent solution vectors. In general, the static portion (e.g.

design variables) of an Optimal Control solution vector is greatly outnumbered by the dynamic

parameters (representing the system states and control law). As such, the lengths of the ex-

changed segments are comparable to those of the parent vectors themselves, thus this method

is referred to here as Near-Uniform Crossover (NUCO). The second demonstrates an extreme

case in which parents are simply swapped prior to the inner-level optimisation step, thus

named No Crossover (NCO). In effect, this action represents a local optimisation step along a

search direction different to that originally assigned to that particular agent
4
. The complete

set of examined crossover methods thus demonstrates a clear hierarchy of complexity, whilst

including the most prominent fundamental methods from the literature (i.e. 1PCO and 2PCO).

This allows the individual effects of each level to be more explicitly observed.

Given the prevalence of additional heuristics within MACS however, it can be difficult to

disseminate the global effects of any particular operation individually. For example, deficiencies

4

The reader is referred to (Ricciardi, 2019) for a description of how the search direction is defined for each

agent within the context of the MACS algorithm.
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in onemay be compensated for by another, for a particular problem. Furthermore, the deliberate

isolation of heuristics for testing purposes may not give an accurate representation of their

behaviour when employed in collaboration. In an attempt to provide as unbiased a performance

metric as practical, the number of dominating solutions produced by the crossover action

(including the inner-level gradient-based optimisation step of the bi-level approach) with

respect to the current population is recorded as a measure of effectiveness. The likelihood of

each approach to produce meaningful, globally exploratory offspring may thus be tracked in

a relatively unbiased manner. Additionally, the quality and spread of the final Pareto-front

is assessed against a reference Pareto-optimal set of solutions via the Inverted Generational

Distance (IGD) and Averaged Hausdorff Distance (AHD)5 metrics (Schütze et al., 2012).

Due to the inherent stochastic nature of the employed algorithms, 100 independent analyses

were performed to track both themean and standard deviation of relevant metrics. Additionally,

to objectively indicate statistical significance, a one-way Analysis of Variance (ANOVA) was

performed for each metric throughout the computation, where the significance level required

to reject the null-hypothesis is taken as α = 0.05. To subsequently assess the extent of the

variation between individual pairs of crossover methods, a multiple comparison test was

performed using the ANOVA output (Hochberg and Tamhane, 1987).

All computations in this section were performed using the ARCHIE-WeSt High Performance

Computer. Individual runs utilised a single Intel Xeon Gold 6138 20 core 2.0GHz CPU, where

40 nodes comprise a standard compute node (on Lenovo SD30 servers) of 192GB RAM per

node.

6.6.1 Chemical Reaction

The following problem is derived from the control of a chemical process, as presented in (Betts

and Huffman, 1998; Citron, 1969; Jain and Tsiotras, 2008). The amount of chemical product y is

determined via the two-stage reaction x→ y → z, where z represents the waste product. The

reaction rates for x and y are dependant on the rate coefficient u(t) according to the following

relationships:

ẋ = −ux (6.52)

ẏ = ux− ρuky (6.53)

where the positive constants ρ = 2.5 and k = 1.5. AMOCPmay be definedwhere the objective

is thus to maximise the final amount of product y whilst minimising the peak reaction rate

5

As remarked by Schütze et al. (2012), the IGD metric is sensitive to the number of elements in the reference

Pareto front and in the computed one, hence the inclusion of the AHD in the presented comparisons.
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umax.

min
tf ,u

[J1, J2]
T = [−y, umax]T (6.54)

s.t. (6.55)

0.1 ≤ u(t) ≤ umax (6.56)

where the static parameter umax ∈ [0.3, 0.5]. The initial conditions are:

x(0) = 1, y(0) = 0.01 (6.57)

and the final time is fixed at tf = 2.

This problem was solved by initialising a population of 10 individual agents, where each is

a single continuous time phase discretised upon a uniform mesh of resolution level J = 0

(i.e. a single finite element). States and controls are represented by element specific 4th order

Bernstein polynomials. The target local error threshold imposed at element boundaries was

set to ϵ = 10−7
, with a refinement step performed every 10 iterations. Elements not meeting

this criteria are split at a frequency chosen to coincide with the gradient-based local searches

(in this case, every 10 iterations). In this manner, local optimality may be guaranteed prior to

each mesh refinement step. Local (inner-level) optimisation was completed using the fmincon

solver with a SQP algorithm with function, constraint violation and step tolerances set to 1e-6,

1e-16 and 1e-9 respectively. The optimisation process was set to terminate upon reaching

a maximum number of outer-loop iterations niter = 200. Figure 6.7 shows an example

representation of the Pareto front obtained using the proposed multi-resolution approach,

where the extremal solutions correspond to the profiles shown in Figure 6.4.

Figure 6.8 shows the accumulation of dominating solutions with respect to the current archive

using each of the described crossover approaches. Several interesting features can be observed.

Firstly, the 1PCO and 2PCO methods exhibit very similar rates of change, with the former

displaced in the positive vertical direction due to an initially superior accumulation rate during

early iterations. The gradual plateauing of each may be attributed to the associated evolution

of NLP size (shown in Figure 6.9) which causes an increase in available grid point intersections

and thus a decrease in the effectiveness of random crossover point pair selection. The effect

of introducing the resolution-based bias can be clearly seen in the comparison between the

2PCO and DCO results, where the latter maintains an almost linear accumulation even as NLP

size (and thus also the available grid intersections) begins converging. As expected, the NCO

approach represents a performance baseline where no social manipulation is actually present,

only a gradient-based local search in a different direction to that originally associated with that

particular agent. The generality of this approach may go to explain the linear accumulation

(albeit at a reduced rate) of dominating solutions irregardless of NLP size convergence. A

slightly more interesting response is seen from the NUCO approach, with a larger accumulation
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(a) (b)

(c) (d)

Figure 6.7: Example multi-objective solutions to Problem 6.6.1 (Chemical Reaction), solved

using the multi-resolution approach with the DCO operator. Included is the (a) Pareto front

with corresponding (b-c) state and (d) control profiles.

rate for iter < 50, followed by a reduced gradient for iter > 50, almost matching that of NCO.

Given that NUCO is only exchanging the static parameters between parents, the initially larger

accumulation rate may be attributed to the more exploratory nature of the earlier iterations,

where the choice in static parameters plays a more definitive role in the positioning of agents

within objective space. As the distribution of static parameter values across the population

stabilises, the performance of NUCO reduces to the baseline level demonstrated by the NCO

approach, interesting in the sense that the local search direction for these cases is in the

originally associated direction.

To generally summarise these results, NLP size lx and the number of dominating solutions
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Table 6.1: Values of total execution time tf , NLP size lx and number of dominating solutions

nsoc produced by each crossover operation at the final iteration niter = 200 for Problem 6.6.1

(Chemical Reaction).

tf [s] lx nsoc

1P 2948 (490) 321 (75) 2.3196 (1.26)

2P 3199 (581) 324 (75) 2.2717 (1.23)

D 2881 (606) 334 (89) 3.6932 (1.50)

N 1727 (327) 322 (77) 0.7010 (0.77)

NU 2827 (403) 320 (68) 1.1596 (0.99)

Figure 6.8: Total number of dominating solutions accumulated by each crossover method for

Problem 6.6.1 (Chemical Reaction).

produced by the crossover operation nsoc at the final iteration of each approach are shown in

Table 6.1, with the addition of the total recorded execution time tf . Reported are the mean

values with standard deviation included in brackets.

An acknowledged risk with variable-length representations in evolutionary algorithms is the

uncontrolled growth of genome size (also referred to as “bloat” or “fluff”) (Merlevede et al.,

2019; Brameier, 2004; Langdon and Poli, 1998). It may be tempting then to attribute slight

increase in average NLP size exhibited by the dyadic crossover approach to this excessive

growth. However, by examining the distribution of NLP sizes recorded at the final iteration for

each approach, shown in Figure 6.9, little difference between the methods can be discerned.

Ultimately this suggests that in this case the choice of crossover does not significantly influence

the rate of evolution or the quality of the final population, with the reported difference in

likelihood of producing new, dominating solutions largely mitigated by the bi-level approach.
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(a) (b)

Figure 6.9: NLP size progression recorded using each crossover method for Problem 6.6.1

(Chemical Reaction), where (a) shows the fourier-fit trend of the averages across all iterations,

and (b) shows the distributions recorded at the final iteration niter = 200.

Table 6.2: Mean values (standard deviation in brackets) of IGD and AHD for each crossover

method used to solve Problem 6.6.1 (Chemical Reaction).

IGD AHD

1P 0.0030 (2.21e-3) 0.0262 (2.40e-3)

2P 0.0038 (2.69e-3) 0.0265 (2.17e-3)

D 0.0034 (2.99e-3) 0.0265 (2.29e-3)

N 0.0035 (2.42e-3) 0.0264 (2.45e-3)

NU 0.0028 (2.02e-3) 0.0262 (2.10e-3)

In part this suggests the problem is relatively simple for the optimiser to solve using a gradient

based approach (albeit assuming some initial evolutionary spreading in objective space), or at

least is computationally inexpensive enough for the multi-resolution approach to run for a

sufficient number of iterations relative to the complexity of the problem. Whilst as expected

given the additional heuristics within MACS (see Section 6.4), this is nonetheless supported

by the general agreement in IGD and AHD values for each method, reported in Table 6.2.

Perhaps a more surprising aspect of Figure 6.9(b) is the range in final NLP size. Indeed,

for each method the observed range is a significant proportion of the maximum observed

value. To account for this, a closer inspection of the final multi-resolution population is

necessary. As stated earlier, an important aspect of the original mesh refinement problem is

that individual solutions distributed across the Pareto-front may require unique discretisation

grids to fully represent the corresponding state and/or control profiles (this can partially be

seen in the distribution of grid nodes in Figure 6.7). To quantitatively measure the extent
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of this requirement, we define the Grid Intersect Ratio (GIR) as the fraction of intersection

points between any two individuals relative to the total number of possible intersections (the

latter in effect is equivalent to the total number of nodes of the smaller parent). Figure 6.10

shows an example of the pairwise correlation in GIR recorded by the dyadic crossover method

at the final iteration. In this figure, the agent numbering corresponds with the numbering

shown in Figure 6.7(a), thus agents with consecutive numbering also lie next to each other in

objective space. The concentration of high intersect values across the diagonal of the agent

pairing matrix supports the conjecture that "similar" solutions in objective space share a higher

fraction of common grid points. Furthermore, the lowest observed value of GIR indicates that

only around 60% of possible nodes are shared between the ’least similar’ individuals of the

final population, which then supports the large range in final NLP size seen in Figure 6.9.

(a) (b)

Figure 6.10: Grid Intersect Ratio (GIR) recorded at final iteration of Problem 6.6.1 (Chemical

Reaction), where (a) shows the distribution of GIR relative to each crossover approach, and (b)

shows the pairwise GIR between individuals within an example population solved using the

dyadic crossover approach. Agent numbering corresponds to the numbering shown in Figure

6.7(a).

As an indication on how GIR varies between each of the presented crossover methods, Figure

6.10(a) shows the distribution of grid intersect fraction recorded at final iteration for each.

An initial consideration was that the GIR could potentially be used as a measure of diversity

across the population. For example, if a particular crossover method facilitated the gener-

ation/propagation of unique sequences throughout the optimisation process, the resulting

population would exhibit on average a lower number of pairwise intersections. However,

as seen earlier for this problem, little variation is seen between alternative methods, with

the DCO method achieving only a slightly higher value of average GIR. The agreement in

range suggests a similar distribution of pairwise GIR as observed for the DCO approach in

Figure 6.10(b). Again, this ultimately suggests that the problem is relatively simple, with the
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major differences between the described crossover methods largely mitigated by the bi-level

approach.

6.6.2 Moon Lander

The followingMOCP represents the controlled descent of a Lunar-landing vehicle, based on the

formulation originally presented by Meditch (1964). The problem is to determine the control

law u that minimises the total impulse acting on the vehicle and the maximum allowable

control force:

min
tf ,u

[J1, J2]
T =

[∫ tf

t0

u dt, umax

]T
(6.58)

The system state dynamics are given by:

ḣ = v (6.59)

v̇ = −g + u (6.60)

where h [m] is altitude, v [m/s] is velocity, g [m/s
2
] is the gravity force and u [m/s

2
] is the

upwards control force. Boundary conditions are given as:

h(0) = h0 = 10, v(0) = v0 = 2

h(tf ) = hf = 0, v(tf ) = vf = 0 (6.61)

with a path constraint on the control force defined by:

0 ≤ u ≤ umax (6.62)

The gravity of the Moon is taken as g = 1.5 m/s
2
, the final time tf is free and the maximum

control force is an optimisable static parameter umax ∈ [0, 3].

This problem was solved by initialising a population of 10 individual agents, where each is

a single continuous time phase discretised upon a uniform mesh of resolution level J = 0

(i.e. a single finite element). States and controls are represented by element specific 2nd order

Bernstein polynomials. The target mesh error imposed at element boundaries was set to

ϵ = 10−5
, with a refinement step performed every 10 iterations. Elements not meeting this

value were split at a frequency coinciding with the gradient-based local searches (every 10

iterations). In this manner, local optimality may be guaranteed prior to each mesh refinement

step. Local (inner-level) optimisation was completed using the MATLAB® fmincon solver with

a SQP algorithm where function, constraint violation and step tolerances set to 1e-6, 1e-12

and 1e-9 respectively. The MACS algorithm was set to terminate upon reaching a maximum

number of outer-loop iterations niter = 200.

Figure 6.11 shows an example representation of the Pareto front obtained using the proposed

approach. Included are the corresponding state and control profiles, where circle markers
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represent element boundaries. This problemwas chosen in part due to the inherent simplicity in

formulation, whilst demonstrating several features of interest to the current study. For example,

in Fig. 6.11 it can be seen that all solutions exhibit one clear discontinuity, corresponding to a

bang-bang control structure and therefore suitable for analysis via an adaptive mesh approach.

Furthermore, the location of this discontinuity in time changes as solutions move across one

end of the Pareto-front to the other, a feature that should be captured by an effective variable-

length crossover. This problem therefore represents a suitable platform to demonstrate and

assess the differences between the included crossover approaches.

(a) (b)

(c) (d)

Figure 6.11: Multi-objective solutions, including (a) Pareto front and corresponding (b-c) state

and (d) control profiles.

Figure 6.12 shows the accumulation of dominating solutions generated by each of the described

crossover approaches. Several interesting features can be observed. Firstly, 1PCO and 2PCO

exhibit rather similar rates of change. The gradual plateauing of each may be attributed to the
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associated evolution of NLP size (shown in Fig. 6.13) which causes an increase in available

grid point intersections and thus a decrease in the effectiveness of random point-pair selection.

The effect of introducing the resolution-based bias can be clearly seen in the comparison

between 2PCO and DCO, where the latter maintains an almost linear accumulation even as

NLP size (and thus also the available grid intersections) begins converging. This may be due

to the pronounced discontinuities seen in Fig. 6.11, in addition to the free (rather than fixed)

final time tf . The latter is important as the subsequent exchange of homologous segments

identified in normalised time implies the exchange of form rather than simple time-equivalent

numeric magnitudes. In this case then, the exchange of information via intersection-based

crossover may have a higher potential of preserving/propagating important subsequences

throughout the population. As expected, the NCO approach represents a performance baseline

where no social manipulation is actually present. The generality of NCO may go to explain the

linear accumulation (albeit at a reduced rate) of dominating solutions proportional to NLP size.

Particularly interesting behaviour is seen from NUCO, initially accumulating non-dominated

solutions at a higher rate than DCO, before exhibiting a plateauing similar to that of 1PCOand

2PCO. Given that NUCO is only exchanging static parameters (e.g. the free final time tf ),

the initially larger accumulation rate may be attributed to the more exploratory nature of

earlier iterations, where the choice in static parameters plays a more definitive role in the

positioning of agents within objective space. As the distribution of static parameter values

across the population stabilises, the rate of accumulation reduces towards the baseline level

demonstrated by the NCO approach, interesting in the sense that the local search direction

for NUCO is in the originally associated search direction.

Figure 6.12: Total number of dominating solutions accumulated by each crossover method.
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TheNLP size lx and the number of dominating solutions (with respect to the current population)

produced by the crossover operation nsoc at the final iteration (niter = 200) of each approach

are shown in Table 6.3, as well as the total recorded execution time tf . Reported are the mean

values across 100 separate analyses (standard deviation included in brackets). A clear hierarchy

can be seen, where the DCO approach seems to offer significant improvement relative to the

others. Indeed, DCO exhibits execution times approaching the values of NCO, which itself

could be taken as the theoretical minimum given that no recombination actually occurs.

Specifically considering the evolution of NLP size, two distinct groups are present (see Fig.

6.13). Interestingly, the first includes the single-point methods
6
and the second includes the

multi-point methods. Whilst a lower average NLP size may suggest a generally more efficient

distribution of grid nodes using DCO, the larger quantity and spread of outliers nonetheless

suggests a remaining potential for excessive NLP ’bloat’ (an acknowledged risk with variable-

length representations in evolutionary algorithms (Merlevede et al., 2019)). Of note here is that

in this work, NLP bloat is treated only indirectly through the user-specification of mesh-error

tolerance. That is, an appropriate tolerance value prevents the algorithm from actively adding

excessive new nodes. However, it is acknowledged that this does not prevent heavily refined

segments from being relocated by the crossover mechanism to areas within the solution vector

that do not require such levels of detail. The explicit identification and removal of unnecessary

nodes is a complex problem and thus originally considered outwith the scope of this study,

though remains an important subject of future work.

Table 6.3: Values of total execution time tf , NLP size lx and number of dominating solutions

nsoc produced by each crossover operation at the final iteration niter = 200.

Method tf [s] lx nsoc

1P 10496 (3.11e+3) 669 (196) 1.22 (1.03)

2P 8944 (2.67e+3) 584 (218) 2.19 (1.31)

D 7761 (2.55e+3) 582 (238) 5.82 (1.58)

N 7572 (2.90e+3) 673 (177) 1.34 (0.82)

NU 9754 (2.58e+3) 663 (177) 2.49 (1.30)

Perhaps a more surprising aspect of Fig. 6.13(b) is the range in final NLP size. Indeed, for each

method the observed range is a significant proportion of the maximum observed value. As

stated earlier, an important feature of the original mesh refinement problem is that individual

solutions distributed across the Pareto-front may require unique discretisation grids to fully

represent the corresponding state and/or control profiles (see Fig. 6.11). To quantitatively

measure the extent of this requirement, we define the GIR as the fraction of intersection points

between any two individuals relative to the total number of possible intersections. Figure

6.14(b) shows an example of the pairwise correlation in GIR recorded by the DCO method

6

For the purpose of comparison, NCO can be considered a single-point method assuming the selected point is

either of the extremal vector loci.
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(a) (b)

Figure 6.13: NLP size progression recorded during 100 separate runs using each crossover

method, where (a) shows the fourier-fit trend of the averages across all iterations, and (b)

shows the distributions at the final iteration.

at the final iteration. As in the previous example, agent numbering corresponds with the

numbering shown in Figure 6.11(a). The concentration of higher intersect values surrounding

the diagonal of the agent pairing matrix supports the conjecture that similar solutions in

objective space share a higher fraction of common nodes. Furthermore, the lowest observed

value of GIR indicates that only around 30% of possible nodes are shared between the ’least

similar’ individuals of the final population, which may support the large range in final NLP

size seen in Fig. 6.13(b).

To indicate howGIR varies between eachmethod, Fig. 6.14(a) shows the respective distributions

recorded at (niter = 200). One might expect a higher GIR to suggest a decrease in structural

diversity across the population. That is, if two grids share a larger number of nodes, they are

inherently less unique (a GIR of 1 indicates one is a complete subset of the other). However,

a complicating factor is the associated NLP size. If a population exhibits a lower GIR but

a larger average NLP size, this could suggest over-refinement. Conversely, a higher GIR

coupled with a lower NLP size may suggest under-refinement, in that the population may

not yet have achieved a genetic diversity complementary to the problem complexity. In part

these results suggest the problem is relatively simple for the optimiser (albeit assuming some

initial spreading in objective space), or at least is inexpensive enough to complete a sufficient

number of iterations. Whilst as expected given the additional heuristics within MACS, this is

nonetheless supported by the general agreement in IGD and AHD values between methods,

see Table 6.4.

This agreement and it’s relation to the complexity of the example problem can be further

284



6.6. Computational Experiments: Variable-Length Crossover

(a) (b)

Figure 6.14: Grid Intersect Ratio (GIR) recorded at the final iteration (niter = 200), where
(a) shows the distribution of average values for each crossover method, and (b) shows the

pairwise GIR across an example population solved using the DCO method. Agent numbering

corresponds with the numbering shown in Figure 6.11(a).

Table 6.4: Mean values (standard deviation in brackets) of IGD and AHD for each crossover

method.

Method IGD AHD

1P 0.0927 (3.32e-2) 0.5290 (1.11e-1)

2P 0.0926 (2.90e-2) 0.5367 (1.06e-1)

D 0.0940 (2.81e-2) 0.5298 (9.40e-2)

N 0.0921 (2.50e-2) 0.5029 (1.08e-1)

NU 0.1016 (4.18e-2) 0.5505 (1.16e-1)

understood by considering the results of the statistical analyses.

An Analysis of Variance (ANOVA) test compares the mean values of several sets of data

(Hochberg and Tamhane, 1987). The ’null’ hypothesis that each set has been drawn from

the same distribution is directly tested against the competing hypothesis that they are not.

A small p-value indicates that the differences in mean values between sets are significant.

However, ANOVA results by themselves do not indicate which specific sets this applies to, thus

a pairwisemultiple comparisons test can be employed to identify the specific sets that are likely

to be drawn from different distributions. For the purposes of this study, this methodology

can be used to determine which crossover approach results in statistically significant changes

in behaviour of the social operator. Table 6.5 shows the results of a multiple comparisons

test (using Tukey’s honestly significant difference criterion), where the first column indicates

the specific pair of methods being directly compared through ANOVA, and the remainder

displaying the p-values for each performance metric at niter = 200. A p-value smaller than
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the user-selected significance level α (commonly 0.05 or 0.01) indicates that at least one of the

sample set means is significantly different from the others. In this case, α = 0.05.

Firstly, it can be seen that the numbers of non-dominated solutions nsoc produced by the DCO

method is statistically significant relative to every other method (indicated by p-values less

than 0.05). Indeed, it was found that only 40 intermediate iterations were required for this to

be true. Secondly, the p-values reported for NLP size support the grouping seen in Fig. 6.13(a),

in that the null-hypothesis can only be rejected between a single-point method and a multi-

point method. A similar distinction is seen for GIR. Finally, and perhaps most importantly,

the p-values of AHD and IGD suggest that there is no significant difference between the

quality of final population obtained using any of the included crossover methods. When

considered as a whole, these results ultimately suggest that the DCO method is exhibiting

a meaningful improvement in the exploration of the design space, but not enough to affect

the final convergence of the algorithm in the presence of the additional heuristics. This

again highlights the need for more complicated test problems to assess whether the observed

effectiveness of DCO (even if strictly internal in this case) is maintained.

Table 6.5: Results of an ANOVA multiple-comparisons test between each combination of

the presented crossover methods. The p-values for each metric are shown for each pairwise

combination of the examined methods. Statistical significance is indicated where p < 0.05).

Methods p-value (niter = 200)
nsoc NLP size GIR AHD IGD

1P 2P 3.67e-6 5.50e-19 0.00 0.96 0.76

1P D 0 1.48e-20 6.16e-9 0.51 0.37

1P N 0.90 0.99 0.95 0.95 1.00

1P NU 2.96e-8 0.96 0.78 0.71 0.98

2P D 0 1.00 9.29e-2 0.89 0.97

2P N 2.77e-4 1.53e-21 9.84e-5 1.00 0.80

2P NU 0.92 5.60e-16 1.24e-5 0.97 0.97

D N 0 2.59e-23 4.47e-11 0.92 0.41

D NU 0 2.49e-17 1.73e-12 1.00 0.74

N NU 4.84e-6 0.82 0.99 0.98 0.99

6.6.3 Discussion

In general, it is found that the proposed approaches successfully promote offspring diversity

throughout an open-ended evolutionary process. This is achieved by allowing a progressively

finer level of social action to occur between similar solutions, thus reducing the overall genetic

difference between successive generations. A positive effect on the execution time of the

algorithm is observed, as well as a reduction in the average NLP size across the population

for the same solution quality. It is found that a bias towards exchanging higher resolution

segments consistently producesmore dominating solutions than traditional, unbiased crossover.

However, the effects of these improvements on the final solution are found to be negligible,
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likely due to the simplicity of the example problems. Future work should include more complex

scenarios such that crossover effectiveness becomes more important to the host algorithm.

Excessive NLP growth remains a pressing issue outwith passive/indirect mitigation. Future

study could include an adaptive approach to validate growth, detect over-refinement and

ultimately remove unnecessary nodes without incurring additional expense or loss of crucial

information.

A significant factor in these findings is the influence of additional heuristics within the host

algorithm. For example, even if the crossover operation successfully produces a dominating

solution with respect to the current population, inclusion into the population is not guaranteed

without first demonstrating (via substitution with an existing archived individual) a collective

improvement as per the archiving strategy implemented within MACS (Ricciardi and Vasile,

2019b). This further reliance on the positioning of candidate solutions within objective space,

as opposed to merely the diversity or quality of the genetic information contained within,

may significantly dampen the exchange/redistribution of genetic features across successive

generations. This in turn affects the genetic material available for redistribution during the

next iteration. Whilst partly analogous to a natural evolutionary process, this fundamentally

makes it difficult to quantitatively isolate and evaluate the global effects of any particular

operation, including the proposed crossover methods. It is of course true that this issue may

not be fully due to the inherent complexity of the host algorithm. To maximise the efficiency of

an evolutionary optimisation, high-fidelity is necessary to preserve homologous information.

However, this feature of crossover is common, and can indeed be achieved even by simple

algorithms (Merlevede et al., 2019). We may conclude then that despite these misgivings, the

results show that the inference of homology via the genetic structure of parental genomes is

at least more likely in this case to allow and facilitate meaningful, non-destructive crossover

through the redistribution of genetic information. The presented methodology may offer

comparable savings in computational expense as would normally be associated with discipline-

based multi-fidelity optimisation. Specific investigations into this aspect remains the subject

of future work.

6.7 Computational Experiments: Grid Resolution

This section presents three test cases intended to demonstrate the usability of the proposed

multi-resolution refinement procedure for MOCPs. For each examined case, the proposed

approach is comparedwith a traditional uniform grid approach at successive levels of resolution.

Algorithm performance is measured by tracking the mean and standard deviation of the

maximum relative local mesh error, overall execution time, number of function evaluations

and minimum achieved objective function values at each iteration. The quality and spread of

the final Pareto-front approximation in each case is assessed against a reference Pareto-optimal
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set of solutions, again via the IGD and AHD metrics.

All computations in this section were performed using the ARCHIE-WeSt High Performance

Computer. Individual runs utilised a single Intel Xeon Gold 6138 20 core 2.0 GHz CPU, where

40 nodes comprise a standard compute node (on Lenovo SD30 servers) of 192 GB RAM per

node. All results for each case are averaged over 10 independent analyses.

6.7.1 Drug Displacement

This example considers the optimisation of a continuous chemical process representing the

interaction of drugs warfarin and phenylbutazone in a patient’s bloodstream (Maurer and

Wiegand, 1992). The problem is to control the rate of phenylbutazone infusion such that

the desired level of the two drugs can be reached in the minimum time provided that the

concentration of warfarin does not rise above a certain toxic level. To examine the inherent

trade-off between time and toxicity, a MOCPmay be formulated where the maximum allowable

toxicity level to be reached during the dynamic process is itself a static variable, α, to be

minimised. The problem may thus be written as:

min
tf ,u

[J1, J2]
T = [tf , α]

T
(6.63)

subject to the state dynamics:

dx1
dt

=
C2
1 [C3(0.02− x1) + 46.4x1(u− 2x2)]

C4
(6.64)

dx2
dt

=
C2
1 [C2(u− 2x2) + 46.4x2(0.02− x1)]

C4
(6.65)

where the state variables x1 and x2 represent the concentrations of warfarin and phenyl-

butazone respectively, u is the rate of phenylbutazone infusion, and C1, C2, C3, and C4 are

defined as follows:

C1 = 1 + 0.2x1 + 0.2x2 (6.66)

C2 = C2
1 + 232 + 46.4x2 (6.67)

C3 = C2
1 + 232 + 46.4x1 (6.68)

C4 = C2C3 − 46.42x1x2 (6.69)

Initial and final conditions are specified as:

x1(0) = 0.02, x2(0) = 0

x1(tf ) = 0.02, x2(tf ) = 2 (6.70)

and the following control bounds are imposed:

0 ≤ u(t) ≤ 8 (6.71)
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The concentration of warfarin is constrained according to:

x1(t) ≤ α (6.72)

where the static variable α ∈ [0, 0.03] is the allowable upper limit.

States and controls are represented by element specific 7th order Bernstein polynomials. 10

individual agents were initially discretised upon a uniform grid at resolution level Jmin = 0,

and again evolved according to the proposed multi-resolution modification to the MACS

algorithm. A relative mesh error of ϵ = 10−6
was imposed at element boundaries, with a mesh

refinement frequency set to coincide with the gradient based local search operation (i.e. every

10 iterations). Local (inner-level) optimisation was completed using the MATLAB fmincon

solver with a SQP algorithm where function, constraint violation and step tolerances were

set to 1e-6, 1e-12 and 1e-9 respectively. The optimisation was terminated upon reaching a

specified maximum number of iterations, niter,max = 200.

Fig. 6.15 shows the time histories of the states x1 and x2, and the control u for an example

set of solutions, where circle markers represent element boundaries. Fig. 6.16 shows the

corresponding dyadic distributions of collocation points for both orthogonal solutions with

respect to resolution level J across a normalised time domain. This case features two distinct

control discontinuities that can be seen to move further apart in normalised time across the

Pareto front. The proposed approach can be seen to concentrate the additional collocation

points around both discontinuities throughout the population. In this manner, the resultant

effects on the system state are more accurately captured. Extremal objective function values

correspond to those reported in Zhao and Shang (2018); Maurer and Wiegand (1992).

Table 6.6 presents the performance comparisons between the multi-resolution approach and a

globally dense uniform grid approach, the latter completed at successive levels of resolution.

The multi-resolution approach is seen to temper the inherent trade-off between solution

accuracy and computational cost demonstrated by the uniform grid examples. To illustrate,

the highest level of dense grid considered here, J = 5, was unable to reach the same level of

maximum relative mesh integration error as the multi-resolution approach within the fixed

number of iterations, despite the latter terminating with 44.5% of the computational cost.

Furthermore, as in the previous example, there seems to be no strong benefit to the dense grid

approach when considering the orthogonal objective function solutions, with only a 0.81%

improvement in J1 and an identical J2 result.

The mean values and corresponding standard deviations of IGD and AHD for each method are

reported in Table 6.7. In this case, the reference Pareto-front is taken directly from Maurer and

Wiegand (1992). A reasonable agreement between all methods is observed for both metrics,

with the multi-resolution approach achieving a slightly superior IGD (mean and variance),
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(a) (b)

(c) (d)

Figure 6.15: Multi-objective solutions to Problem 6.7.1 (Drug Displacement), including (a)

Pareto front and corresponding (b-c) state and (d) control profiles.

Table 6.6: Results for Problem 6.7.1 (Drug Displacement), recorded at niter = 200. Reported
values are 10-run averages, with standard deviations included in brackets.

Resolution level Mesh error No. func. evals Run time Objectives

Jmin Jmax ϵmax nfeval [s] Jbest

2 2 5.50e-4 (1.79e-4) 15698 (1.17e+3) 1081 (4.73e+1) [226.63 (2.98e+0), 0.0221 (1.73e-4)]

3 3 3.80e-4 (9.36e-5) 29308 (3.62e+3) 2229 (2.30e+2) [227.19 (9.20e+0), 0.0220 (4.50e-5)]
4 4 1.28e-4 (2.76e-5) 52643 (7.04e+3) 6541 (7.12e+2) [223.08 (9.00e-1), 0.0221 (1.69e-4)]

5 5 4.77e-5 (1.39e-5) 92637 (7.25e+3) 40965 (4.09e+3) [222.35 (5.74e-1), 0.0221 (1.41e-4)]
0 8 2.01e-5 (8.93e-6) 78239 (9.16e+3) 18209 (4.60e+3) [224.16 (3.39e+0), 0.0221 (1.15e-4)]

and the lowest uniform mesh resolution displaying the strongest value of AHD (though the

value range is much less significant). Of note in this case, the values of standard deviation for

both metrics are superior for the multi-resolution approach to a greater degree than the mean

values themselves, suggesting greater repeatability.
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(a) (b)

Figure 6.16: Dyadic distribution of collocation points for the orthogonal solutions to (a)

objective 1 and (b) objective 2 of Problem 6.7.1 (Drug Displacement).

Table 6.7: Mean values (standard deviation in brackets) for the IGD and AHD for multi/uniform-

resolution solutions to Problem 6.7.1 (Drug Displacement).

Resolution level Inverted Generational Distance Averaged Hausdorff Distance

Jmin Jmax (IGD) (AHD)

2 2 5.02 (4.41) 43.93 (6.98)

3 3 4.55 (1.43) 44.86 (4.11)

4 4 5.84 (4.68) 44.99 (6.74)

5 5 5.15 (3.68) 44.49 (4.03)

0 8 4.04 (0.81) 44.68 (2.61)

Fig. 6.17 shows the values of maximum relative mesh integration error and AHD taken at each

iteration for each process. The multi-resolution approach is seen to traverse the hierarchy of

mesh error values observed for the uniform mesh approaches, whilst simultaneously achieving

lower AHD values in less time. This combined behaviour may be more explicitly depicted via

the combined metric shown in Fig. 6.17 (c).

Fig. 6.18 shows the accumulation of total CPU time and objective function evaluations relative

to the number of completed iterations. As in the previous example, the progression of average

agent complexity is clearly reflected in the accumulation of total execution time, beginning

at very low cost per iteration for coarser grids, before traversing upwards to reach levels

more comparable with the dense uniform grids. This is additionally reflected in the greater

accumulation of objective function values in the latter part of the optimization process. The

described open-ended evolution of the population is shown in Fig. 6.19. With reference to

Table 6.6, the multi-resolution approach is again seen to represent higher levels of detail within
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(a) (b)

(c) (d)

Figure 6.17: Problem 6.7.1 (Drug Displacement) mesh integration error and AHD relative to

the total CPU time.

the solution vector whilst maintaining a relatively low overall length.

6.7.2 Apollo Re-entry

This section presents a demonstration of the proposed multi-resolution method applied to

a MOCP representing the controlled re-entry of an Apollo-type space vehicle (Pesch, 1989).

This is an established benchmark problem in trajectory optimisation that is known to be

very challenging, owing to its sensitivity in terms of the initial guesses (Jain and Tsiotras,

2008). This problem includes an inequality constraint on the control variable and a variety of

alternative sharp/switching structures.
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(a) (b)

Figure 6.18: (a) Total execution time and (b) number of function evaluations of Problem 6.7.1

(Drug Displacement) relative to the number of completed iterations.

Figure 6.19: NLP problem size across the included population relative to the number of

completed iterations of Problem 6.7.1 (Drug Displacement). For simplicity, only iterations

immediately following a mesh refinement step are shown.

The equations of motion during atmospheric flight are given as:

v̇ = − S

2m
ρv2CD(u)−

g sin γ

(1 + ξ)2
(6.73)

γ̇ =
S

2m
ρvCL(u) +

v cos γ

R(1 + ξ)
− g cos γ

v(1 + ξ)2
(6.74)

ξ̇ =
v

R
sin γ (6.75)

ζ̇ =
v

1 + ξ
cos γ (6.76)
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where v is the vehicle velocity, γ is the flight-path angle, ξ = h/R is the normalised altitude,

h is the altitude above the Earth’s surface, R is the Earth’s radius, ζ is the distance travelled

across the Earth’s surface, S is the reference surface area and m is the vehicle mass. The

control variable u is the angle of attack. Lift and drag forces are defined according to the

following relations:

CD = CD0 + CDL cosu (6.77)

CL = CL0 sinu (6.78)

Where CD0 = 0.88, CDL = 0.52 and CL0 = −0.505. The air density is assumed to satisfy

the relationship ρ = ρ0e
−βRξ

. The values of the included constants are specified as:

R = 209.0352(105ft)

S/m = 50, 000(10−5
ft
2
slug

−1)

ρ0 = 2.3769× 10−3(slug ft−3)

g = 3.2172× 10−4(105ft s−2)

β = 1/0.235(10−5
ft
−1)

The first objective function to be minimised describes the total stagnation point convective

heating per unit area, given by the integral:

J1 =

∫ tf

0
10v3
√
ρ dt (6.79)

A multi-objective problem is formulated by including the minimisation of total time of flight

as an additional objective, i.e., J2 = tf . The complete MOCP is therefore:

min
tf ,u

[J1, J2]
T

(6.80)

The initial conditions at the moment of atmospheric entry are given as:

v(0) = 0.35(105ft s−1)

γ(0) = −5.75 deg

ξ(0) = 4/R (h(0) = 400, 000ft)

ζ(0) = 0(105ft)

with corresponding final-time conditions given as:

v(tf ) = 0.00165(105ft s−1)

γ(tf ) = free

ξ(tf ) = 0.75530/R (h(tf ) = 75, 530ft)

ζ(tf ) = 51.6912(105ft)
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Finally, a control inequality constraint that limits the deceleration of the vehicle is imposed:

|u| ≤ umax, umax > 0 (6.81)

where umax = 180deg.

(a) (b) (c)

(d) (e) (f)

Figure 6.20: Multi-objective solutions to Problem 6.7.2 (Apollo Re-entry), including (a) Pareto

front and corresponding (b-e) state and (f) control profiles.

Fig. 6.20 shows the time histories of the state and control profiles from an example solution,

including the corresponding grid points (represented by circle markers) for each. Additionally,

Fig. 6.21 shows the dyadic distribution of grid points for both orthogonal (extremal) solutions

with respect to resolution level J across the normalised time domain. The solution representing

the minimum value of objective J1 closely matches the single-objective solution reported by

Jain and Tsiotras (2008), including the final distribution of grid points following the author’s

own mesh refinement procedure.

Table 6.8 presents the algorithm performance comparisons between solving Problem 6.7.2

via the proposed multi-resolution approach and via a globally dense uniform-grid approach,

where the latter is performed at successive levels of resolution. Reported are the 10-run

average values, with corresponding standard deviations included in brackets. This problem

was found to be relatively demanding computationally, with only a small number of uniform-

grid levels analysed before the expense of doing so became prohibitive. Nonetheless, an
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(a) (b)

Figure 6.21: Dyadic distribution of collocation points for the orthogonal solutions to (a)

objective 1 and (b) objective 2.

Table 6.8: Mean statistics for Problem 6.7.2 (Apollo Re-entry), recorded at niter = 200 (standard
deviation included in brackets).

Resolution Mesh error No. func. evals Run time Objectives

Jmin Jmax ϵmax nfeval [s] Jbest

2 2 9.178e-3 (1.2709e-3) 62065 (3327) 3593 (434) [1.694e-2 (3.80e-5), 181.89 (1.76)]

3 3 4.186e-3 (1.226e-3) 108070 (3871) 10333 (2371) [1.652e-2 (1.332e-5), 176.08 (0.55)]

4 4 3.917e-3 (1.042e-3) 140938 (6301) 40952 (6969) [1.651e-2 (1.544e-5), 175.39 (0.34)]

5 5 3.131e-3 (1.003e-3) 159279 (18239) 383558 (113465) [1.651e-2 (1.012e-5), 174.56 (0.73)]

0 16 2.400e-5 (6.105e-5) 114064 (7173) 215224 (70065) [1.650e-2 (6.599e-6), 173.21 (0.02)]

inverse correlation between mesh resolution and relative integration error is observed across

the uniform-grid cases. Furthermore, higher mesh densities incur an exponential increase in

computational costs given the associated evolution of the NLP problem size. On the other hand,

the multi-resolution approach is seen to temper this trade-off, achieving competitive mesh

error values for reduced computational effort. In this example, the uniform-grid approach was

unable to meet the prescribed mesh integration error tolerance, even at the highest practical

resolution level. This is despite the rapid exponential accumulation of computational effort

beyond that of the multi-resolution approach.

Fig. 6.22 shows the accumulation of total CPU time for each method relative to the number

of completed iterations.While the multi-resolution approach demonstrates efficiency savings

in CPU time relative to the hierarchy of uniform-grid examples, a significant accumulation

of objective function evaluations is observed during later iterations. This rise can be seen

to occur primarily during the local search step, suggesting an increasing difficulty for the

gradient-based optimiser to converge on a locally optimal solution following successive grid

refinement.
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Figure 6.22: Total execution time relative to the number of completed iterations.

The usability of the proposed approach is fundamentally defined by the trade-off between

achievable solution accuracy and computational expense. Fig. 6.23 shows the values of

maximum relative mesh integration error recorded at each iteration for each multi/uniform-

resolution process. A clear hierarchy can be seen in the values of mesh integration error

achievable via each level of mesh density. Corresponding to the progressive refinement process,

the multi-resolution method is seen to move through each level rather than stagnate at any

particular limit.

Figure 6.23: Relative mesh integration error and population energy metrics relative to the

total execution time.
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Fig. 6.24 depicts the open-ended evolution of the NLP problem size.

Figure 6.24: NLP problem size across the included population relative to the number of

completed iterations. For simplicity, only iterations immediately following a refinement step

are shown.

6.7.3 Betts Shuttle Re-entry

This problem, adapted from the classic test case by Betts (2010), considers maximising the

cross-range distance ϕ(tf ) of a space shuttle-like vehicle during atmospheric re-entry whilst

minimising the peak convective heat flux qU experienced during flight. The MOCP may be

expressed as:

min
tf ,u

[J1, J2]
T = [−ϕ(tf ), qU ]T (6.82)

subject to the following dynamics on position vector r = [r, θ, ϕ] and the velocity vector

v = [v, γ, ψ]:

ṙ = ḣ = v sin γ (6.83)

θ̇ =
v cos γ sinψ

r cosϕ
(6.84)

ϕ̇ =
v cos γ cosψ

r
(6.85)

v̇ = −D
m
− g sin γ (6.86)

γ̇ =
L cosβ

mv
−
(g
v
− v

r

)
cos γ (6.87)

ψ̇ =
L sinβ

mv cos γ
+
v cos γ sinψ tanϕ

r
(6.88)
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with altitude h, longitude θ, latitude ϕ, velocity v, flight path angle γ and heading angle ψ.

Consistent with the problem definition in Betts and Huffman (1998), the boundary conditions

at initial t0 and final tf times are specified in Table 6.9.

Table 6.9: Initial and final conditions for Problem 6.7.3 (Shuttle Re-entry).

Variable Initial (t = 0) Final (t = tf )

Altitude h [ft] h(0) = h0 260000 h(tf ) = hf 80000

Longitude θ [deg] θ(0) = θ0 0 θ(tf ) = θf free

Latitude ϕ [deg] ϕ(0) = ϕ0 0 ϕ(tf ) = ϕf free

Velocity v [ft/s] v(0) = v0 25600 v(tf ) = vf 2500

Flight path angle γ [deg] γ(0) = γ0 -1 γ(tf ) = γf -5

Heading angle ψ [deg] ψ(0) = ψ0 90 ψ(tf ) = ψf free

Path constraints are given as:

−90 deg ≤ α ≤ 90 deg

−89 deg ≤ β ≤ 1 deg

|γ̇(t)| ≤ 2 deg/s

|ψ̇(t)| ≤ 2 deg/s

q ≤ qU (6.89)

where the control variables α and β are the angle of attack and bank angle respectively. The

force of gravity is taken as:

g =
µ

r2
(6.90)

where r = Re + h and the Earth radius Re = 20902900 ft. The aerodynamic forces acting on

the vehicle are given by:

L =
1

2
CLSρv

2
(6.91)

D =
1

2
CDSρv

2
(6.92)

where the coefficients of lift and drag (CL and CD respectively) are defined by the following

fitted relationships:

CL = a0 + a1α̂ (6.93)

CD = b0 + b1α̂+ b1α̂
2

(6.94)

where α̂ is the angle of attack in radians and the constant values a0 = −0.20704, a1 =

0.029244, b0 = 0.07854, b1 = −0.61592 × 10−2
and b2 = 0.621408 × 10−3

. Atmospheric

density ρ is defined by:

ρ = ρ0 exp[−h/hr] (6.95)
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where the sea-level density is ρ0 = 0.002378 lb/ft
2
and reference altitude hr = 23800 ft. The

convective heat flux at the vehicle nose, q is calculated using:

q = qaqr (6.96)

where

qa = c0 + c1α̂+ c2α̂
2 + c3α̂

3
(6.97)

qr = 17700
√
ρ(0.0001v)3.07 (6.98)

and is constrained by a maximum peak value qU ∈ [0, 70], itself a static parameter. The

constant values are c0 = 0.0672181, c1 = −0.19213774 × 10−1
, c2 = 0.21286289 × 10−3

and c3 = −0.10117249 × 10−5
. The reentry trajectory begins at an altitude where the

aerodynamic forces are small, with a vehicle weight ofm = 203000 lb.

This problem is solved in the same manner as for the previous problems, with largely the same

numerical settings. In this case however, 7th order Bernstein polynomials are used to represent

the state and control profiles and the function, constraint violation and step tolerances of

the inner-level optimisation step were set to 1e-6, 1e-12 and 1e-9 respectively. Lastly, the

maximum number of allowable iterations for this case was set to niter,max = 120.

Figure 6.25 shows the spacing of an example set of solutions in objective space, with Figs.

6.26 and 6.27 displaying the corresponding colour-coded time histories of selected states

and controls. Additionally, Fig. 6.28 shows the dyadic distribution of grid points for both

orthogonal objective solutions. This example features complex state and control profiles,

with no apparent discontinuity (though including distinct areas of rapid change)However, the

similarity in form between solutions across the population can be clearly seen. Importantly, this

demonstrates that important areas are being discovered, preserved and propagated throughout

the optimisation process. Objective function values correspond to those reported by Betts and

Huffman (1998); Ricciardi and Vasile (2018).

Table 6.10 presents the performance comparisons between the multi-resolution approach

and the series of globally dense uniform grids. In a similar manner to the previous cases,

the multi-resolution approach achieves a favourable balance between solution accuracy and

computational cost relative to the the uniform grid examples. For example, the highest level

of dense grid considered here, J = 5, was unable to reach the same level of maximum relative

mesh integration error as the multi-resolution approach within the set number of iterations,

despite the latter terminating with 12.7% of the computational cost. Furthermore, as in the

previous examples, there seems to be no significant benefit to the dense grid approach when

considering the orthogonal objective function solutions, with a 1.02% improvement and a

17.7% deterioration in J1 and J2 respectively relative to the multi-resolution approach.
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Figure 6.25: Multi-objective Pareto front for Problem 6.7.3 (Shuttle Re-entry).

Table 6.10: Mean statistics for Problem 6.7.3 (Shuttle Re-entry), recorded at niter = 120
(standard deviation included in brackets).

Resolution level Mesh error No. func. evals Run time Objectives

Jmin Jmax ϵmax nfeval [s] Jbest

2 2 5.15e-3 (1.71e-3) 27578 (3.75e+3) 10330 (4.28e+3) [-0.506 (5.65e-2), 22.16 (1.32e+0)]

3 3 3.66e-4 (1.78e-5) 39967 (6.70e+3) 43108 (1.98e+4) [-0.530 (9.12e-3), 21.95 (4.16e-2)]

4 4 1.43e-4 (9.85e-6) 50818 (1.14e+4) 116624 (1.91e+4) [-0.529 (8.00e-3), 27.95 (1.09e+1)]

5 5 5.26e-5 (5.33e-6) 63374 (1.02e+4) 640130 (8.63e+4) [-0.534 (5.10e-4), 26.39 (7.50e+0)]
0 8 4.11e-5 (4.50e-5) 84834 (3.05e+4) 81155 (1.19e+4) [-0.529 (8.56e-3), 22.42 (2.36e-2)]

The mean values and corresponding standard deviations of IGD and AHD for each method

are reported in Table 6.11, where the reference Pareto-front is taken directly from Ricciardi

and Vasile (2018) and Betts and Huffman (1998). In this case, the multi-resolution approach

achieves superior values for mean and variance according to both metrics. This may be due to

a number of reasons. At lower mesh resolutions, the optimiser may not be able to capture the

finer features of the state/control profiles, thus while easily achieving a well spread population,

the approximation accuracy of the Pareto-front and mesh errors remain relatively poor. On

the other hand, higher mesh densities may more capably capture detailed behaviour but

the resulting size of the NLP problem (e.g. 2057 total variables for the J = 5 grid) and the

inherent existence of over-refined areas hinders the spreading of the population in objective

space, indicated by the lower IGD values relative to AHD. The ability of the multi-resolution

approach to efficiently manage the gradual refinement of the population so as to maintain

global exploratory capability can also be seen in Fig. 6.29.

Fig. 6.30 shows the accumulation of total CPU time and objective function evaluations respect-

ively relative to the number of completed iterations. Of interest in this case is the more rapid
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accumulation of CPU time at earlier stages of the multi-resolution process. This suggests a

difficulty for the optimiser to produce feasible solutions at lower levels of refinement. This is

further supported by Fig. 6.31, showing that the evolution of NLP problem size progresses in

almost a uniform manner until around 50 iterations (or above resolution level J = 3). As in the

previous example, excessive numbers of objective function evaluations are prevalent during

later (> 70) iterations, though Fig. 6.31 at least indicates that true NLP bloat is being tempered

given the apparent convergence of average NLP size. This could possibly be attributed to

the indirect nature of solution growth mentioned earlier, in that refinement will not occur

indefinitely without the mesh error continuously failing to meet the required tolerance.

Table 6.11: Mean values (standard deviation in brackets) for IGD and AHD for all uniform and

multi-resolution solutions to Problem 6.7.3 (Shuttle Re-entry).

Resolution level Inverted Generational Distance Averaged Hausdorff Distance

Jmin Jmax (IGD) (AHD)

2 2 1.44 (1.27) 4.76 (3.87)

3 3 0.93 (0.29) 3.27 (0.81)

4 4 1.66 (1.00) 5.26 (3.17)

5 5 1.02 (0.54) 3.42 (1.57)

0 8 0.59 (0.05) 2.51 (0.27)

6.7.4 Discussion

The examples presented in Section 6.7 illustrate the efficiency of the proposed multi-resolution

approach compared to a more traditional uniform-grid approach for MOCPs.

Test case 6.7.1 (Drug Displacement) includes two discontinuities at non-constant relative

locations within the normalised time domain. Test cases 6.7.2 (Apollo Re-entry) and 6.7.3

(Shuttle Re-entry), include multiple control variables and complex state/control profiles with

areas of high non-linearity, though with no clear discontinuities. In these cases, the multi-

resolution approach is seen to preserve the form of the optimal trajectory throughout the

population, with individualistic refinement applied where appropriate. This demonstrates cost

savings over a uniform-grid approach for the same level of accuracy.

Common to each case is the reduction in computational cost required to reach specified levels of

relative local error compared to selected uniform grid resolutions (themselves chosen in order

to remain within practical computational bounds). However, a greater reliance on objective

function evaluations is observed, particularly in later iterations when the multi-resolution

populations begins to converge. While potentially merely a symptom of the periodic local

refinement procedure requiring more intensive computation given the increased NLP problem

size, this may also correspond to the inherent probability of retaining/propagating overrefined

segments, thus introducing unnecessary computational burden through excessive NLP ’bloat’.

302



6.8. Chapter Summary

Such a behaviour may form as a result of particular areas of a solution undergoing refinement

during earlier stages of the process, later becoming unnecessary as the population develops. An

additional factor could be the propagation of overrefined segments purely by association with

a favourable sub-sequence (i.e., one that improves the objective function values of a solution

when inserted via crossover, despite containing segments of unnecessarily high resolution).

This issue is in large introduced by considering that the removal of overrefined segments is only

at this stage performed in an indirect manner. More specifically, an overrefined segment can

only be removed if it fails to propagate across successive generations, either via substitution

during social action or by the parent(s) being removed from the current archive. An issue here

is that such occurrences are only possible if there exists a solution with superior fitness despite

the absence of that particular segment. If an overrefined solution exists but is sufficiently

dominant within the population, it shall remain undisturbed. Clearly then an additional step

introduced to validate each individual, identifying and removing overrefined segments, would

be a valid subject of future work. Of note is that this behaviour seems less pronounced for

the Shuttle Re-entry test case, possibly suggesting an overly strict value of relative local error

tolerance ϵtol for the Moon Lander example in Section 6.6.

Adapting the degree of the polynomial basis functions, thus enabling full hp-adaptivity, was

initially determined outwith the scope of this work, though remains an interesting subject

for future study. For example, the work by Patterson et al. (2015), in reference to the problem

reproduced in Section 6.7.3, suggests a positive effect in solution accuracy and cost by increasing

the polynomial degree (within user-defined applicability bounds) as opposed to the number of

mesh elements.

6.8 Chapter Summary

This chapter has presented an adaptive mesh refinement approach for solving direct MOCPs

within an evolutionary architecture. Each individual solution is discretised upon an independ-

ent non-uniform dyadic grid using Direct Finite Elements in Time (DFET). New grid points

may be added at each iteration according to a criteria based on simple local errors evaluated at

element boundaries. The transcribed problem is solved using a new version of theMulti-Agent

Collaborative Search (MACS) algorithm, where the original formulation has been modified

to incorporate adaptive, multi-resolution solution vectors. This includes both the proposed

dyadic mesh-refinement procedure and new social operators to enable collaborative action

between solutions of inconsistent grid resolution. Concerning the latter, common segments

between unique individuals are identified using the nodal intersections of their associated

discretisation grids. Next, a biased variable-length crossover technique that prioritises the

exchange of higher resolution segments is applied to create entirely new candidate solutions.

303



6.8. Chapter Summary

The proposed approaches are applied to several demonstrative test cases, where in each

the associated Multi-Objective Optimal Control Problem (MOCP) is treated as an open-ended

evolutionary design problem. As the primary motivation of this work was a desire to increase

the achievable fidelity of MOCP solutions as well as the numerical efficiency, the computational

cost, achievable solution accuracy and population spread/diversity were measured for each case

and compared against a traditional uniform-grid approach. An order of magnitude reduction

in computational cost required to reach a desired level of mesh integration error was observed

for both cases. Furthermore, the progressive nature of population refinement was shown to

facilitate a more complete and diverse representation of the Pareto-front.

A primary limitation of the proposed approach was found to be related to unregulated and/or

excessive NLP growth, or ’bloat’. This issue is in large due to the fact that the removal of

overrefined segments is only at this stage performed in an indirect manner, without any

specific/targeted detection and removal of overrefined solution segments. Whilst a common

issue amongst other variable-length algorithms, resulting effects include a skewed reliance

on increased objective function evaluations at later generations of the optimisation process,

naturally becoming much more expensive given the increasing NLP size as the algorithm

approaches convergence. Accordingly, an additional validation step applied to each individual

agent to identify and remove overrefined segments would be a valid subject of future work.
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(a)

(b)

Figure 6.26: Multi-objective state profiles for Problem 6.7.3 (Shuttle Re-entry).
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(a) (b)

Figure 6.27: Multi-objective control profiles for Problem 6.7.3 (Shuttle Re-entry).

(a) (b)

Figure 6.28: Dyadic distribution of collocation points for the orthogonal solutions to (a)

objective 1 and (b) objective 2 for Problem 6.7.3 (Shuttle Re-entry).
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(a) (b)

(c) (d)

Figure 6.29: Problem 6.7.3 (Shuttle Re-entry) mesh error and AHD relative to the total CPU

time.
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(a) (b)

Figure 6.30: (a) Total execution time and (b) number of function evaluations of Problem 6.7.3

(Shuttle Re-entry) relative to the number of completed iterations.

Figure 6.31: NLP problem size across the included population relative to the number of

completed iterations of Problem 6.7.3 (Shuttle Re-entry).
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A
n established limiting factor for crewed interplanetary exploration missions to Mars is

the health risk posed by increased exposure to solar and cosmic radiation (Bruno and

Dujarric, 2013). Given the directly proportional relationship between total dose and radiation

flux/time of exposure, logical mitigation strategies include either reducing the radiation flux

via some form of protective shielding, or decreasing the interplanetary transfer time. Research

into active/passive shielding is ongoing, but it is currently accepted that with the significant

volume of shielding required for a Hohmann-type transfer to Mars, the costs to deliver this

additional payload to LEO would be largely prohibitive to the overall mission. As such, it

is prudent to examine the propulsion options available to reduce the time of flight. While

conventional LO2/LH2 or LO2/LCH4 chemical propulsion systems may still remain practical
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for Earth orbit and Lunar missions, their characteristic high thrust/low specific impulse results

in largely infeasible mass fractions when applied to interplanetary trajectories. Given the

resultant need for higher power density and specific impulse Isp, a viable alternative is the

use of nuclear reactions.

The following chapter examines the preliminary design trade-offs, given near-term future

technologies, of a high powered transportation system to Mars. Mission performance and

vehicle configuration are analysed, using numerical models for structural mass, radiation

dosage, propulsion system and long-duration habitation module (including consumable re-

quirements). The presented analysis focuses on a nominal crewed mission, the more limiting

option versus cargo-only. The requirements and assumptions for the system are as follows:

• The vehicle must be capable of an Earth/Mars transfer trajectory of less than 90 days.

• The system must be capable of carrying, to the surface of Mars, at least 50 tons of cargo

and/or a minimum of 3 passengers.

• Launch and landing segments of the mission are not considered.

• In-orbit manufacturing and re-fuelling facilities are assumed as operational around both

Earth and Mars.

Vehicle design parameters include engine sizing and gross/dry vehicle mass. For a semi-cycler

based mission architecture (Landau and Longuski, 2004), single and return legs are analysed

independently and as part of a complete mission scenario using continuous control to ascertain

the optimal engine switching structure. The stay time on Mars was included as a variable

parameter to assess the impact on the optimal synchronisation of inbound and outbound

trajectories. In order to generalise the analysis and avoid dependence on any particular set of

launch dates/transfer windows, Earth and Mars are assumed to follow circular Sun-centred

orbits. The optimal phasing between Earth and Mars and the overall mission architecture may

therefore be more independently examined. An additional design parameter representing the

phasing between Earth and Mars at launch is therefore additionally included.

The problem is formulated as a Multi-Objective Optimal Control Problem (MOCP) and tran-

scribed into a finite-dimensional NLP problem using a direct approach. Initial investigations

identified this case as being numerically difficult and computationally very expensive, partic-

ularly when using a fixed resolution discretisation mesh. This is in part due to the number

of optimisation variables (in the order of 103), the complex state profile and the existence of

numerous discontinuities in the optimal control profile (representing bang-bang control of

the engine thrust). It was found that the level of discretisation mesh resolution required to

adequately represent the problem trade-off surface incurred a highly prohibitive computational
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cost. Reducing the mesh resolution to practical levels rendered the solver unable to represent

the optimal solutions to an acceptable degree. As such, this problem was especially suited to

test the practical applicability of the multi-resolution approach presented in Chapter 6 of this

thesis.

Parts of the work presented in the following chapter can be found in the following publications:

• C. Maddock, B. Parsonage, L. Ricciardi, M. Vasile, and O. Cohen. Design optimisation

and analysis of very high power transportation system to Mars. Proceedings of the

International Astronautical Congress, IAC, A5(October):25–29, 2021. ISSN 00741795

• B. Parsonage and C. Maddock. Solving multi-objective optimal control problems using

a multiresolution approach. Journal of Guidance, Control, and Dynamics, pages 1–14,

2024b. ISSN 1533-3884. doi: 10.2514/1.g008223

• B. Parsonage and C. Maddock. Multi-Objective Design Optimisation and Analysis

of a Crewed Earth-Mars Transportation System using Nuclear Thermal Propulsion.

Proceedings of the International Astronautical Congress, IAC, (October), 2024c

7.1 Background

7.1.1 Propulsion

Conventional LO2/LH2 or LO2/LCH4 chemical propulsion systems typically exhibit a charac-

teristic high thrust/low specific impulse operational performance. Whilst currently remaining

practical for Earth orbit and Lunar missions, this behaviour offers largely infeasible mass

fractions when applied to interplanetary trajectories. Given the resultant need for higher

power density and specific impulse Isp, a viable alternative is the use of nuclear reactions.

As early as the 1940s, nuclear derived technology was recognised as a fundamental enabler for

future space travel. Landmark studies, such as by Shepherd and Cleaver (1948) concerning

Nuclear Thermal Rockets (NTRs) and Nuclear Electric Propulsion (NEP) for interplanetary

trajectories, helped prompt initial practical investigations into nuclear propulsion systems.

Subsequent investigations included the Soviet NTR engine development program (Zakirov and

Pavshook, 2007), the Atomic Energy Commission ’Project Rover’ (Koenig, 1986) and the NASA

Nuclear Engine for Rocket Vehicle Application (NERVA) program (Finseth and NASA, 1991), the

latter incorporating a promising series of successful terrestrial test firings, prompting inclusion

into several proposals for crewed missions to Mars (Braun, 1969; Willis, 1971). Since then,

advances in materials, magnetic fields and plasma dynamics have supported the development of

numerous appealing concepts (National Academies of Sciences and Medicine, 2021). Currently,

many of the major space agencies and governments have programmes examining nuclear
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propulsion for space exploration, in particular targeting Mars, such as NASA and DARPA,

ESA, UKSA, Roscomos, China, and India.

Nuclear Propulsion (NP) systems proposed for space travel primarily include fission-based

Nuclear Thermal Propulsion (NTP) and NEP, in which an electric propulsion system is powered

by passing the working fluid (heated via nuclear reaction) through a generator. A particular

advantage of NEP is the independence from solar power, which decreases proportionally to

r−2
(a recognised hindrance to solar electric propulsion methods). NEP is thus attractive for

deep space applications, despite a cost in efficiency due to thermal-electric power conversion.

Multi-modal options exist, where a portion of propellant is passed through a power generation

subsystem, thus relegating the need for inefficient solar power systems. A notable example is

the bi-modal Nuclear Thermal Electric Rocket (NTER) under development at ESA, theoretically

offering an increased specific impulse over solid fuel NTR by adding a thermal induction

heater downstream of the reactor core (Dujarric, 2001; Dujarric et al., 2013).

7.1.2 Mission Architectures

The chosen propulsion system largely influences the range of possible mission architectures

available for a given mission. Considering crewed expeditions to Mars, transfer trajectories

between Earth and Mars have been well studied in the literature (Willis, 1971; Landau and

Longuski, 2004; Wooster et al., 2007). Coherent mission architectures are defined by the

synchronisation of inbound and outbound trajectories, most commonly categorised as either

conjunction class (long stay) or opposition class (short stay). Despite short total mission

duration, opposition class transfers are typically not considered feasible for incorporation

into a crewed missions to Mars. This is due to the significantly higher proportion of time

spent in transfer relative to time spent at Mars and the projected higher radiation dosage in

accordance with both the extended flight time and the close passage (< 0.7 AU) to the sun.

Various conjunction class mission architectures for Earth/Mars round trips with high-thrust

propulsion have been examined (Landau and Longuski, 2004, 2006; Zubrin et al., 1991). These

include direct, semi-direct and stop-over missions. Each of these may be modified to include a

free-return abort trajectory option, although the resulting time of flight in this case would

be significantly increased. Additional architectures utilising multiple reusable vehicles in

sustainable transportation paradigms are Earth-to-Mars and Mars-to-Earth semi-cyclers and

cyclers.

Some modern architectures have been proposed to accommodate more novel propulsion

methods. For example, Loeb et al. (2015) propose avoiding the complex mission architecture

and high launch mass of the NASA Design Reference Architecture (DRA) (Drake, 2009) by

following a continuous low-thrust trajectory using 64 RFIT-45 ion thrusters. The effects

of varying the mass of the spacecraft in LEO prior to mission start, the mass of the crew
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transportation vehicle, the mass of the Mars lander as well as the High Earth Orbit (HEO)

altitude, on the overall mission profile/feasibility are examined. Loeb et al. (2015) found that

higher masses (with thrust held constant) yield elongated transfer times, while a higher HEO

instead shortens them.

The advantages of low-thrust electric propulsion have since prompted investigations into

using such systems as a means to augment high-thrust chemical/nuclear propulsion, enabling

a more energy-efficient operation (Chai et al., 2021; Owens et al., 2021; Oleson et al., 2020).

Oleson et al. (2020) examine the case where a small NEP system is used in conjunction with

high-thrust LO2/LCH4 rocket engine to enable an opposition type mission architecture. In this

manner, the required mass of radiator panels (acknowledged as a significant limiting factor for

interplanetary NEP) can be reduced. While the authors find the incorporation of NEP gives a

5-10x reduction in δV requirements for capture/escape, the time spent in space during transfer

is still very large relative to the time spent at Mars, with an imposed upper limit of 700 days.

7.2 System Models

A study of various spacecraft configurations and designs previously proposed in the literature

was undertaken. Key drivers were identified, including the type and design of the nuclear

propulsion system, radiation mitigation measures necessary for a crewed mission and mass

modelling of the crew habitat module. Numerical models for the vehicle were developed for

integration into a Multi-Objective Optimisation (MOO) problem as part of the mission design

trade-off, with a particular focus on component mass scaling laws.

7.2.1 Vehicle

Crewed missions are driven by the requirement to minimise radiation exposure, thus also

minimising flight time (Durante, 2014). As reduced transfers translate, at present, into a need

for nuclear propulsion, this then strongly drives the design of the spacecraft as a whole. For

example, the need for shielding for both the crew and spacecraft systems from both environ-

mental (Galactic Cosmic Radiation (GCR) and Solar Particle Events (SPEs)) and artificial (NP)

sources (which includes maximising reactor displacement) is dependant on the size and opera-

tional cycle of the nuclear reactor and the solar environment. The volume of the habitation

module, and consequentially the internal component mass breakdown (including consumable

requirements/rates), is directly driven by the number of crew, the transfer duration and overall

mission architecture (e.g., the transportation habitat may double as part of the surface habita-

tion module(s) onMars). Finally, the system power requirements (which, assuming no bi-modal

functionality, translates into the required mass/configuration of Photovoltaic Arrays (PVAs))

are defined by the size of the habitation module and the overall mission duration, given the

exponentially decreasing availability of solar power with radial distance from the Sun.

318



7.2. System Models

The nominal spacecraft configuration used as a baseline for this study is shown in Figure 7.1.

Included is a truss connecting the NTP system (engine, reactor and shield), with the rest of

the spacecraft, consequently housed within the radiation shadow cone.

Figure 7.1: Nominal spacecraft configuration.

7.2.1.1 Propulsion

Propulsion system sizing relationships were extracted from published data concerning (relat-

ively) high-TRL concepts. Those selected, primarily solid-core fission reactors (see Table 7.1)

have either been terrestrially demonstrated as completed test engines (e.g., Pewee 1, NERVA

NRX and XE Prime, RD-0410 and NTE 68 kN) or are conceptually based upon successful tests

of constituent subsystems/components (e.g., NERVA-1, and AR-NTP). Continuous functions of

engine thrust, mass, propellant mass flow rate ṁ and specific impulse Isp are defined relative

to the thermal power of the reactor.

Engine Power Thrust Isp Mass ṁprop

(MW) (kN) (s) (kg) (kg/s)

NERVA NRX 1072 237.63 803 8080 (reactor) 32.7

Pewee-1 507 111.2 901 3300 12.6

RD-0410 196 35.28 910 2000 4.0

NERVA XE Prime 1140 246.66 841 7700 35.8

NERVA 1 1570 333.6 825 12577 41.9

NRE 68kN 340 68 900 2890 7.1

AR-NTP 542.4 111.6 875 3793 12.7

Table 7.1: Solid-core engine specifications sourced from: (Finseth and NASA, 1991; Walton,

1991; Koenig, 1986; Drake, 2009; Koroteev et al., 2018; Zakirov and Pavshook, 2007; Frischauf

and Hamilton, 2004; Joyner et al., 2020).
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In this study, the conceptual NERVA-1 engine is considered the upper limit to propulsion

system size. Though never constructed, the NERVA-1 flight engine concept is considered in

essence the final recommendation of the project engineers as to the system specifications

of a feasible space-based nuclear engine that could be developed based on the findings and

experience gained during the NERVA program (Finseth and NASA, 1991; Walton, 1991).

Furthermore, integer variables (e.g., number of engines) are not considered, therefore it is of

interest that the incorporated scaling relationships may also represent clustered propulsion

systems. Example specifications of such, including the NASA DRA (Drake, 2009) (3x Pewee-1

engines), Russian MEC (Koroteev et al., 2018) (4x NRE 68kN engines) and the latest in a series

of mission trade-off analyses conducted by Aerojet Rocketdyne in conjunction with NASA

(Joyner et al., 2020) (3x AR-NTP engines) are included and found to coincide with the defined

scaling relationships, with a tendency to slightly overestimate performance requirements.

Mission Engine Cluster Power Thrust ṁ Mass

(MW) (kN) (kg/s) (kg)

DRA 5.0 Pewee-1 3 1521 333.6 37.8 9900

MEC NRE 68 kN 4 1360 272 28.4 11560

Aerojet AR-NTP 3 1627.2 334.8 38.1 11380

Table 7.2: Clustered NTP systems in existing crewed Mars mission concepts, sourced from

Drake (2009), Koroteev et al. (2018) and Joyner et al. (2020).

This study initially identified the bi-modal NTER engine as a promising hybrid thermal/electric

solution for future missions to Mars. Unfortunately, while with base reactor specifications

derived from the Pewee-1 engine, the additional mass of turbomachinery required to provide

bi-modal functionality and thus increased Isp, results in the NTER engine specifications

being largely incompatible with the derived propulsion system scaling relationships. As such,

incorporation of this system is reserved for separate analyses.

7.2.1.2 Habitat

Salotti et al. (2014) present a method to estimate habitat mass breakdown based on the NASA

TransHab specification. Similarly, this study applies subsystem specific scaling coefficients to

estimate the reduced component mass/volume for 4 people relative to the established NASA

6-person habitat concept, as detailed in Table 7.3.

Consumables are divided in the following groups: 1) food 2) fecal canisters, urine pre-filters,

and trash bags 3) personal hygiene kit, hygiene consumables, wipes, towels, and health care

consumables 4) clothing and 5) personal stowage and operational supplies. Consumable

requirements are largely taken from Lopez et al. (2015). Consumption rates for all logistics

goods are defined using historical usage/resupply data from the ISS in combination with
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Crew = 6 Crew = 4

Component Mass Vol. % red. Mass Vol.

[kg] [m
3
] [kg] [m

3
]

Power system 5840 – 22.5 4526 –

Avionics 290 0.1 0 290 0.1

ECLSS 3950 19.1 15 3357.5 16.235

TMS 1260 5.3 15 1071 4.505

Crew accommodations 4210 29.7 22.5 3262.75 23.0175

EVA systems 870 2.9 30 609 2.03

Structure 2020 – 22.5 1565.5

(inc. 30% margin) 4920 3934.875

Spares 4180 1.4 15 3553 1.19

Crew 6× 80 – – 4× 80 –

Radiation shelter 6× 739.36 4× 739.36

Total (no consumables) 32536.16 25447.06

Table 7.3: Mass breakdown, adapted from Drake (2009); Salotti et al. (2014) with radiation

’storm’ shelter estimate from Simon et al. (2013).

data from the Advanced Life Support Baseline Values and Assumptions Document, Human

Integration Design Handbook, and Orion Commercial Crew Development design values. Mass

scaling models were developed for each category, dependent on the number of crew members,

flight duration, and stay time on/around Mars.

7.2.1.3 Power

Total power requirement is estimated at 60 kW, with 50 kW reserved for the crew habitation

module (including 30 kW for life support, 15 kW for Zero-Boil-Off cryo-coolers and 5 kW for

high data rate communications with Earth) (Drake, 2009).

The availability of solar power decreases proportional to the squared distance from the sun

according to Equation 7.1, where the sun is assumed a perfect emitter (i.e., ϵ = 1), the Stefan

Boltzmann constant σ = 5.67 × 10−8
W/m

2
K
4
, the temperature and radius of the sun are

T = 5760 K and Rsun = 6.97 × 105 km respectively and R is the distance from the sun in

km. Figure 7.2 shows the value of solar constant relative to radial distance (in astronomical

units), including values at the aphelion and perihelion of Earth (1311 kW and 1401 kW) and

Mars (488 kW and 711 kW) orbits for reference.

GSC = ϵσT 4 4πR
2
sun

4πR2
(7.1)

Assuming PVA specifications in line with the NASA DRA (i.e., specific mass of 2 kg/m
2
, power

generation 0.12 kW/m
2
and 25% efficiency), the minimum required area of PVA can be taken as
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Figure 7.2: Solar constant at Earth and Mars.

500m
2
, with an equivalent mass of 1000kg. However, the lateral diameter (and thus available

area) of the panels will be constrained by the radiation shield shadow, given the detrimental

effects of radiation on sensitive electronics.

7.2.1.4 Thermal Management

NTP systems utilise open-cycle cooling, where waste heat is rejected both by thermal radiation

and exhaust convection. As such, NTP systems do not typically require a significantly large

thermal management system, with the highest system demands likely present during engine

cooldown. For this reason, thermal radiators (and any associated mass penalty) are not

considered in detail within this study.

7.2.1.5 Radiation

Concerning modern understanding of the undesirable biological effects associated with long-

duration space habitation, human health considerations potentially represent the most demand-

ing performance constraints for future interplanetary expeditions. Translated mission/vehicle

design requirements relevant to the mitigation of acute and late risks caused by radiation

exposure may be defined as follows:

• Total accumulated dose for a single crew member must not exceed 500mSv. This
corresponds to a mission incorporating a one-way transfer time of 90 days, a Mars

surface stay of 525 days (conjunction class), solar minimum conditions and spacecraft

shielding equivalent to 5g/cm
2
Al (Durante and Bruno, 2010).

• The CTV must include a dedicated means of protection against intense SPE
radiation. Such shelter, either internal or external, must provide radiation shielding
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equivalent to 20-35g/cm
2
Al (Durante and Cucinotta, 2011).

• Additional radiation due to nuclear propulsion must be minimised. This will
include considerations of component layout (for habitat occlusion), spacecraft length,

reactor size, impulse duration/frequency and multi-layer external radiation shield sizing.

To address these requirements, approximate relationships are defined for expected radiation

dose during transit and surface operations at Mars (see Figure 7.3) (Durante and Bruno, 2010).

The latter is relevant given the availability of interplanetary transfer windows for a desired

flight duration. As such, should the surface stay be of a necessarily long duration in comparison

to the transit, additional environmental radiation dosage is accounted for.

(a) (b)

Figure 7.3: Estimated total equivalent doses for a Mars mission. Green bars are relative to a

long stay on the Mars base (over 1 year), red bars for a Mars sortie (30 days on the planet).

Solid bars are calculations for a spacecraft with a minimum shield (5 g/cm
2
Al); dashed bars

for a thick shield in the spacecraft (20 g/cm
2
Al). All doses are calculated assuming the dose

rate of the 1970 solar maximum (Durante and Bruno, 2010).

During transit, GCR shielding equivalent to 5g/cm
2
Al is assumed for the crew habitation

module (Durante, 2014). Solar minimum conditions are considered for two primary reasons.

First, missions during solar minimum are less likely to be affected by extreme SPEs, despite the

larger GCR dosage. Furthermore, there is currently no reliable method of accurately predicting

extreme SPEs, though they are know to occur at least once annually during 9 out of the 11

years in a solar cycle. Secondly, as this study does not assume any specific launch date, taking

solar minimum conditions therefore gives a conservative estimate of radiation dosage
1
. In

the case of SPEs, the crew may take shelter in a small shelter housed either within the crew

1

The greater GCR levels present during solar minimum conditions (more difficult to protect against compared

to extreme SPEs) represents the greatest risk to mission feasibility from a human health standpoint.
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habitation module or within components of the external structure. For example, a radiation

shelter housed between the hydrogen propellant tanks, as in Loeb et al. (2015), or a docked

orbital return vehicle (e.g. an Orion capsule), as in Drake (2009). For this study, internal crew

quarters are assumed to represent option (3) as presented by Simon et al. (2013), providing

heavy radiation shielding equivalent to at least 20 g/cm
2
Al at a mass penalty of 739.36 kg/crew.

Shelters may be utilised both to protect from SPEs and during nominal crew sleep cycles.

Based on the data presented by Durante and Bruno (2010), the rates of expected radiation

dosage relative to both transit time and surface stay time (assuming solar minimum conditions

and radiation shielding equivalent to either 5 g/cm
2
or 20 g/cm

2
) are:

rtransit(5) = 1.7309 mSv/day (7.2)

rtransit(20) = 1.4017 mSv/day (7.3)

rstay = 0.32423 mSv/day (7.4)

Of note, the reported dosage rate for the surface portion of the mission may be significantly

reduced by constructing a heavily shielded surface habitat, e.g., by exploiting Martian regolith,

as in Zubrin et al. (1991) (Durante and Bruno, 2010).

7.2.1.6 Structure

To account for the mass of components such as propellant tanks, external subsystems (e.g.,

communications arrays) and external structure (e.g., truss), the overall structural mass is

assumed 10% of the initial spacecraft mass in LEO:

mstructure = 0.1 ∗ (mengine +mpassenger +mhab +mconsmables +mstructure)|t=t0 (7.5)

where the total mass of the spacecraft is assumed comprised of the mass of the enginemengine,

the passengersmpassenger , the habitatmhab, the consumablesmconsumables and the external

structure (including tanks, arrays, truss etc.) mstructure. This condition is formulated as an

equality constraint evaluated at the initial time t = t0.

7.2.2 Dynamics

The vehicle dynamics are defined via the following expressions for the rates of change of

state vector x = [r, θ, vr, vθ,mprop,mcons] in an inertia reference frame, where r is the radial

distance from the centre of the current Sphere of Influence (SOI), θ is the angular position, vr
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is the radial velocity, vθ is the angular velocity andmprop is the mass of propellant.

ṙ = vr (7.6)

θ̇ =
vθ
r

(7.7)

v̇r =
v2θ
r
− µ

r2
+
τTmax
m

sinαeng (7.8)

v̇θ = −
vrvθ
r

+
τTmax
m

cosαeng (7.9)

ṁprop = −τṁprop (7.10)

The scalar variable τ = [0, 1] is the throttle controlling the fraction of thrust applied, αeng is

the angle of the thrust vector and Tmax is the maximum available engine thrust. The SOI for

both Earth and Mars is given by,

SOI = ae/m

(
me/m

msun

)2/5

(7.11)

where a is the semi-major axis andm is the planetary mass. A further assumption is that of

perfectly circular orbits of Earth and Mars. This is to disentangle the initial mission analysis

from dependence on considering specific launch dates/windows, instead allowing a more

general approach that may be applicable across many future scenarios. The reference frames

are centered on the primary gravitational body, either Earth, the Sun, or Mars depending on

the mission phase.

7.3 Approach

The complete mission profile is divided into three distinct segments: the outbound Earth

to Mars (EM) transfer, the stay time at Mars, and the inbound Mars to Earth (ME) transfer.

Each interplanetary segment is composed of three phases: low-altitude planetary departure,

interplanetary transfer and planetary capture to low altitude orbit.

The relationship between the primary mission segments is examined with respect to spacecraft

design parameters by formulating a sequence of MOCPs. Of particular interest are the relative

durations between each segment and the phasing between the outbound and inbound transfers.

Continuous control profiles for engine thrust were included to determine the optimal switching

structure for each segment. More specifically, the engine throttle is defined as a continuous

parameter evaluated at the control nodes, where the adaptive mesh refinement methodology

of Chapter 6 is employed to determine the optimal locations of engine on/off switching whilst

simultaneously minimising the size of the associated NLP problem.

The MOCP objectives were taken as the minimisation of total interplanetary transfer time

(i.e., not including the stay time at Mars), and the gross vehicle mass (including any in-orbit
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refuelling whilst in Low Mars Orbit (LMO)).

min
u∈U,d∈D

N∑
i=1

(tf,i − t0,i) (7.12a)

min
u∈U,d∈D

m(t0) (7.12b)

where N is the number of flight trajectory phases defined, t0 and tf are the initial and final

times respectively, and

u =
[
αααi τττ i (∆t)i

]
(7.13)

is the trajectory control vector where (∆t)i = tf,i − t0,i is the time of flight for the ith phase,

ααα is the set of thrust direction angles and τττ is the set of throttle values at every control node

in the the ith phase. The optimisation vector of static design parameters is given by,

d =
[
ϕp(t0) Peng mstr

]
(7.14)

where ϕp is the angle between Earth and Mars at the initial time, Peng is the reactor power,

mstr is the structural mass of the spacecraft. The gross mass m0 = m(t0) is a sum of the

calculated masses for the structure, engine system, propellant and tanks, crew, habitat and

consumables.

The following additional assumptions were included:

• Prior to each transfer, the spacecraft is assumed positioned in a circular low-altitude

planetary parking orbit (LEO, or LMO).

• A SOI trajectory approach is adopted, where the spacecraft is assumed affected by only

the dominant gravitational force of the current phase.

• No advanced mid-flight events, e.g., mass jettisoning, refuelling, aero-braking or gravity

assist fly-bys are considered, though the optimiser may include deep space manoeuvres

whilst in interplanetary space.

7.3.1 Optimisation Algorithm

This work utilises the mesh-adaptive algorithm as presented in Chapter 6 of this thesis (Par-

sonage and Maddock, 2024b,a). Recall, this algorithm solves MOCPs using a direct approach,

with individualistic grid adaptation facilitated by a local error analysis at element boundaries.

Multiple objectives are considered using a dominance-based memetic framework applying

both local and global search methods to a collaborative population of unique solutions. To-

gether, this avoids the need for a priori specification of the quantity and temporal location of

element boundaries, and the set of scalarisation weights defining the multi-objective descent
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directions. Solution fidelity can thus increase concurrently with the exploration of the design

space, which leads to increased numerical efficiency, particularly for discontinuous or highly

non-linear problems, whilst propagating and maintaining population diversity.

In the following, system state and control profiles are represented using element-specific 9
th

order Bernstein polynomials. A population of 10 solution vectors was initially discretised upon

a uniform grid. Solution-specific grid adaptation was performed every 20 iterations, where the

relative local error tolerance was set to ϵtol ≤ 10−6
. Inner-level optimisation was completed

using the MATLAB fmincon solver with a SQP algorithm where function, constraint violation

and step tolerances are set to 1e-6, 1e-12 and 1e-9 respectively. Each process was terminated

upon reaching a maximum number of iterations, niter,max = 200.

7.4 Results

Results are presented for a full mission, including an outbound transfer, a period of time spent

in the vicinity of Mars, and a return transfer. First, the initial outbound transfer was analysed

separately, with results used to construct a set of interpolating surrogates representing the

corresponding design parameters. These relationships were then used to analyse the complete

mission with a reduced NLP size. Both analyses were formulated to minimise the time spent

in transit (thus minimising the radiation risk to the crew), whilst simultaneously minimising

the total propellant requirement (and thus cost).

7.4.1 Earth-Mars Transfer

The outbound EM transfer consists of three phases. The first assumes the spacecraft is initially

positioned in LEO and bound to the Earth’s gravitational field within the boundaries of the

Earth’s SOI. The second phase assumes a heliocentric orbit, influenced only by the Sun’s

gravity. Finally, the third phase assumes the spacecraft is influenced only by Mars, again

within the boundaries of the corresponding SOI, with a fixed final state in LMO.

The vehicle is controlled by continuously varying both the magnitude and direction of the

engine thrust, the former given the documented throttling capabilities of NTP systems (Finseth

and NASA, 1991). The maximum thrust and mass flow rate of the engine, as well as it’s overall

mass, are dependant on a static optimisable parameter representing the thermal power of the

reactor (see Section 7.2.1.1).

Figure 7.4 shows the mass breakdown of Pareto-optimal solutions obtained for the initial

outbound mission segment. In line with traditional analyses of NTP systems (and conforming

to the expected norms established by Chemical Propulsion (CP) systems), the primary driver

is seen to be the propellant mass, directly related to the ∆V requirement for a particular
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Figure 7.4: Outbound EM transfer: (a) Pareto-front (b) total initial mass breakdown against

transfer duration.

# tEM mEM θinit Peng Teng
[days] [kg] [deg] [MW] [kN]

1 86.0 5.54e5 17.2 406.5 83.9

2 86.3 5.07e5 17.2 381.2 78.1

3 87.5 3.54e5 17.8 377.8 77.3

4 89.6 2.94e5 17.8 381.1 78.0

5 94.1 2.36e5 18.3 391.5 80.5

6 101.2 1.94e5 18.9 308.8 61.3

7 101.9 1.70e5 20.1 389.0 79.9

8 140.1 1.09e5 29.8 372.4 76.0

9 199.9 0.70e5 32.7 321.4 64.2

10 238.1 0.67e5 38.4 319.7 63.8

Table 7.4: Outbound EM transfer: design parameters of Pareto-optimal solutions. Solution

numbering corresponds to the legend in Figure 7.4.

transfer trajectory. This can be seen most clearly via comparison between the minimum-mass

and minimum-time solutions, shown respectively in Figures 7.5 and 7.6. The minimum-mass

solution here corresponds to the low-energy conjunction class transfer common inMars mission

analyses.

Table 7.4 summarises the design parameters of each Pareto-optimal solution. The optimiser

is seen to favour NTP engines at the lower end of the performance spectrum represented by

the engine sizing model (Section 7.2.1.1), generally preferring longer, sustained manoeuvres

rather than short and intensive (particularly as transfer duration decreases). Importantly, the

system is seen to be capable of a EM transfer duration of less than 90 days, corresponding to

the original mission requirements.
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Figure 7.5: Outbound EM transfer: Minimum-mass solution.

7.4.2 Earth-Mars-Earth Transfer

The inbound transfer follows a period of time spent in the vicinity of Mars. To relate the

planetary phasing at the commencement of the return leg to the overall mission timeframe, the

initial outbound transfer duration and theMars stay time are both included as optimisable static

variables. To include the penalty associated to the outbound transfer duration and propellant

expenditure, the Pareto-set presented in Section 7.4.1 are used to generate a set of continuous

interpolating surrogate models representing relevant parameters of the EM transfer segment.

These relationships, depicted in Figure 7.7, are made available to the optimiser such that

the complete mission profile may be examined with continuity, but also with a significantly

reduced NLP size. With regards to the depletable vehicle states, i.e. propellant and consumable

masses, the availability of in-orbit manufacturing/refuelling whilst in LMO is assumed (and

included in the calculation of total system mass).

Figure 7.8 shows the Pareto-set relating to the (a) outbound transfer and (b) inbound transfer,

colour coded to represent the total system mass. Table 7.5 lists the design parameters cor-
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Figure 7.6: Outbound EM transfer: Minimum-time solution.

responding to each solution of the inbound MOCP. With regards to the inbound trajectories

specifically, two distinct clusters may be seen. One contains the minimum-mass profiles. Each

of these first performs a conjunction class outbound transfer. The stay time at Mars is then

seen to be either very long (250-400 days) or very short (3̃0 days). The short stay solutions

correspond to the two longest inbound transfers, thus it may be suggested that the switch

back to short-stay from long-stay is triggered by the relative phasing between Earth and Mars.

The minimum-mass solutions naturally exhibit the longest transfer durations, even passing

outside the orbit of Mars during the inbound segment, thus may only be suitable for crewed

expeditions provided an appropriate advancement in radiation shielding technology. The other

contains the minimum-time profiles. These solutions all require the minimum allowable stay

time at Mars (30 days), before immediately embarking on the return leg, itself corresponding

to the traditional opposition class transfer. This class of transfer is usually identified as being

unsuitable for crewed expeditions given the closer proximity to the Sun, thus inducing an

increased dose of radiation to the crew. Furthermore, whilst the outbound transfer is capable

of lying under the 90 day cutoff, the shortest return leg is seen to be almost double this value,

despite the vastly increased propellant requirement.
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Figure 7.7: Outbound EM transfer parameter surrogates.

The propulsion system design parameters for the complete outbound/inbound mission are

seen to follow the same trend as when examining the outbound transfer on it’s own. That

is, a tendency to lie within the lower end of the performance spectrum summarised in Table

7.1. This itself suggests that future development of NTP technology should be more focused

on improving system reliability, particularly with respect to extended operational cycles and

restartability, rather than base performance statistics.
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Figure 7.8: Multi-Objective solutions for (a) the outbound EM transfer and (b) the inbound

ME transfer. Solution colours correspond to the numbering given in Figure 7.4.

# tEM tstay tME mEM mME Peng

[days] [days] [days] [kg] [kg] [MW]

1 236.0 30.0 646.7 0.67e5 1.84e5 319.7

2 236.2 30.1 614.6 0.67e5 2.06e5 319.7

3 198.3 250.1 472.2 0.70e5 2.08e5 321.6

4 187.4 356.9 376.4 0.74e5 2.26e5 326.6

5 179.5 399.6 341.7 0.77e5 2.38e5 333.3

6 112.9 30.0 215.5 1.42e5 4.18e5 384.9

7 106.8 30.0 203.5 1.56e5 4.84e5 387.2

8 101.8 30.0 190.5 1.70e5 5.59e5 389.0

9 101.3 30.0 172.2 1.72e5 7.01e5 389.2

10 98.9 30.0 173.4 1.89e5 7.26e5 390.2

Table 7.5: Complete EME mission parameters.

7.5 Conclusion

A set of continuous numerical models representing the major subsystems of a crewed interplan-

etary transport vehicle were developed. Vehicle and mission performance design trade-offs

were examined within a multi-disciplinary design optimisation framework.

The presented problem focused on optimising the vehicle design and mission phasing. More

specifically, the engine sizing, propellant mass, dry mass (including the required mass of

consumables) and the outbound/inbound trajectories (including a period of time spent at Mars).

The transfer trajectory from Earth to Mars was first evaluated separately. The results of this

analysis were used to generate simple numerical relationships representative of the outbound

transfer design parameters. These relationships were then used to examine the complete

mission architecture with respect to multiple performance objectives. These objectives were

defined as the minimisation of the total transfer duration and simultaneously the gross vehicle
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mass in LEO/LMO. Each analysis was completed using a multi-objective optimal control

solver for non-linear constrained problems with multiple phases. This solver included an

adaptive mesh refinement strategy with which to identify and refine optimal engine switching

structures with respect to each objective.

Of particular interest were the relative durations between the three primary mission segments

(outbound, stay, inbound). More specifically, the effect on the allowable stay time at Mars with

respect to the minimisation of total time spent in transfer. It was found that mission profiles

seemed to conform to distinct groups of solutions within objective space. This suggests a

quantifiable set of transfer opportunities/mission profiles differentiated by total propellant

requirement and desired duration of surface activities at Mars.

An additional finding was the universal agreement to reduce the size of the propulsion system

to the lower end of the performance spectrum represented by the developed NTP sizing

relationships. Whilst these performance requirements still represent a fundamental shift from

traditional CP systems (particularly in terms of Specific Impulse), the implication is that current

and/or future development of NTP technology would benefit from a focus on improving system

reliability rather than base performance statistics. This could include investigations into, for

example, extended operational cycles and restartability.

Finally, it was observed that the adaptive mesh refinement strategy was able to successfully

define optimal engine switching structures unique to solutions at opposite ends of the Pareto

front. For example, minimum-time solutions tended to include one prolonged burn of higher

intensity, whereas minimum energy solutions included multiple, lower intensity burns timed

to coincide with the periapses of the current orbit. All solutions represented their throttle

control structure with bang-bang profiles, notoriously difficult for uniform-grid polynomials

to approximate. Using the adaptive algorithm, grid points were gradually concentrated around

the temporal location of each switch unique to each individual solution, ultimately minimising

the total number of optimisation parameters required to represent the complete population of

alternative trajectories.
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Conclusions 8

The overall aim of this thesis was to contribute techniques for improving the numerical effi-

ciency of multidisciplinary/multi-objective design optimisation methods. This was approached

broadly by focusing on multi-fidelity methods that can utilise various sources of competing

information to increase the attainable accuracy/reliability whilst simultaneously reducing the

associated computational burden. Being particularly relevant within the field of aerospace

engineering, an emphasis was placed on Multi-Objective Optimal Control Problems (MOCPs)

and analyses thereof. This goal was broken down into a number of distinct research questions:

• How can alternative levels of numerical fidelity be mathematically defined and incor-

porated into the formulation of a MOCP?

• How can the optimisation process be designed to adaptively manage all available fidelity

levels whilst balancing the inherent cost/accuracy trade off?

• What are the operational limits of including the developed methodology with respect to

traditional single-fidelity approaches?

• Are the computational savings (if any) sufficient to justify the cost of incorporating such

approaches?

These questions were first addressed by considering the source of the available information.

That is, whether a particular representation of a physical process can be described as external

or internal to the problem solution framework itself. External sources include numerical

models, simulations, experimental data or other sources inherently separate from the design

and analysis framework. External sources can, for example, be operated as black-box functions,

simply returning the output values following a query by an outer-loop framework. On the

other hand, internal sources of information are defined by the formulation, discretisation, or

the general mathematical description of the problem (for instance, the dimensionality).
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Accordingly, this work focused on the exploration and development of two distinct, but

fundamentally linked, methodologies enabling the incorporation of multi-fidelity information

sources. Both allow the systematic and adaptive upgrading of system/subsystem modelling

fidelity for the purpose of solving Multi-Objective Optimal Control Problems (MOCPs) in a

computationally efficient manner. These methodologies operate according to the following

respective strategies according to the primary source of multi-fidelity information utilised

therein:

• An external strategy, where alternative numerical models of the same subsystem(s),

competing in accuracy and computational cost, are simultaneously incorporated into

one single approximation.

• An internal strategy, where the numerical complexity of the problem itself can be

systematically upgraded, concentrating computational resource where it is most needed.

Each strategy is incorporated into a separate numerical framework intended for application

in scenarios where in-depth and exclusively high-fidelity models/analyses are not viable.

For example, the preliminary design and optimisation phases of complex multidisciplinary

engineering systems.

Part 1 was dedicated to a model-based framework for external multi-fidelity information.

This framework assumes that any particular subsystem of interest of a complex engineering

system is able to be represented by several alternative numerical models/formulations. It is

assumed that these methods generally conform to an inherent hierarchical trade-off between

the cost of evaluation and the relative accuracy to which the underlying physical process can

be represented. This framework is therefore primarily concerned with utilising, in the most

computationally efficient manner possible, the available information from all data sources

such that the highest numerical accuracy can be achieved at a minimum cost.

Following a review of the relevant literature in Chapter 2, Chapter 3 introduced a complete

Multi-Fidelity Model Management (MFMM) framework in which computationally inexpensive

surrogate models of selected subsystems could be autonomously generated and progressively

corrected using high-fidelity data. Several data correction methods were formulated and

investigated, before being integrated into a modular outer-level structure (Section 3.1.2).

Each method was designed to operate cooperatively, leveraging a particular aspect of the

correlation(s) between the available data. Accordingly, each was tested in isolation and in

several sequential combinations using a suite of numerical testing functions (Section 3.1.4).

The overall framework itself was designed to be as autonomous as possible, with a level

of flexibility appropriate for application to general problems. For instances, any number of
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competing/alternative models may be specified for a particular subsystem. Models themselves

may have non-equal (or overlapping) input domains, and may be time-phase specific or shared

across multiple phases (for dynamic problems). In addition to (or instead of) numerical models,

existing data may be supplied to supplement the surrogate generation procedure. If none

exists, initial sample points at which models are to be evaluated may be alternatively supplied,

or simply determined autonomously.

Surrogate models were constructed using an Artificial Neural Network (ANN)-based modelling

procedure (Section 3.1.3), again with the intention of allowing as general an application as

possible. In this case, an autonomous hyper-parameter selection and training routine was

implemented to allow the overall framework the ability to efficiently approximate any non-

linear function to a high degree of accuracy, without requiring any a priori knowledge of the

underlying relationship.

Finally, the complete MFMM framework was demonstrated in Chapter 4 with an engineering

test case representing the preliminary design of an atmospheric sample re-entry vehicle, where

multiple levels of fidelity are used to represent the vehicle aerodynamics. It was found that

the sequential application of corrective stages allowed a greater attainable approximation

accuracy relative to a single-fidelity equivalent model for a set number of high-fidelity samples

up to some critical sample size, which matches expectation.

Part 2 was dedicated to a resolution-based framework for internalmulti-fidelity information.

Rather than using multiple external sources of information to enhance the design procedure,

this approach instead systematically refined the numerical complexity at which the problem

solution was represented. This allowed computational resource to be more appropriately

allocated as the algorithm progressed. For example, within areas that experience high rates

of change, or were particularly dominant with respect to the final solution. This approach

was designed specifically for direct Multi-Objective Optimal Control Problems (MOCPs), where

the time-dependant state and control profiles representing feasible solutions are evaluated by

subdividing the time domain into a distinct grid of control nodes, across which approximating

polynomial relationships may be fit.

Again following a review of the relevant literature in Chapter 5, this framework was introduced

and described in Chapter 6. The focus was on adaptively increasing the resolution of a set

of discretised Optimal Control solutions. This was achieved by concentrating discretisation

nodes/grid-points around areas of high complexity unique to each solution (Section 6.2).

Importantly, this meant that a set of independent solutions could be processed concurrently,

allowing each to represent a particular balance between the objectives of a MOO problem.

This was achieved using easily calculable relative local error values evaluated at finite-element

boundaries, avoiding the need for any secondary optimisation or costly integrations.
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A novel aspect of the proposed approach is the simultaneous handling of multiple such unique

grid structures within an evolutionary architecture (Section 6.4). This allowed individual

solutions to independently evolve concurrent with their propagation through objective space,

aided via collaborative (social) action with neighbouring solutions. This was enabled by

employing a unique social operator, designed to facilitate such actions between solutions of

variable complexity. A complete MOCP may thus be treated as an open-ended evolutionary

design problem, ultimately allowing a more complete, higher-fidelity representation of the

trade-off surface in a more numerically efficient manner (Section 6.5).

This new social operator was first tested against several baseline and commonly applied

approaches (Section 6.6). The completemulti-resolution framework was then applied to several

demonstrative test cases, where the associatedMulti-Objective Optimal Control Problem (MOCP)

was treated as an open-ended evolutionary design problem (Section 6.7). The computational

cost, achievable solution accuracy and population spread/diversity were measured in each

case and compared against a traditional uniform-grid (analogous to single-fidelity) approach.

An order of magnitude reduction in computational cost required to reach a desired level of

local mesh error was observed for all cases. Furthermore, the progressive nature of population

refinement (i.e. moving from coarse to detailed solutions, corresponding to a move from

global exploration to local exploitation) was shown to facilitate a more complete and diverse

representation of the Pareto-front. The new social operator was found to successfully promote

offspring diversity throughout each open-ended evolutionary process by allowing a finer level

of social action to occur between similar solutions.

Finally, as with Part 1, Chapter 7 presented a more in-depth engineering test case aimed at

demonstrating a practical application of the proposed multi-resolution framework. In this

example, the preliminary design and assessment of a high-power interplanetary transportation

system using nuclear propulsion was presented. Continuous control profiles were employed

to represent the propulsion system operation, with the proposed multi-resolution framework

shown to successfully identify and refine an optimal throttle-switching structure for the

complete outbound/inbound mission with respect to multiple, competing objectives.

It is clear from this work that the potential for introducing higher levels of autonomy into the

design and optimisation process of complex engineering systems remains strong. With respect

to both external and internal information sources, this work has shown that the collaborative

incorporation of multiple levels of simulation fidelity represents a significant quantitative

improvement over standard single-fidelity approaches, particularly considering cases (such as

early stage analyses) where extensive high-fidelity simulation is impractical.

It may still be argued that the cost of establishing multi-fidelity approaches erodes their result-

ant savings over traditional single-fidelity analyses. This in part may be due to the inherent
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problem-specific nature of many such analyses. This work, however, has demonstrated the

application of such approaches within a more general and autonomous framework, thus the

repeated cost of incorporation reduces substantially. That is, the wider range of problems that

this framework, or others like it, can be used to solve, the lower the ultimate cost of applying

such methods is in the first place.

With the wealth of numerical codes available to the modern designer (including those designed

to take advantage of ever increasing computational processing power), methods to ensure

operational efficiency are essential.

8.1 Recommendations for Future Work

During the course of this research, several promising areas of further work were identified:

• An important limitation of the proposed methodologies is an inherent assumption

regarding the fidelity level assigned to each source. For internal sources, this distinction

is perhaps trivial, a higher resolution mathematical description naturally implies a higher

level of available fidelity. For external sources however, the picture may be less clear.

In the presented formulation, at least one source must be designated the high-fidelity

source. This can usually be linked to computational cost (i.e. higher fidelity data is

more expensive to accumulate), but this may not always be true. Particularly when

considering larger sets of models, the distinction between fidelity levels may become

blurred, making it harder to assign relative values. An important area of research would

then be to address this issue through means of, for example, automated confidence

assignment, using measures such as both the agreement between alternative models

and the actual cost of data acquisition.

• Direct quantification of objective function sensitivity relative to the included design

variables viamulti-fidelity analysis could be a valuable area of research. Such information

could feasibly be used in conjunction with traditional monitoring techniques to provide

measures of problem convergence and design confidence.

• In a wider, more fundamental sense, employing the examined MFMM methods within

the context of Uncertainty Quantification (UQ) could also be a useful area of future

study. In this case, the direct incorporation of multi-fidelity representations could help

identify and quantify uncertainty with respect to the modelling of the simulated physical

processes. This would allow the delivery of solutions with included confidence bounds,

or designed specifically to be robust under uncertainty.

• Considering the presented investigation into variable-length crossover techniques for

MOCPs, further analyses considering more complex design scenarios would add a
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valuable level of assessment and verification. That is, cases where the effectiveness of

the crossover operator plays a more definitive role in the quality/performance of the

resulting solutions.

• Common to other areas of study within this field, the excessive NLP growth of open-

ended optimisation problems remains a pressing issue outwith passive/indirect mitiga-

tion. Future study could include an adaptive approach to validate growth, explicitly de-

tecting over-refinement and ultimately removing unnecessary nodes/segments without

incurring additional expense or loss of crucial information.

• This work separately addressed methods to incorporate internal and external sources

of information, albeit employing largely analogous management methods within each

respective framework. The next step could then be to incorporate both types of source

into the same framework, investigating whether the same management strategies can be

successfully implemented and the consequences thereof. A formalised Multidisciplinary

Design Optimisation (MDO) architecture could be of particular use here, considering that

the resolution-based refinement presented in Part II could be treated as a multi-fidelity

’control’ discipline. A single MDO framework could therefore feasibly include the

traditional external multi-fidelity disciplines (i.e. disciplines dependant on information

obtained from one or more external functions of varying fidelity) as well as internal

multi-fidelity disciplines. The interaction of these components would be an interesting

area for further study, most likely requiring a more robust effort to quantify and assess

the confidence of the obtained solution(s).

• An aspect not addressed by the presented work is the adaptation of the polynomial basis

functions used within the MOCPs. Refining the order of the approximating polynomials

as well as the grid resolution would thus imply full hp-adaptivity, an established upgrade

to h-adaptivity on it’s own. For instance, the work by Patterson et al. (2015), in reference

to the problem reproduced in Section 6.7.3, suggests a positive effect in solution accuracy

and cost by increasing the polynomial degree (within user-defined applicability bounds)

as opposed to the number of mesh elements.

• Whilst efforts were made throughout to compare the obtained results with those found

in the literature (e.g. for several of the problems used as test cases across Parts I and II), a

more targeted comparison between alternative multi-fidelity approaches applied to the

same isolated test cases could be performed. For example, a particularly valuable direct

comparison could be against the co-kriging methodology applied to the benchmark

functions and test cases presented in Part I, given the prevalence of this approach in the

statistics community and beyond.
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