Automated Ultrasound Data Processing for
Defect Detection and Charactesation Through

Machine Learning

Vedran Tunukovic
Department of Electronic and Electrical Engineering
Centre for Ultrasonic Engineering

University of Strathclyde

A thesis submitted for the degree of
Doctor of Philosophy

May 2025



Copyright
This thesis is the result of the authoro
author and has not been previously submitted for the examination which has led to the

award of a degree.

The copyright of this thesis belongs to the author under the terms of the United
Kingdom Copyright Acts as qualified by the University of Strathclyde Regulation
3.50. The due acknowledgment must always be made of the use of any material

contained in, or déved from, this thesis.

“Tinkic

Date 16" May 2025

Signed:



Acknowledgements

This work would not have been possible withootany people's selfless help,

contribution, and support

Firstly, I would like to thanlDr. Ehsan Mohseni for higuidance and patiencehich

have beeimcredibly importanto me both in my research and personal INg. thanks
equallyextendto Prof. Gareth Pierce, Prof. Gordon Dobie, and Prof. Sandy Cqchran
for encouraging me to explore different ideas and for pushing me to take on challenges
I might not haveapproached on my own.

| am deeply grateful teveryone in the SEARCH lalstudents and staff alikéor

making this PhD a memorable experience. Special thgolks Amine Hifi, whose

energy and enthusiasare highly contagioysand to Shaun McKnight, who was

al ways willing to help and guide me. Wit

been able to achieve so much during these years.

I 6 m thahkéuldo the Future Ultrasonic Engineering Centre for Doctoral Training
for giving me theopportunity to pursue this researeimd toindustrial sponso8pirit

Aer oSyst ems a nldeindapen to@éwhbaasce shdrirmgneir expertise

| owe a heartfelthanksto my parents, lvana and Silvio, for the apfunities they have
givenme, and mgiblings Jan and Ema, faheir unconditional supparEinally, | am
eternally grateful to mwife, Nina, for standing by me through all the ups and downs
and for providing me with the stability and peace | needed to see this journey through.

To Robin, this work is dedicated to you. You have broughtihmeasurable joy that

words cannot fully express



Abstract
The growing adoption o€arbon Fibre Reinforced Plastic (CFRP) composites

safetycritical structuressuch as aircraft fuselages and wind turbine bladegiires
thorough inspectiorprocessto ensurematerial integrity and prevent catastrophic
failures Theseinspectios areconductedusingNon-Destructive Evaluation (NDEg
collective term for methods that assess the quality of materials without causing
damage Among these methods, Ultrasonic Testing (UT) stands out as a preferred
inspection techniquén the aerospace industryhe field of NDEhas experienced
significantadvancements with the introductionadvanced sensor technologies and
robotic manipulators, which have automated and accelerated data acquisition
processesHowever, data analysis and interpretatiemain predominantly manyal
making the process timmnsuming and prone to human errtrus creating a
bottleneckin manufacturing Recent advancements in Atrtificial Intelligence (Al)

present new opportunities to automttesetasks

This thesis explores the application of Al techniques to analyse UT datasets obtained
from reference CFRP samples representative of those used in the aerospace industry.
The initial research focused on evaluating the performahsepervised Al methods,
specifically object detection models, in defect detection taskgy ultrasonic &can

images, which represent the top cresstional view of the inspected materi#ls a
baseline, both a traditional signal thresholding technique and an entsatsital
thresholding method, based on theoretical mathematical distributions fitted to the
observed data, were examinetihe primary contribution of this work is the
demonstration ofthe superior performance of Al modeis this contextover
thresholding method#édditionally, supervised training was conducted exclusively on

simulated data, thereby addressing the data scarcity challenge.

Building on this anunsupervised Al methonh the form of anomaly detectiomas
explored This approach addressed the scarcity of datasets containing defective
indications and the challenges of relying on lasgale simulations, which require
significant computational resources and extensive manual effort to generate ground
truths for supervisd training A two-step workflow was developed, comprising an

automatedignalgating methodbased on unsupervised clustering and an autoencoder



modelserving as an anomaly detectpplied to ultrasonic 8cans (which represent
crosssectional images of the materialhe key advantages of this method include a
streamlinedievelopment process focused on the use of pristindiddtas thesis, the

term pristine refers to samples that contain no intentional or unintentional
manufacturing defects that are detectable using the ultrasonic inspection setup
employed, within the limits of its resolutignyhich is more readily available, and the
elimination of ground truth generation requiremefitsis workflowwassuccessfully
applied tosamples with both uniform thickness and complex geometries. Additionally,
this research investigated the impact of human factors on Al results and highlighted

the challenges posed by inconsistent data quality during scans.

The final stage of this research focused on strategies for integrating the developed Al
models into NDE data analysidriven bythe recenevolution toward\NDE 4.0 (a
concept that combines digitalisation, automation, and connectivity to modernise NDE)
focused on enablinfylly automated systemBespite significant research in this field,
implementation strategies are often underexplored, and clearly defined automation
levels achievable with Al remain lackingjo address these gageur levels of data
amalysis automation using Al were defined and evaluated. Additiondlig,
synchronous use of multiple Al modgésach designed to process distinct views of the
ultrasonic data, enabled cresalidation between models. This approach enhanced
trust in the automated system while offering mechanisms to mitigate potential
performance degradation of NDE operatassng such system$urthermore, this
strategyalignswith NDE 4.0 objectives, transitioning emators into supervisory roles
while delegating repetitivéasks tothe Al systems.The developed methods were
evaluatedn a case study involving complex geometry sampdesyonstratingheir

effectiveness for potential industrial applications.

Overall, this thesis proposes methods to assist in automating NDE data analysis
processes for UT of CFRP composites, with the primary goal of enhancing accuracy
and reducing analysis time to address the current bottleneck in aerospace

manufacturing.
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PDF - Probability Density Function

CDF - Cumulative Density Function
COCO - Common Objects in Context

RPN - Region Proposal Network

CSP - Cross Stage Partial

PAN - Path Aggregated Network

FPN - Feature Pyramid Network

loU - IntersectiorOver Union

AUC - Area Under Curve

NMS - Non-MaximumSuppression

CAD - ComputerAidedDesign

FPR - False Positive Rate

TPR - True Positive Rate

RMS - RootMeanSquare

ROC - Receiver Operating Characteristic
UDP - User Datagram Protocol

ROS - Robotic Operating System

SSL - Self-Supervised Learning
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Chapter 1: Introduction

1.1 Industrial Motivation and Research Context

Composite materials have become integral in industries such as renewable energy,
biomedidne, aerospace, sports, construction, trehutomotivesector Among these
composites, Carbon Fibre Reinforced Plastics (CFRPs) stand out due to their
lightweight structure, strengtio-weight ratio, and resistance to fatigue and corrosion
[1], [2], [3]. Aerospace and renewable energy are two saatorshatuseCFRPsto
constructsafetycritical components

In the aerospace industry, one of gagliestrecordecapplications of compositeates
backto the introduction of the-£4 and F15 military fighter jets in 1976, where boron
reinforced composites werdilised to construct empennageBy 1983, commercial
aircraft like the Airbus A300 and A3lbhcorporatedcomposites for secondary
component$l]. In the following years, the use of composites moved from secondary
to primary structural componentsowadays, composite materials account for 53%
and 50 % of structural weight for flagship aircnabdelssuch as Airbus A350 XWB

and Boeing 787 Dreamlingrespectivelyf4], [5]. The use of CFRPs also contributed
to significantecologicalbenefits with the Boeing 787 Dreamlinaachieving21%

greaterfuel efficiencythan its predecessdi2].

An overview of several commercial and military aircraft models with their respective
structural mass percentages of composite materials used is presdiatieleéinFigure
1 illustrates the increase in the adoption of compositedirbus and Boeing

commercial aircraft over the years.
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Tablel Examples of composite material usage in commercial and military aircraft, including the
manufacturer, model, year, and structural percentage.

Manufacturer Type Model Year Structural %  Source
Airbus Commercial A320 1988 28% [6]
Boeing Commercial 777 1995 12% [2], [7]
Airbus Commercial A380 2007 207 22% [1], [8]
Boeing Commercial 787 2011 50% [2], [4]
Airbus Commercial A350XWB 2015 53% [5]

McDonnell Douglas  Military F-15 1976 2% [1], [9]
McDonnell Douglas  Military F-18 1983 19% [1], [10]
Eurofighter Military Typhoon 2003 40% [11]
Lockheed Martin Military F-22 2005 24% [2], [12]
Lockheed Martin Military F-35 2015 35% [2], [13]

Structural % of composite materials in commercial aircraft

60
Airbus A350 XWB

50
Boeing 787 Dreamliner
40

30 Airbus A380

. Boeing 777
20 Airbus A310

10 Airbus A300/ Airbus A340

Structural % of composite materials

0
1971 1976 1981 1986 1991 1996 2001 2006 2011 2016

Year

Figure 1 Structural percentage mass of composites usédribus and Boeingommercial aircraft
models throughout thgears.

However, whilecomposites offer great benefits to industremntioned aboveseveral
downsides have been recognis€dese materials are highly anisotropic @none to
complex failuremodessuch as delamination, fibre breakage, matrix cracking, and
porosity. Many of these defects may form during manufacturing-service use and
often remain hidden beneath the surface, making visual inspection ineffective.
Furthermore, composites typicaligil in a brittle and sudden manner, witht clear

warningsigns[14], [15].
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There have been several important examples of composite material failure that
illustrate the critical need for detailed inspectibar instanceBoeing787 Dreamliner

fleet underwentadditional inspectionsfter delaminationissues were identified in
composite fuselage sectioffhese flaws did not lead to catastrophic failures, but they

highlighted the challenges of detecting and addressing defect early in senjitg]life

Anotherwidely discusse@xamplewas the crasbf American AirlinesFlight 587in

2001 due to theertical stabiliser failureAlthough the primary cause was determined

to be human error in turbulent flight conditions, prior report had noted delamination in
the same structural component, which drew the attention to the need for thorough

inspection procedurd47].

Given these risks, the use of composite materials in-Vvadje, safetycritical
components requiresmprehensivélon-Destructive Evaluation (NDE), a process of
examining materials without causing damageilteringtheir functionality. Common

NDE techniques include Ultrasonic Testing (UT), radiographic testing, eddy current
testing, and visual testing. The choiceadfuitableNDE methoddependsn various
factors,such as the material's characteristics, geometry, safety considerations, and the
specific afects being targetetd T has become a preferred modality in aerospace due
to its ability to provide volumetric inspection, assess internal structure, and offer
flexibility and ease of use, making it ideal for detecting a wide range of deféets
approximate market sizaf the NDE industry inThe United Statesn 2021 was 2.43
billion dollars, with UT representing a major portioapproximately660 million
dollars [18]. Growth projections indicate that the NDE market could reach 16.66
billion dollarsby 2029, driven primarily by the aerospace industry's high standards for
material quality and the oil and gas industry's need for robust pipeline inspection
methods.

Advancements in NDE sensor technology have been paralleled by improvements in
robotics, particularly through thategrationof sensorswith industrial manipulators

for deployment.As a result,precision and repeatability of NDprocessegreatly
increasedreducing the reliance ananual inspection skills dfighly trained certified
inspectorg19], while accelerating the data acquisition prodeggenerating large

volumes of data in a very short timélowever, data interpretation remains
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predominantly manuaand lags behindacquisition speedsncreasingthe risk of
human errorand creating bottleneck in manufacturing[20], [21]. Therefore, the
development of automated data interpretation tools to aid the denisiking process
would complement the automated robotic systems currently used within the industry,
serving as key enablefor realisingthe full potential of industrial automatiam line

with the NDE 4.0Atrtificial Intelligence Al) technology has been recognised as a key
enabler for resolving data interpretation bottlenecks and tackling repdtsks
currently performed by humandowever, the uptakand implementatiom industry
settings is still limitedparticularly in safetycritical sectors such as aerospace. This is
due to several factors, including the relatively early stage of research into the
application of Al for NDE, and the lack of consensus around the fundamental
requirement#\l systems must meet to be consideredble and trustworthy for such
applications[22]. Furthermore,safetycritical industries are typically cautious in
adoptingnew technologies as the consequence of failure can be severe. Lastly, while
broaderAl standards are beginning to emerge (digst legal framework on the use

of Al i n the Eur opcenernnto tbreen dugust20eandivwllll  Act o
gradually be implemented in practice, starting with February EZ#5[24]), similar
regulatoryguidelinesfor Al enabledNDE are lacking Some efforts do est, most
notably a set of technical reportand recommended practicgsiblished by the
European Network for Inspection and Qualification (ENIQ%], as well as the
AHandbboKNondestr uct i[26]ea 2826pablicatonthatoisioniy . 0 0
beginning to explorthepotentiaimpact and opportunities of Al and how it may shape
thefutureNDE landscape.

In the last decadethe field of Al has experienced aurge inresearchinterest
particularly in computervision with seminal wiks such as the development of
powerfulmodel architecturelike AlexNet[27] andResNe{28], as well as these of

large datasetbke ImageNet[29] for model training One of the keydriversof this
surgeis the demonstrated ability of Al models to outperform humans in complex and
high-dimensional tasks. For examplie AlphaGo and AlphazZerofundamentally
changed the way how professioriad andchess players approatheir respective
game, and no humahas matched theperformancesince[30], [31]. Al models have

also achieved diagnostic accuratlyat exceeds that of experienced trained medical
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professionalsn specific medical taskg2] and are showing increasing promise in
outperforming NDE professionalR21]. Additionally, Al model AlphaFold has
resolveddifficulty solvable problems like protein structure prediction, significantly

accelerating research in the biomedical sciences.

Anotherfactor behind the increased interest ini&\the limitation of traditional rule
based system when applied to realrld data, which is often noisy and subjective to
variability. As discussed iilChapter 4 suchsystems tend to struggle under these
conditions due to their rigidityn contrastAl modelscan learn directly from data and
adapt to patterns thataybe difficult or impossibleéo manuallyspecify.

Finally, significant progresm theGraphics Processing Uni&EPU) market alongside
the availability of opensourced datasets (e.g., Kaggle competiti§d3]), and
development ofAl frameworks guch asPyTorch and TensorFlow significantly

lowered the barrier for entifpr research.

Althoughevaluating thenarket size for Al technologigs challengingsome reports
suggestthat themarket, valued a757 billion dollarsin 2025, is expected tgrow
approximatelyfivefold by 2034[34].

The outlineddriving factors for the future production of CFRPs, combined with the
growing adoption ohutomatedobotic setupsor NDE, andtheemergence of newl
technologiesprovide strong motivation to explore and researgtomatedsolutions

for addressing data interpretation bottlenecks.

1.2 Aims and Objectives
Themainaims and objectives of this PhD theais

1 Toinvestigateandunderstandhe current state of the antUT methodsused
for NDE of CFRPswith a specific focus on the aerospace industry.

1 To investigate the current state of the art in research on the application of Al
technologies within NDE workflows and assess their adoption and use in
industrial practices.

1 ToacquireandanalyseJT datafrom various CFRP reference samplessng a

robotic manipulator setup that mirrors industrial practices.
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1 To develop and evaluate Alriven workflows for the automated processing of
ultrasonic inspection data, with the goal of improving defect detection and
characterisation, and accelerating analysis.

1 To explore both supervised and unsupervised Al approaches, including the use
of synthetic data and domaspecific augmentation strategies for model
training.

1 To investigate multmodel analysis across multiple ultrasonic scan views, and

to propose a tiered framework for integrating Al into existing NDE workflows.

1.3 Outline of ThesisStructure
The remainder of the thesis is structured as follows:

1 Chapter 2orovides an overview dT, CFRPs Al, and the application dAl
methodsin NDE. This chapter serves asackground research atiterature
review to identify gaps in the knowledge aoatline the motivation forthe
present work

1 Chapter 3escribes the automated NDE robotic setup used to capture the UT
data used irthis thesis It details theUT and robotic setups, data processing
techniquesCFRPreference sampleandtheused hardware

1 Chapter $resentsa comparative study of traditioreshdAl methoddor defect
detection irultrasonicamplitudeC-scans

1 Chapter 5introducesa twostage unsupervised approach for ultrasonic
Brightness scarB{-scar) analysis, based aan automated gating method and
an anomaly detectioAl model

1 Chapter Gxplores strategies for implementing developed Al models into NDE
workflows, with a focus on the simultaneous processing of different ultrasonic
views to achieve comprehensive analysis.

1 Chapter 7concludes the main findings and limitations of tthesis and

discussepotentialfuture researchrajectories.
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1.4 Contributions to Knowledge
The work presented in this thesis is focusethemutomated analysis of UT ddtam

CFRP samples. THeey contributions are summarised:

1 Successful trainingdf object detection Al models usingurely synthetic
ultrasonic Gscan data, addressing the lack of open, labelled datasets in this
domain. Transfer learning techniques were employed by incorporating
domainspecific augmentations derived from noise profiles of real inspection
data, helping bridge the gap between simulated andvwadd conditionsThe
models werevalidated on real inspection data and showed generalisable
performance. A comparative analysis was conducted against tnatlitio
statistical thresholding methods, which remain standard practice in industry

1 Development of a twatep data analysis workflow for ultrasoniesBans,
which includes an automated signal gating method to remove prominent
geometrical features from the captured data using unsupervised clustering, and
an Al-based anomaly detection modeined exclusively on pristingn this
thesis, the term pristine refers to samples that contain no intentional or
unintentional manufacturing defects that are detectable using the ultrasonic
inspection setup employed, within the limits of its resolytiexperimental
data, thus reducing the need l@bourintensiveground truthabelling

1 Proposal and discussion of integration strategies for the developed Al models,
focusing on automation levels ranging from operator assistance tdodgty
automated solutions that are adaptable to various risk profiese similar
integration challenges and solutions have been explored in different fields (e.g.,
biomedical and medical domains), this thesis contributes the framework for
implementing such strategies in NDE data analysis workflows.

1 Development of a multimodalmultiview ensemble approach to defect
detection thasynchronouslgombinesutputs from three Al modeésalysing
different ultrasonic data views, includingdgans, &cans, and 3D volumetric
inspections. This ensemble design providesoasvalidation mechanism and
flexible implementation strategiesaddressing limitations in earlier NDE

research which typically does not leverage multiple data views in combination.
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Chapter 2: Background Research

2.1 Ultrasonic Testing

Ultrasound refers to acoustic wawehosefrequency exceeds 20 kHz, placing them
beyondthe human hearing ran{f#h]. Ultrasonic testings the most usedDE method

due to its flexibility, ease of use, and safi@§], [37], andit is employedn industries

such asaerospacegonstructionautomotive,andenergyfor inspection of metal and
composite material88], [39], [40], [41] A range of UT techniquds availablesuch

as the conventional piezoelectric transducer method, laser UT, and Phased Array
Ultrasonic Testing (PAUT)eachsuitableto specific applicatioa These techniques
utilise different wave propagation modé&s;luding longitudinal, shear, surface, and
guided waves, depending on the inspection requireméhis.thesisfocuseson the

use of normalncidence longitudinal ultrasonic waves for volumetric inspectam

this is the standard industrial practice for CFRP inspectiongitudinal waves are
preferredas most internal defects in composites tend to be oriented parallel to the

surface, making normal beam inspection effective for their detection.

UT offers severaladvantagesincluding nearinstant display of results, flexible
operatingfrequencieghatcan be tuned based on the inspection requirements and the
material compositionandthe ability toexaminethe internal structurewithout the

need forextensivecomponent preparatiqgegrocedure$36], [37], [42], [43] However

some disadvantages of UT have been resedniror thicker objects, the penetration
depth of ultrasound may be insufficient to propagate effectively through the entire
structure, depending on the material composition and test frequpkiy
Additionally, conventionalUT is unableto detect defectsmallerthan halfof the
wavelength of the incident soundwawtue to fundamental diffraction limifg4].

While some experimental techniques have explorednsuzlength detection using

Al superresolution approachg45], these remain in early research sta§aslarly,
defectdocated parallel to the ultrasound bearaygo undetecte{B7], [44].

2.1.1 Fundamentals ofUltrasound

Ultrasonicwavesaredefined as selfustaining mechanical waves that caaseries
of compressions and rarefactiomsen propagatinthroughamedium.Commorntypes

of ultrasound waves includengitudinal, transversal, RayleiggmdLamb wavesThe
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ultrasound wave propagation is extensively covered in existing literptGie[47],

therefore onlyone-dimensionalvave equatiomm isotropic medias presented i&q.1:

Thn pT . T 6 pl o Eq1
T —— Y S —
T @ 01O T w 0'To

Wherep is thepressure amplitugl x is the onedimensionaldistancev is thewave
speel, t is thetime, andu is the particle displacement amplitudénis form of the wave
equation applies specifically to longitudinal waves propagating in a linear, isotropic

medium.

Operating frequency & crucialparameteas itdirectly determineboththe resolution
and penetration depthligherfrequencyultrasonic waves have shorter wavelengths,
allowing for interaction with smaller features within the material at the expense of
decreaseghenetration depthn contrast lower frequency operation producsaves
of longer wavelengths that penetrate deeper into the materishbuficeresolution.
Therefore, achieving a suitable balance between operating frequency, penetrating
depth, and the required level of detasolved by the waves essential when choosing
UT parametersThe relationship between operating frequency and wavelengths is
given inEq2:

Q 2 Eq2

Wheref is theoperating frequency of the ultrasonic systamda-is the wavelength

This equation assumes a constant wave velocity v, which is valid for homogeneous
and isotropic materials. However, CFRPs are inhomogeneous and anisotropic, and
wave velocity vaeswith direction and frequeydmaking CFRPs dispersive media

In practical UT, a constant velocity is often assumed as an
approximatiosimplification However, advancennaging techniquegdiscussed in
section2.1.8 require a more accurate velocity model to account for variations within

the materiafor reliable image reconstruction.

2.1.2 Ultrasonic Beam

In its simplest form, UT waves are generated using a piezoelectric crystal that enables

the conversion of input electrical voltage into mechanical vibrations and vice versa
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[48]. These vibrations produce ultrasonic waves of high frequency that propagate

through materials and are altered due to the scattering and attemo@tingnisms.

When an ultrasonic transducer is excited, it generates pressure waves which propagate
and form ultrasonic beams described by three distinct.aféasarea closest to the
source of ultrasound is characterised by both constructive and destructive wave
interactions, creating a namiform distribution of energy and intensity as the
ultrasonic beam is still converging. This can cause artefacts durngcém and
diminish the quality of the imaging, leading to inconsistent measurements and complex
interferencepatterns.This zone is called the near field or Fresnel zone and is often
avoided in NDE applications, particularly for single element transducers, through
transducer design, stadf wedges to offset the transducer from the inspected

materia) focusing techniques, or shorter ultrasonic p{83é

The middle portion of the beam is called the focal zone and is characterised by the
smallest beam diameter, resulting in overall highest lateral resoldétitthtionally,
this zone contains the peak pressure point measured from the source, which can be
approximated witheq.3:

0O

0 — Eq3
T

WhereN is the distance from the source to the peak pressure poinD andhe
dimension of the circular ultrasonic transdudére focal zone is the most suitable part

of the beam for NDE inspection as it results in a high energy measurement and a good
resolution making it particularly efficient for the inspection of smaller parts and
defectd49]. In focusedsingleelement transducers, the focal point is fixed by design,
whereas in advanced techniques like PAUT, the focal zone can be dynamically
adjusted through ultrasonic setup parameléhis is achieved through the application

of delay laws, where each element in the array is excited at controlled time steps. By
adjusting these delays, the emitted wavefront can be steered and focused at different
depths or angles without moving the prophysically. This principle and its
implementation are ftiner detailed in Sectiah 1.8 Lastly, the far field or Fraunhofer

zone is further away from the source and can be described by a uniform ultrasonic
beam with fewer energy fluctuations, and its distance from the source is described with
Eq4:
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o — Eq4

The factors mentionedbave (vavelength and transducer dimensions) also influence
beam spread3 phenomenon where ultrasonic wave diverges fitsrmitial direction
as it propagates through the matediawer-frequency waves and smaller transducer

sizes result in greater beam divergence, wharhbeestimated usingq.5 [50]:

OHl pg % Eq5
Where isthe angle of divergenc&xcessive beam spread reduces spatial resolution
but can be mitigated by using higHeequency transducers, larger transducer
apertures, or focusing techniques, as further discusseetctin®2.1.8 A simplified

illustration of an ultrasonic beam with the abalescribed zones is shownHigure
2.

Ultrasonic Beam Profile with Near, Focal, and Far Fields

Near Field Focal Zone Far Field

Beam Width (arbitrary units)
o

0.0 2.5 5.0 7.5 10.0 12.5 15.0 17.5 20.0
Distance from Transducer (arbitrary units)

Figure 2 An example illustration of an ultrasonic beam with near field, focal zone, and far field
marked

2.1.3 Wave Velocity

Wave velocity refers to the speed at which ultrasonic waves propagate through a
material and is primarily influenced by the material properties. For longitudinal waves,

velocity can be determined throufl 6 [51]:

| O |
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WhereEi s Youngo6s jmaedulhes ,mad e adloditg vartee n s i t y

within the same material depending on the wave mode. For example, shear waves,
which depend on the shear modul@s typically propagate at lower speeds than

longitudinal wave$52].

UT relies on measuring the time taken for a wave to travel to reflecting features within
the inspected material (i.e. front wall, back wall, or reflective defects) and return to the
transducer. This Timef-Flight (ToF) measurement allows for depth estinrgtand
Is given byEq.7:
0z0
C
whered is the distance travelled, ahd total travel time. Precise knowledge of wave

Q

Eq.7

velocity is crucial for accurate feature localisation and material thickness
measurements. However, in highly anisotropic materials such as CFRPs, wave
velocity estimation becomes complex due to variatiarstiffness and density across
different fibre orientations, which are further discussed in Se@&ib8and Chapter

4,

2.1.4 Attenuation

Attenuation of the ultrasonic waves refers to the loss of energy during propagation,
resulting from multiple underlying phenomena such as the conversion of wave energy
to kinetic energy in the form of heat and perceived attenuation due to scattering.
Scatering occurs when ultrasonic waves interact with features smaller than their
wavelength, causing energy dissipation. This phenomenon is particularly pronounced
in CFRPs, which exhibit high levels of attenuation due to their anisotropic nature, as
well as he nonlinear relationship between attenuation and frequency, influenced by
factors such as complex fibre orientation, layering, and heterogeneity within the
material[37], [53], [54] For comparison, metallic materials generally exhibit a more
linear attenuation with respect to frequency, where signal loss increases in a relatively
predictable manner as the frequency rig#g. Attenuation can be mathematically
expressed witlEq .8 [56]:

0 00Q Eq8
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WhereA is the pressure amplitude of the ultrasonic wave after transmigsgisnthe
pressure amplitude of the initial puldgjs the attenuation coefficient, axds the
travelled distance. The usual practice is to present attenuation with a logarithmic scale
with Decibel (dB) units:

000Qe 6 wq TE &b 10 Eq9
In other words, when features of the same size are present at varying depths within the
sample, those located at larger depths with greater acoustic path from the source show
lower amplitude signals compared to closer features. The effects of attenuation a
demonstrated in sectior’s1.9 and 2.1.12 while methods to compensate for this

phenomenon are discussed in Secldnl4

2.1.5 Conventional Ultrasonic Testing

The first conventional UT method is the pulsgho technique, where the same
ultrasonic transducer produces an ultrasound pulse that propagates into the material
and records the returning reflections. Depending on the mode of application, the
transducer i®ither aircoupled, used in immersion, or directly coupled in contact to
the object with the help of a coupling medium. The coupling medium (or couplant)
helps to addressthe acoustic impedance mismatch between the mediums and
eliminates air pockets whichct as strong reflectors, promoting overall energy
propagation into the materigd7]. Typically, in manual ultrasonic inspection, a thin
layer of coupling gel is used, whereas, in automated UT inspection, it is usually a thin
layer of water The constant thickness and proper application of coupling are critical

to the performance of the ultrasonic setup as inconsistencies can lead to the decoupling
of the ultrasonic probe and uneven energy transmission into the mi@@}idrom a
datadriven perspective, such uneven energy transmission creates inconsistencies in
the recorded amplitudes and introduces unexpected variability and noise into the
ultrasonic signals, which can degrade the performance and robustness of Al models

trained onsuchdata(this phenomenon is further discussegeaation5.8).

Upon encountering object boundaries, defects, or other discontinuities, a portion of the
initial wave is reflected to the transducer, where the pressure amplitude is received and
converted to voltage owing to the piezoelectric effect. Recorded wave ateplitan

be visualised as aamplitude scan4-scar), a representation of wave amplitudes over
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time. In pristine samples, areas of higher amplitude typically correspond to front and
back wall reflections. However, when defects are present, part of the wave is reflected
off the defect and bado the transducer, creating an additional indication in the A
scanthat appeararlier in time than the back wall reflection. Puésno mode of

operation is presented Higure3.
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Figure 3 lllustration of pulseecho inspection configuration with corresponding@an

representations. Green indicates a pristine scan, while purple represents a defective scan.

The use of a single transducer for both transmission and reception induces a ringdown
effect which can obscure portions of the useful signal, thus creating a dead (or blind)
zone[59]. This masking effect can be mitigated by using acoustic wedges that offset
the original pulse away from the surface. The use of wedgesssitateadjustment

in the ultrasonic setup depending on the geometry and properties of the wedge.
Additionally, wedges can be in 0° configuration for normal incidence or angled to

redirect the beam at an angle.

Since both transmission and reception of UT signals are performed on the same
surface, the pulsecho technique is suitable for industrial applications where access is
limited to one side. On the downside, the ptésbo method faces challenges with
rough surfaces that obstruct the wave penetration, very thin materials where a large
portion of the Ascan can be masked by initial pulse reverberations, anesndace

discontinuties located in the nedield of the ultrasonic beam.
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The second type of conventional ultrasonic testingapitch-catch mode, where two
ultrasonic transducers are usddese transducers can be placed on the same or
opposite surfaces of the material (in which case it is referred to as through
transmission), depending on the applicationthis mode, one transducer generates
ultrasonic waves, and the other receivesaitdunlike pulseecho, dead zones in the
signalare eliminated26]. This mode requires precise alignment of the transducers
and in throud transmissionthe depth information about features within the material

is lost. Pitch-catch is often used in inspection of welds [43], inspection of polymers
[44], and structural health monitoring for corrosion [49pbwever, this method is
generally not applicable for composite materials due to their anisotropic nature.
Angled or steered beams in such materials are more susceptible to scattering and
attenuation, often resulting in degraded signal quality comparedulsegrho
techniques. While some studies have explored the use of-gaitch for static
inspection of unidirectional composit€®], these approaches are limited in scope and
are not well suited to the automated scanning strategies employed in this thesis.
Therefore, the focus is shifted towards ptdsbo methodshe operating principle of

through transmission pitetatch ultrasonic scanning is presente#igure4.
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Figure 4 lllustration of through transmission pitetatch inspection configuration with corresponding
A-scan representations. Green indicates a pristine scan, while purple represents a defective scan.
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2.1.6 Normal Incidence

Normal incidence occurs when an ultrasonic wave approachegerface between

two mediumsperpendicularlyAt an interfacewith another material, acoustic waves
canchangedue to phenomena oéflection, diffraction, transmission, refraction, and
mode conversionGenerally, the difference in acoustic impedance between two
materials determines how much the incident wave is altered at the interface. Materials
with similar acoustic impedance cause fewer changes to the wave compared to those
with highly dissimilar impedance.Acoustic impedance, measured kg/snt,

guantifies a material's resistance to the transmission of wavesgiadrign Eq.10:

" Eql10

WhereZ is the acoustic impedance, ands the density of the materialhanges in

&

wave energy at interfaces are characterised by transmission and reflection coefficients,
which define the amount of wave energy transmitted or reflected. These coefficients
are determined by the acoustic impedance of the materials involved rand a
represented ikq.11andEqg.l2

Y ——= Eqll
W ©
zZ @
C - Eql2
W ©

WhereZ; andZ; are acoustic impedances of the first and seocoedium respectively.

Normal incidenceorresponding t&q.11andEq.l2is illustrated withFigureb.
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Figure 5 lllustration of ransmitted and reflected wavesthginterface with normal incidence

between twonediums.
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2.1.7 S n e LawdsdOblique Incidence

When an ultrasonic wavencounteran interface between twmediumsat an angle,

part of the wave is reflected into the original medium, while the other part is refracted
into the subsequent mediuRefraction results in a change in waves direction (angle)
and can be des c {47],bagsdowrbigEqIB.nThis ghénemenom iw
visually represented iRigure®6.
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Figure 6 lllustration of reflected and transmitted waves at the interface ebtigue incidence

between twonediums.
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Where

d andv; arethe angleand wave speeaf the incident wave

dn andvy arethe angleand wave speedf reflected longitudinal wave
dis andwis arethe angleand wave speedf transmitted transversal wave

du andvy arethe angleand wave speeaf transmitted longitudinal wave

In instances whertherefracedlongitudinalwaveexceeds 90angle(critical angle)
the refractionis accompanied bynode conversion. Mode conversionaphysical

phenomenonvhere incident wave creates waves of different types (e.g., longitudinal
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waves create shear waves). This behaviour is aftéised in NDE where spatial
resolution can be improved with shear waves which have shorter wavel@itjths
[62].

While this description provides insight into wave interaction at a high level, factors
such as the angle of incidence, surface roughness, absorption, attenuation, and the type
of bonding between interfaces influence transmission and reflection. These facto
contribute to complex and nonlinear behaviour that depends on specific properties at

a smaller, local scale.

These physical factors impact dataven methods by introducing variability and
stochastic effects in the ultrasonic signals that are difficult to model precisely. Finite
Element Analysis (FEA) simulations attempt to capture some of these complexities,
but many aspects remain challenging to predict or simulate. As a resuitrilata
approaches must account for inherent noise and uncertainty in the input data to produce
generalisable outcomes. While real experimental data naturally includes this
variability and can help models learn to cope with it, simulated datasets often lack such
stochastic characteristics, making it more difficult for models trained solely on

synthetic data to generalise to reairld scenarios (this is further discussed in section

4.4).
2.1.8 PhasedArray Ultrasonic Testing

In recent yearstherehas beera noticeable increase in tiaeoptionof PAUT [36],

[63]. Ultrasonic arrays consist of multiple individual piezoelectric transducers,
arranged iranarray configurationPAUT hasfoundwide application in various\DE

tasks due to their flexibilityhigh resolution imagingand reduced inspection times
due toa largercoverage arefb8], [64]. Eachultrasonicarray can be describda/
several key characteristicthe number of individual elements it comprises, the
elevation thesize of elements in the dimension normal to the inspection surface), the
pitch thedistance between the midpoints of neighbouring elements), and the kerf (the
size of the gap between two individual ultrasonic elemeAtsay elements and its

propertiesare illustrated irFigure?.
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Figure 7 Ultrasonic array schematic illustrating pitch, kerf, elevation, and length of the array

The scanning with PAUT arrays is typically performed by moving along the
component in a direction perpenWwhileul ar
exciting all elements at once to generate a plane wave, similar to the operation of a
single transducer is possibtee array elements can be excitadivated for reception
individually at different time stampdhis allows for the creation of a series of time
delays, also known as delay laws, to achieve different ultrasonic beam forms and

propagation aentations Different forms of delay laws enable

1 Beam steering, where thmopagation angle for thgeneratedvavefrontcan
be changed with respecttttea r r aoynwld

1 Focusing, where parabolic delay lswreate a foal point for the generated
beam.

1 Creation of sufapertures, where a subgroup of array elements is excited
simultaneously to generate more energy, create larger wavefronts that travel

into the sample, and improve the sigt@hoise ratig65], [66], [67]

Examples of beam steering, beam focusing, aneapebtures are presentedrigure
8.

37



aSudaperture firi b)Focusing

Figure 8 lllustration of phased arragelay laws a) subaperture firing b) focusing,c) beamsteering.

c)Beam steering

Del ay | aws
Del ay | aws

i

This electronicontrol of array elements a significant advantage of PAUTS, reducing
the need for physical alteration of the probe's position and ahgkdly, the
introduction of PAUT enabled the use of rewlata acquisition methods, suct~a8
Matrix Capture (FMC) which recordsthe full combination of transmit/receive
possibilities in an array configuration to be leveraigeidrm highresolution advanced
images capturingreater detailvith algorithmssuch ag otal FocusingMethod(TFM)
[68].

However, these techniques cannot be effectively used with CFRPs due to the highly
anisotropicand dispersive nature, which causes the wave velocity to vary with both
direction and frequency. This violates the assumptions of constant wave speed
underlying the 1D wave equation (as showBdrl). Since thevave velocityis critical

for ToF calculations in TFM, this variability introduces challenges that can result in
imprecise imaging. Although some adjustments have been made to algorithms to
address these issues with CFRED, [70], such techniques remain largely limited to
laboratory settings, with minimal industrial uptake. Furthermore, ray tracing
calculationsused in TFMarecomputationally intensive and tirmnsuming, making
reaktime imaging difficult. As a result, electronic scanning methods such as linear
scans remain widely accepted in the industry, providing sufficient performance for

practical NDE applications.
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To aid with the following chaptersiigure 9 presents the different ultrasonic

viewdprojectionsused throughout this thesis.
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Represents the ultrasc Constructed -byarmsg afcrka Pl anar view geners
time for a single su apertmumrewi di nsgecat icome amplitude variatiort

sur fAceow indicates

..............................

Example A —scan Example B — scan Example C - scan

1.00 0 1.00 0 10
—— Raw A-scan
0.75 0.75
200
0.50 050 — ; 0.8
0.25 400 025 3
- f‘v«s a.00 40 0.6
600 E
—028 k 0.4
-0.50 800 E 3
&
-0.75 0.2
~1.00 [} 0 20 30 40 50 60
0 200 400 600 800 1000 A-scans [-] 00
Time samples [-] :

0 10 20 30 40 50 60
A-scans [-]

N
=3

Relative amplitude (-]
o
=
32
=
<
Time samples [-]
Relative amplitude [-]
Robotic movement axis [-]
lative Amplitude [-]

@
=3

[ L L 1
v e e o
=B T ¥
8 & & b

Figure 9 Demonstration of Acan, Bscan, and &can ultrasonic views used throughout this thesis

2.1.9 Ultrasonic A-scans

The A-scanrepresentatiolisplays thecapturedultrasonicwave amplitudes in time
This format istypically used withsingleelementtransducersallowing an NDE
operatorto estimatethe thicknessof the inspected sample by measuring the fieak
peak distance between the front and back wall indicatldowever,A-scangequire
expertise to interpret athey provide limitedspatial information.Despite this
limitation, A-scansare valuable for detectingypical CFRP composite defects
(explained irSection2.2), such aslelaminations and impact damages and determining
theirdepthdue to thenightemporal resolutiofi71]. A representation @ pristineand
defective A-scan captured from a CFRP sampdentaining adefect is shownin
FigurelO.
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a) Schematic of inspe cted component with defect marked in red
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Figure 10a) Schematic of a CFRP component containing a défeatked with red)b) Example of a
pristine ultrasonic Ascan, with labels indicating the front and back walls; ahéxample of a
defective ultrasonic Acan, showing the front and back wall labels along with a labelled defect.

2.1.10 Signal Time Gating

Raw ultrasonic signals are typically acquired in the form of Radio Frequency (RF)
signals, which contain both amplitude and phase informa@Brdata consists of both
positive and negative values, representing the oscillatory nature of the ultrasonic wave.
Other forms of signal representation include rectified data, where the absolute values
of the signal are taken to remove negative amplituaidditionally, enveloped signals,

often obtained using the Hilbert transform, provide a smooth representatiba of

signal envelopéut sacrifice phase informatioffdetailedin Section2.1.17)

The application of several signal processing methods is used to aid the interpretation
of captured ultrasonidata. Time gating involves applying a windowing technique to
the timeseries datdo isolate areas of intereseeometrical features at interfaces
between different materials, like front and back walls, exhibit higher amplitudes

compared to other structures within the sample. These indications, if not excluded, can
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mask weaker ultrasonic signals of interest, such as discontinuities and defects.
Therefore, windowing focuses on eliminating the contribution of such features in scan
images to enhance the visibility of relevant signals and is a crucial step in the
preparéon of C-scan viewsexplained in Sectio.1.13 However, as windowing is

applied manually, it introduces a degree of subjectivity and errors in the selection of
gating boundaries may unintentionally exclude important features or retain unwanted
signals, which can affect the data analysisps An example of signal gating is

illustrated inFigurel1l.
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Figure 11 An example of an ultrasonicgcan with time gating

2.1.11 Hilbert Transform

Hilbert transform is a mathematical method used to envelop signals, commonly
applied in timeseries data analysis to examine instantaneous amplitude responses
[72]. This transformation generates a complex signal which consists of phase shifting
every Fourier transform component by 90°. Specifically in &8dplying the Hilbert
transform to each A&can signal and visualising the real component results in an
enveloped signal that effectively represents only instantaneous amplitude response
while eliminating phase informatioifihis technique is particularly useful in scenarios
where multiple reflections occur within a short time segnm{@a{. The Hilbert
transform is crucial when generati@gscanviews of the ultrasonic datas discussed
furtherin section2.1.13 An example of RRandHilbert-processedignalis presented

in theFigurel12.
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Figure 12 Comparison of RF and Hilbegrocessed Acans

2.1.12 Ultrasonic B-scans

When using PAUT systemsach transducer (in singidement sukaperture scanning)
or group of elements (in mulélement sutaperture scanning) generates aiscan.
By stackingthe A-scars according to the location dhe of the elements used for
acquisitionand representing treemplitudeson a colour scale B-scan representation
can be producedA B-scan provides a crosectional view of the scanned sample
allowing both the locadation of features within the active aperture of the array and
the depth estimation of potential defecBscansare widely used in NDE and
biomedical applications[67], [74]. However, Bscans lack spatial contextual
information along the axis of PAUT array moveméneé. perpendicular to the
transducer 6s, weidh eanddad to mifficalies when sizing defects.
Furthermore, it is often impractical to examine all individuadans within the scans
of large components, as this would tme-inefficient An example of botlpristine
and defective Bscanscaptured from a CFRP sample containing a defeptesented

in Figurel3.
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a) Schematic of inspected component with defect marked in red
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Figure 13 a) Schematic of a CFRP component containing a defect (marked withojed pristine
ultrasonic Bscan with labels marking the front and back wadlisd c) A defective ultrasonic-Bcan
with labels marking the front and back walls, alongside additional annotations highlighting the defect
and the associated loss of the back wall signal due to the defect.

2.1.13 Ultrasonic C-scans

Combining PAUTInspectionwith the mechanical movement of the aremables the
capture of a series d-scans at different positiorsdongthe component. These-B
scans arstackedased on their positional encoditigformathreedimensional3D)
volumetric scarof thecomponent. The dimensions of the 3D scan include the robotic
movement axisdefining the positions of the-Bcans), the time axis (representing the
length of each individual Acan), and the array axis (representing the number of A

scans captured by the array).

A C-scan isaformat that representdwo-dimensional ZD) slice parallel to the sample
surfaceof such 3D volumetric datdt is created by applyingteme gateto the Ascan
signals andplotting the amplitudes versus the 2D scanning positions in form of a
heat/intensity magHilbert transform is crucial step for-€&can generation &F data

contains a mix of positive and negative peaks that can compromise the visualisation
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quality of Gscans by potentially missing maximum amplitudes. Therefore, applying
the Hilbert transform ensures thats€ans accurately depict the peak amplitudes of
interest without the interference of phase informati@stly, signal gating is a critical

step because it determines which portion of th&cAn data contributes to thes€an
image. If the gate is too wide or misaligned, it may include unwanted reflections or
miss important signals from internal featuresr Egample, front wall reflections
typically do not contribute to defect analysis and, if included, would appear as bright
spots without providing any insight into the internal structure. On the other hand, back
wall reflections may or may not be relevant depending on the inspection wbjecti
(they are sometimes intentionally excluded to focus on internal features or included

when monitoring full material thickness).

It is also possible to pldhe timecorresponding to high amplitude featuvessus the
2D scan position dat® createloF C-scansC-scans preserve spatial information
threedimensions thereforemaking them easier to interpret. By adjusting tinee
gating parameters, it is possible to focus on spediépthssuch as the internal
structure of the material or the back wall indicaf{ios], [76]. Representatiasnof both

amplitude and TOF Gcanareshownin Figure14.
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a) Side view of inspected component with defects marked in red
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Figure 14 a) Side view shematic of a CFRP component containing scannedlefecs at different
depths b) An excerpt of an amplitude-§¢an showing two defects of higher amplitude; @nén
excerpt ofa TOF Gscan showing the same taefects.

2.1.14 Time Varied Gain

Gain refers to the amplification of a signal to enhance its strength relative to the noise
floor. Hardware gain is applied during data acquisition uamgogue amplification
stagesdirectly affecting the raw signal before digitisatiovith the goal of ensuring

the captured signal is strong enoughcontrast, software gain is implemented post
acquisition through digital processinyVhile software gain allows for flexible
adjustments to the captured data, it cannot recover details that may be lost if improper

hardware gain is used.
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To compensate for attenuation effects, Time Varied Gain (TVG) is often used as an
additional signal processing stepVG progressively increasethe gain as the
ultrasonic wave travels further, compensating for the signal loss that occurs with
longer propagation path§VG applied via the controller compensates for attenuation

in reattime during the scan, while pegtocessing TVG allows for flexible
adjustments after data acquisitidrhe former provides immediate correction, while

the latter enables moffeexible adjustments, but cannot address issues arising from
inadequate gain setting during acquisition, such as insufficient signal strength at the

initial capture.

In composite materials, especially for thinner samples such as those studied in this
work, both TVG during capture and pgsbcessing TVG are valid options. Since the
ultrasonic pulses are relatively short and do not suffer from significant temporal
broacening, the degradation of sigrtatnoise ratio (SNR) commonly associated with
longer pulses in TVG is minirsed [77]. In practice, applying TVG during capture
generally offers better SNR, but this approach is best suited to stable inspection setups
scanning components of consistent geometry and material properties, where the TVG
parameters can be calibrated and remanstant. When geometry or material
properties vary, the TVG settings during capture may require frequent adjustments and
recalibration, which can be timmnsuming and impractical. In such cases, -post
processing TVG provides valuable flexibility to adapingcompensation after data

acquisition without the need for repeated hardware recalibration.

Figurel5illustrates a linear rampVIG is applied to the Bscan fromFigurel13. The

shape and parameters oY/ & are often determined experimentally imeasuring
attenuation in dB/mm and compensating for the corresponding signal drop to ensure
consistent amplitudeA different approach would béé implemenation of Time
Compensated Gain (TC®Y using standard reference samphesufactured from the
same material as the test objeth aseries of siddarilled/flat bottomholes at various
depthsto establish a TG curve that yields consistent amplitude indications from all
theholes;however, this approach was mpitrsuedn this thesis.
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a) Shape of the TVG bo) Ultrasonic B — scan with applied TVG L
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Figure 15 a) The shapef linear ramp VG; and b)the effect it has on the &anrepresentation.

2.2 Composite Materials, Ultrasonic Inspection Proceduresin the Aerospace
Industry, and Common Defects

2.2.1 CompositeManufacturing and Inspection in the Aerospacel ndustry

CFRPsare manufacturethrough a complex process layering carbon fibre sheets
andusing thermoset polymer resin as a matrix material to treerdtogetherOverall,

the manufacturing process can be divided into prefabrication and curing processes
[78]. In the prefabrication stageesin can be incorporated into the fibre material using
either resin transfer moulding or the prepreg methorcesin transfer mdd, dry fibre
preformsare placed inside a mould aade infused with resinAlternatively,in the

prepreg method, fibres are injected with resin before being laid up, either manually or
through automated layup technologies. While hand layup processes are still widely
useddue to the low initial equipment expenditurésey also remain necessary for
complex layup scenarios that are challenging to automate. However, these processes

arelabourintensiveand demonstrate a higher chancenaterialvariability [79], [80].

Following prefabricationthe most common methddr curing CFRPSs autoclave
curing, which appliebothhigh pressure and temperature to solidify the CFRP into its
final form. However, this methadvolveshigh energy expenditure and upfront costs,
particularly larger autoclaves used for large components often used in aerospace
manufacturing.In contrast, oubf-autoclave processesffer a more coseffective
alternative by using lower pressure leyelsdueng the energy required for curing.

Additionally, out-of-autoclavemethod utilisesalternativeheating mechanismsuch
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as ovens or heat blank¢&l], whichsignificantlyreduceoperational costs while still

achieving high material qualif$2].

The layered construction of CFRPs, with varying fibre orientatie@rthances
mechanical properties in multiple directions. However, it also introdalwisstropy,

which impacts materials behaviour under different loading conditidbnsing the
manufacturing process, defects in various forms, such as porosity, fibre misalignment,
and delaminations, may emerge, posing risks to safety and increasing the likelihood of
critical material failureg42], [83]. If left unaddressed, these flaws can significantly
influence material propertiesuch as streng84], and lead to material failure when

exposed to cyclic stresses during sery&sj.

PAUT has emerged as the preferred NDE modality in the aerospace industry due to its
flexibility, safety, ease of integration with robotic setups, and the capability to detect
various types of critical defecf85], [86], [87] While the central operating frequency

for UT typically ranges between 20 kHz and 25 MHz, frequengidgerangeof 1 to

5 MHz are most commonly used for the inspection of CHRPs This range offers

an effective tradeff between penetration depth and spatial resolution. Lower
frequencies (e.g., 1 to 2.25 MHz) are suitable for inspecting thicker components due
to better penetration, while 5 MHz probes are generally used for staaelasbace
applications Although higher frequency probes can be employed, there is a risk of
resonance occurringVhile resonance ismitentionallyused insome ultrasonidNDE
applicationg[88], its effects in CFRPs can be problematis operating frequencies
around 12 MHz increase reflections between ply interfaces, leading to greater masking
of useful ultrasonic respons@9], [90]. Furthermore, higher frequencies result in
reduced penetration depth, making them unsuitable for scanning thicker material
samples, and increased attenuation, which is directly proportional to the operating

frequency.

As CFRPsare used irsafetycritical components such as wing covers and aircraft
fuselages, extensiy@mstmanufacturingNDE inspection is conductg87]. However,

the anisotropic nature of CFRR®seschallenges due to the complex scatteamgl
high attenuationresulting in dow signatto-noiseratio in the captured datayhich
reduce the probability of detection91], [92]. Additionally, the ultrasonic wave
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velocity in CFRPs is angldependentvarying with fibre orientation, complicating
accurateToF measurement€ombined with multiple stacked layeend different

types of thermoset polymertis makes multlayer wave refraction calculations for
advanced imaging techniques such as TFM computationally demahdstty, the
complex geometries and varying thicknesses of CFRP components further complicate

inspection

As a resultglectronic scanning methods such as linear scans remain widely accepted
in the industry, providing sufficient performance for practical NDE applications.
Regardless of the imaging approach udHdE operators rely on analysing multiple
ultrasonic views, primarily B-scans and $Scans, simultaneously to evaluate scanned
componentsThe overall NDE workflowfor aerospace industig further discussed in
Chapter 6. However, it's important to note that not one ultrasonic view is suitable for
detecting all typesf defects.Figure 16 illustratesthe applicability ofdifferent
ultrasonic views fodifferent defect types.

Delamination (<10 mm)
Delamination (>10 mm)
Crack
Disbond

Void
Porosity
Inclusion
Fibre waviness

Applicability

Amplitude Gscan High

A-scan Good

B-scan Limited
TOF Gscan N/A

Figure 16 Applicability of different UT modalities for different defect tygéseen indicates high
applicability, blueindicatesgood applicability, yellow limited applicability, and pink no applicability.
(adapted fronj71])

Advancements in PAUT have been paralleled by significant improvements in the field
of robotics, such as advancements in robotic path planning and the use of modern
robotic manipulators for sensor delivery, thus enabling automated scfb@jnip8],

[93], [94], [95] The integration of PAUT and industrial manipulators has greatly

improved the inspection processes of large and complex components, enabling high
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precision, reduced scan times, and overall enhancing the NDE process in terms of

reliability and safety for the inspection of highlue aerospace compone[gs].

2.2.2 Delaminations

Delaminations, one of the most common posinufacturing defec{®7], refer to the
detachment of individual layers of carbon fibre sheets, credisigpndbetween the
layers[98], [99]. Delaminations compromise the structural integrity of components by
reducing their loadbearing capacity, particularly in applications where high bending,
or shear forces are presastCFRPs lack strength in the direction perpendicular to the
layered sheetd.00].

Delaminations can originate from various sources and are broadly categorised into
manufacturing and kservice defectsManufacturing induced delaminatiomdten

occur due to improper curing, residual stresses from differential thermal expansion
between fibre and matrix materials, trapped air, or moisture absorption, all of which
lead to weak interfacial bonding between composite |ajl€Ys], [102] Additional
factors such as poor resin flow during vacuum infusion or inconsistencies in layup
procedures can also contribute to delamination formdteservice delaminations are
predominantly formed through impact damage and extensive thermal and cyclic
loading where repeated expansion and contraction introduce stress, leading to the

progressive separation of layers at weak interfgigs3).

Delaminations vary in size and can propagatder operational loagde/hich is often

describedoy three failure modedMode| (Opening modgwhere tensile stresses pull

the layers apartylode Il (Sliding mod@ where shear forces cause slipping between

the layersand Modell (Tearing modewhere outof-plane shear and twisting forces

cause propagatiofi04]. Delamination growtlposes a significant risk tmat er i al s 6
structural integrity as it directly reduces compressive, tensile, and shear strength

[102], increasing the likelihood of catastroptiicai | ur e . Given the uc
high-value safetycritical applications,early identificationand characterisatioof

these defects essential

Due to their orientation parallel to the carbon sheet layers, delaminatiogsaate
reflectors of ultrasounchormal beam inspectiomnd are characterisebly high
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amplitudeareas when visualised. They also obstruct the acoustic path to the back wall,
causing dosgreductionof back wallechowhich can be observen Figure13. The
thesis will focus on delaminatiadefectsn CFRPsDelamination example caused by

low velocity impact is shown iRigurel7.

impacted

surface transverse
delaminations matrix cracks

SRl BT SN
S P S Mpmhacilslads S T

N——

Figure 17 Example CFRP delamination caused by a low velocity imfBeproduced without
modification from{105]. CC B¥-:NC-ND 4.0license(https://creativecommons.org/licensesky
nd/4.0/deed.en

2.2.3 Voids and Porosities

Voids are trapped air or gas bubbles witiiFRPs whereas porositiegfer to smaller,
dispersed voids throughout the materiBlhese defects primarily originate during
manufacturing and can significantly impact the mechanical performance and long
term durability of CFRPs.Voids and porosities introduce localised material
weaknesses that serve as stress concentrators, promoting material degradation under

cyclic loading.

Their formation is often attributetb incomplete resin impregnation, suboptimal
curing conditions,improper control of processing parameters (resin viscosity,
pressure, and temperature}, external factors such as increased moisture levels or
contaminatior[106], [107] Ther presence directly affects mechanical propetbies
reducing strength, fatigulfe, and impact toughneq408], [109], [110] thereby
increasing the risk of material failurAll CFRPs contain porosities, expressed as a

percentagef the volumethat must fall within an allowable range.

51


https://creativecommons.org/licenses/by-nc-nd/4.0/deed.en
https://creativecommons.org/licenses/by-nc-nd/4.0/deed.en

Voids can be identified using UT due to the high acoustic impedance mismatch
between the air pockets and composite materials, resulting in an ultrasonic response
comparable tdelaminations. However, identifying porosities is more challenging due

to their smaller size and weaker acoustic respoRseosities typically appear in
clusters rather than as isolated defects, and when clustered, they can create a
shadowing effect on the back wall echthis shadowing, along with increased
attenuation in the capted signals, can serve as an indicator of porosity pres&nce.
example porosity in CFRPs is showrHigurel8.

Spherical porosity

Cylindrical porosity =58

Micro porosity Resin rich region Fiber rich region

Figure 18 Example CFRRporosity Reproduced without modification frdail1]. CC BY4.0 license
(https://creativecommons.org/licenses/by/4.0/degd.en

2.2.4 Inclusions

Inclusions refer to any foreign materials incorporated into the composite structure
during the manufacturing procesghese can include various particles or materials
from the environment, used equipment, or even residual contaminants from processing
steps, such as resin or carbon fibjg%2]. Inclusions can vary in size, shape, and
material composition, and their presence can significantly impact the mechanical
properties of CFRP& hese inclusions act as stress concentration points, which can
serve as initiation sites for more critical defects (such as delaminations) while also
deteriorating the material's strength and fatigue resisfad@$[113]. The aerospace
industry aims to mininge the occurrence of such inclusions by conducting

manufacturing processes in controlled and clean environments.
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Detection using UT can vary significantly; unintended inclusions, such as carbon
fibres, may produce an acoustic response similar to the surrounding material, posing
challenges for detection. However, inclusions with a different acoustic impedance are

easer to detect

2.2.5 Fibre Waviness

Fibre waviness in composite materials refers to deviations in the orientation of carbon
fibres from their intended alignment within the matfiikis phenomenoocan manifest

as either irplanewavinesswhere variations occur within the composite layer, of out
of-planewavinesswhere variations occur perpendicular to the composite layer.

Wavinesscan occur due to various factatsringthe manufacturing process, such as
the placement errors in automated or manual layopyen thermal gradients during
curing, improper consolidation for complex geometry pdititse misalignment, or the
presence of inclusiond14], [115] Fibre waviness is considered a critical defect
because it disrupts the intended fibre reinforcement structure, weakening the
composite's ability to bear load efficientlgnd decreasing static strengstiffness,

and fatigue resistan¢#16], [117]

Using UT, fibre waviness can hidentified primarily from ultrasonic Bscans, where

it may cause distortion of the incident waves. This distortion can mask other features
present within the material, making detection and sizing of other features more
challenging[90]. Additionally, the presence of waviness can affect the accuracy of
thickness measurement8n example micrograph ofibre waviness in CFRPs is

shown inFigurel19.

2000 pm
ey

Figure 19 An example of fibre waviness in CFRP components (adapted ¥4@1)
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2.3 Artificial Intelligence

There exist numerous definitions of Artificial Intelligence. For the purposes of this
thesis, the definition provided by the UK National Cyber Security Centre will be
followed: "Artificial Intelligence describes computer systems which can perform tasks
usually requiring human intelligent§119]. Machine Learning (ML), a subset of Al,

is defined asd method by which computers find patterns in data or solve problems
automatically without being explicitly programnigd20]. Lastly, for Deep Learning
(DL), a subcategory of ML, the following definition will be usétie definition
proposed by Yann LeCun et al. will be followeBeep learning allows computational
models composed of multiple processing layers to learn representations of data with
multiple levels of abstractidrj121].

Taskstackled byML can be described as classification tasks, where the aim is to
categorise data in one of the predefined classes, or regressiewhere the aim is to
predict some continuous variablAn illustration of the categorisation of Al is

presented ifrigure20.

Artificial Intelligence

Machine Learning

Deep Learning

Figure 20 lllustrative representation of Artificial Intelligendeed), Machine Learninggreen)and
Deep Learnindpurple)

Theincrease in thadoption of Alduringthe past decade can be attributed to several
factors.Firstly, thecreation of large readily available datadetsAl training hasled

to the development ahore accurate angowerful models Secondly, advancements

in computing power, especially the availability of GPUs, have significantly reduced

the time needed to tralsuchmodels.Additionally, the availability of opeisource
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toolslike PyTorch[122] and TensorFlowWl123] has lowered the entry barrier for new
research and applicatignshich paired withncreased investmerind interest from

industryand academic institutionmesulted ira massive influx of new publications.

One of the Al categorisations ivased on the type of trainingvhich includes
supervised, unsupervised, sslfpervised, and reinforcement learning approaches.

Supervised learning involves training models on labelled datgseteng each data
point with ground truth During training, both the input data amorrect output
predictionsare presented to the modt,learnpatterns and features that will enable
the operationon new unseen datdhis approach is widely usddr classification and
regression tasks, as well as for more complex applicdtl@nsbject detectionyhich
combines the twdo localise objects withinmages[121]. Unsupervised learning
leverages unlabelled datasets, where no ground truth is provided during training, with
the objective of identifying underlying patterns or distributions within the data. This
approachs commonly used fdasks such adustering, dimensionality reduction, and
anomaly detectiorSelfsupervised learniniies between supervised and unsupervised
learning, utilising automatically generated pseilatzels directly derived from the
data,which reducethe need for manually generated grountht[124]. This approach
hasshownpotentialfor tasks where large datasets are available, particularly in speech
recognition[125], [126] and computer visiofl27], [128] Reinforcement learning
[129] involvesa modelinteracting with its environment to learn actions that maximise
behaviours influenced by a reward function. During training, the model selects actions
within the environment and receives feedback from a-defned reward function.

This feedback adjustee model and influences its subsequent actions. Reinforcement
learning isoften appliedin robotics[130], seltdriving cars[131], and game$30],

[31], wheremodelsuse a trialand-error approach to optirse their behaviour

2.3.1 BasicDeeplL earning Neural Network

The most basic form of deep learning (DL) networks is a neural network (NN) model

consisting of an input layer, multiple hidden layers, and an output layer. In contrast,
simpler NNs may have no hidden layers (single layer perceptrons) or just one hidden
layer (shallow NNs)Each layer comprises interconnected nodes known as neurons

perceptrons, which were first introducedtie 1940s[132] and applied irthe 1950s
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[133]. In the examplepresented ifrigure21, the classificatiomNeuralNetwork (NN)
consists of an input layer, two hidden layers, andwput layer

Il nput vBayerHi dden vBjayeHi dden vbBjaye@ut put ~vhjay

Figure 21 The basiarchitecture of a deep neural network. Blue representsdiueons while black
lines indicate the connections between them. The input, hidden, and output layers are labelled on the

plot.

During the forward pasgjata undergoes transformatiotieat typically reducsdts
dimensions within hidden layers. The interactions between neurons involve three main

components:

Weights, whichdetermine the strength of connections between neurons
Biases which areadded to the output of neurons to introduce flexibility
Activation functions, whichintroduce noHinearities,allowing the model to

capture complex patterns in the data.

Mathematically, th@utput ofthe neuron can be representath Eq.14:

06000000 QL OO WEN BDOQWR 6 QI Eql4

There are mangctivation functions, witthe mostommonly used being tf&gmoid,
hyperbolic tangent (Tanh), and Rectified Linear Unit (ReLU)ese can
mathematically be presentadth Eq.15, Eq.16, andEq.17:

YQO YQo | A @t Eql5
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The choice of activation functions ssrongly influencedy the application and task

"Y'QQd £ 00 Eql7
requirements. The sigmoid activation function outputs values bounded between 0 and
1, making it commonly used in classification taskse tanh activation function, which
outputs values betweed and 1, washe preferred activation function in early ML
researchThese activation functions do not just shape individual neuron behaviour but
also influence the types of functions the network can learn. Sigmoid and tanh
encourge smooth and bounded transitions, which are useful learning gradual
relationships but may suffer from vanishing gradients in the deeper netWwoday

the most popular activation function, especially in DL is ReRELU was introduced

in [134], and unlike previous functions is unbounded for the posithjaut values
meaning its output ranges from 0 to infiniBeLU encourages sparse and piecewise
linear activations, allowing the network to focus on more complexlinear

functions.

Several iterations of ReLU were introduced, like Gaussian Linear Unit (GeLU) and
Exponential Linear Unit (ELU)135], [136] which are unbounded on both positive
and negative sideslowever, unlike ReLUELU and GeLU add smoothness around
zero, helping to maintaistable gradient flowBy stacking multiple layers of the
described computations, theodels gain the ability to tackle complex Aorear tasks.

Discussed activation functions are illustratedigure22.

Activation functions

20 Blue: ReLU, Orange: Tanh, and Green: Sigmoid
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Figure 22 Illustration of ReLU, Tanh, and Sigmoid activation functions (blue, orange, and green)

The backward pass involves calculating the gradient of the loss function with respect
to the network parameters using backpropagation. During this process, the gradients
are propagated backward through the layers of the network, adjusting the weights and
biases. However, in networks with many layers (deep networks), the gradients
calculated during backpropagation can diminish exponentially, leading to what is
known as the vanishing gradient problem. This phenomenon occurs when the gradients
become very smilpreventing the network from learning effectively in earlier layers,

especially when certain activation functions (like sigmoid or tanh) are used.

When designinga model, trainable parameters (weights and biases) initialised

randomly meaning he model does not abouwhowt@®performrany ik
a specific taskThe process of adjusting these parameters iteratively is called training,

and each iteration is commonly referred to as a training epachaining epoch refers

to the number of times the entire training dataset is passed forward through the
network. During the forward pass, data is processed, and in the backward pass,
gradientsaare computed and propagatetkwardsModel parameters are then updated

based on these gradients.

Depending on thenetwork task andoutput, a defined loss function between the
expected and received output influences the updating on thel eplrénsetersThe

|l oss function serves as a measure of the
forms For regression tasks, the loss functisroften representeds Mean Squared

Error (MSE), while in classification tasksfossentropy loss is commonly used.
However, there aneumerous othdypes of loss functions suchmagan absolute error

Huber lossandhinge lossamong othersTo provide arillustrative understanding of

how a loss function behaves during trainifggure 23 illustrates a simple 3D loss
landscape, where the vertical axis represents the loss value for different combinations

of model parameters. In such a landscape, ogdiion algorithms attempt to find the

lowest point (i.e., minimal loss), which corresponds to the best model parameters.
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Illustration of a Loss Function Landscape

® Global minimum

Figure 23 Illustration of an example loss landscape, with global minimum marked in red

The optimisation processs performedby an optimiser which iteratively makes
incremental changes to the network parameétersinimise the defined loss function

f( ), where, representstrainable model parametersOne of thefoundational
optimisation algorithmsis gradient descent, which updates the parameters in the

opposite direction of the gradient of the calculated loss, and is sho g8

— — — 10— Eql8
whered is the learning rate, and f( ) is the gradient of the loss with respecthe
model parameterfd 37]. In StochastidGradient DescentSGD) [138], this updateis
performed using a misbatch of the training dateather than entire datasethich
introduces noise into the process but allows for scalability to large datasétslpsid

escape shallow local minima bypcouragingviderexploration of the parameter space.

However, in basic SGD, selecting an appropriate learning rate can be challénging.
low learning rate may lead to slow convergence, while a high learning rate can cause
unstable oscillations in parameter updatesr divergence. This sensitivity often
necessitates the use of learning rate schedulers to adapt the learning rate during training
(though thisintroduces another layer of complexitgs these schedulers must be
defined in advance).astly, SGD can strugglevith minimising highly nonconvex

lossfunctions, which are common DL tasks.
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To address #se challengesmomenturdbased methods were developed, which
accumulate a moving average of past gradients to smooth the updates and accelerate
convergence in relevant directionBhis process can be described wi.19 and

Eq20:

O IO - no— Eq.19
— — D Eq20

whereais momentum term and is the velocity vector that builds over timdodern
iterations of this algorithm such adaptive gradient algorithrfi39] and Adaptive
Moment Estimation (ADAM)[140] stand out as popular choiceSThe moded s
trainable parametengpdating is performed in reverse order, starting from the final
networklayer, andmovingbackwards through theetwork.

Hyperparameters are parameters that controlntbeel architecture anttraining
process.While it would be impractical to list all possible hyperparameters, some
common examples include the number of neurons in each (l&fer toFigure21),

the number of training iterations, the choice of activation funct{cefer toFigure

22), the selection of optimisation algorithms, and the number of hidden |&ezsof

the most important hyperparametas the learning rate which determines the
magnitude of updates to the trainable parameg&msall learning ratelead to minor
networkupdates, increasing the risk of getting stuckh@local minima of the loss
function without reaching the global minimyunfeading to suboptimamodel
parameterdOn the other handarge learning rates can destabilise the training process
by overshooting optimal weight and bias values with new updatestrike the right
balance, some optimisers use adaptive learning rates, while learning rate schedulers
can be employed to make predefined changes in the learning rate after certain training

iterations.

The batch size hyperparameter determines the number of data samples processed in
each iteration of the training loojm training, the model iterates over the entire dataset
during each training epoch. However, processing the entire dataset at once is often
impractical due to memory constraints, while processing one data point at a time would

beinefficient, especially for large datasei® address this, the dataset is divided into
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smaller batches and is processed concurrently during training to ytdisdiel
computing capabilities offered by modern GPQG&00sing an appropriate batch size
involves tradeoffs. Larger batch sizes can lead to faster computation times per epoch
but require more memory, potentially limiting the size of the model that can be trained.
On the other hand, smaller batch sizes wores less memory per batch but may
increase the variance in gradient estimates due to smaller sample sizes, which can

impact the &bility of training.

Themo d eperforsnancealuring trainingis typically monitoredby tracking therend

of loss functionacrosstraining epochs. Ideally, thisvaluationis performed on a
separate dataseriginating from the same domain and distribution as the training
datasetcalled the validation datasetAs the validation datases not directly used
during training, itplays a crucial role in preventing overfitting, a phenomenon where
the model fails to generalise well to new inpul®. further mitigate the risks of
overfitting, additional regularisation techniques during training can be used, such as
weight decay141], batch normalisatiofiL42], or early stoppingvalidation data can

also be usetb guide model architecture selection and hyperparameter tuning.

Overall, doosing the right combinatioof model architecture and hyperparameters
dependson the specific task and applicati@and presents a challenging ta3kis

thesis primarilyfocuses orthe use ofConvolutionalNeuralNetworks (CNN), due to

their proven effectiveness in processing spatially structured data such as ultrasonic C
scan and Bscan images. However, the basic principles, training methods, and
reasoning behind neural networks introduced in this section remain consistegt acros
various architecture#\ trainingloop described inhis sections illustrated inFigure

24,

Repeat with moni¢@mpwide gradi'e

l ugdate weight:s
' Net wor k for war pass an ,
Co oo Prepare a batcltoampuitrep wiut put s 7

In't'al_'—sid\%(?'ag%:tosrres onding groundi,calcul ate | os's
and biases T . '

Figure 24 Flowchart of a supervisetiaining loop.
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2.3.2 Convolutional Neural Networks

Convolution layeroffer an alternativeto connectedheurons and are building blocks

of CNNs. CNN revolutionised the field of computer vision, starting with the LeNet
network for handwritten digit classification in the 199043] and later with AlexNet
[27], the seminal model that started the current wave of Al resdantlbwing the
introduction of AlexNet, many models improved upon the CNN structure aimed
towards vision tasks on large dataskistable examples include the Visual Geometry
Group (VGG) networkwhich advanced the field by incorporating a significantly
deeper architectur¢l44]; Residual Networks ResNel where skip connections
effectively reducedthe effect of vanishing gradientfius enabling construction and
training modelswith many hidden layerg28]; and more recentlythe integrationof

transformer structuresith CNNs[145].

CNNs areoftenused in classification, object detection, and segmentation tasks. Object
detectioninvolvesboth localisation andlassificationof objects within an image by
generatindbounding boxes around thefmage segmentation &more complexask

as it assigns a class to each pixel in the input image, producing a detailed and precise
segmentation maplowever, convolutional layers are not limited to image d#tay

can also be applied to tinseries data and other data formats. Despite their advantages,
CNNs are computationally intensive during training and require large datasets to

achieve optimal performance.

CNNs process inputs in a gtiike format using filters (kernels) to create feature maps
Convolutional layers are often followed by activation functions to introduce non
linearity into the overall model. This dimensionality reduction extracts only the most
relevant features for specific tasks and lowers the overall number of trainable
paramegrs. Furthermore, pooling layers, such as max pooling or average pooling,
summarise regions of the feature maps by retaining essential information while
discarding les relevant details. This reduces the spatial dimensions of feature maps,
decreasing computational complexity and improving model efficiehcyexample of

a convolutionoperationis illustrated inFigure 25, pooling operatiosin Figure 26,

while the basic CNNrchitecturas presented ifrigure27.
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Figure 25 Illustration of the convolution operation in a CNN. The input image is convolved with a
kernel to produce a feature map, where each value represents the sum of-glesaentltiplications
between the kernel and image segments.
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Figure 26 lllustration of how pooling operation in a CNN. Max pooling retains maximum value
observed within a specified kernel, while average pooling provides an average value in the observed

kernel.
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Figure 27 Basicconvolutional neural networérchitecture containing max pooling arichear layers
towards the end.

63



2.4 Machine Learning in Ultrasonic Testing A-scans

While a broad range of ML techniques have been applied to UT data, certain trends
and gaps are evident across the literature. Research has predominantly focused on A
scan data, with limited exploration ofd€¢ansand Gscans due to their acquisition
complexity. There is also a noticeable lack of studies combining multiple scan types.
Moreover, data scarcity remains a recurring challeoigen addressed usisgnthetic

data and transfer learning. These themes are discussed in more detail throughout

section2.4- 2.8and are revisited in the concluding summa2u§

This section serves as an overview of recent studiesitiiae A-scan data as input

for ML methods In [146], [147] the authors focused on UT-gkans of welds,
introducing an automatetefectclassificatiormethodoased on 8NN. This approach
utilised handcraftetkatures from time and frequency domains to determine the class
of individual A-scans.The developeanodel demonstrategoodresults in detecting
cracks, porosities, and slaggth an advantage in terms of improved computational

efficiency.

In [148], the authors investigated the applicatioNdfs in assessingatigue life and
tensile strength of welds produced througsistancepotwelding. Thenetworkinput

was the number and amplitudes of ultrasound echoes, while the fatigue life and tensile
strength were set as outputs. Approximately 200 weld samples were created, with 60
of them paired based on matching U3séans. This pairing strategy proved efisén

due to the destructive nature of both fatigue and tensile strength tests, making it
impossilbe to obtain both values from the same sample. By pairing samples,
researchers were able to conduct both tesiganticalspecimenscreatinga model

capable of predicting the physical propertiesvefdsfrom UT A-scan data.

In the subsequent studi¥49], UT was used to evaluate the quality of resistance spot
welds. A mathematical model of wave propagationsimch joints wasdeveloped,
followed by Finite Element Analysis (FEA) simulatioA 14% error in theoretical
calculations, attributed to wave attenuation, was corrected vieatrekérror before

being used as input for a NNhe trained model, tested on both simulated and real
data, classified welds as acceptable or undersized, achieving over 90% accuracy across

12 test samples.
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The authors 0f150] developed a CNN capable of accurately recsggi crack
dimensions, location, andrientation in loaebearing structureslraining data was
simulated using FEA software, incorporating virtual models with artificial defects.
Modifications to the dimensions, depth, and location of the voids resulted in a dataset
comprising900 samples. Initially, the CNN performed poorly, which the authors
attributedto thesmall training dataset size. However, after augmenting the dataset
using theparametesspace augmeniah (wherenew data pointsvere simulatedby
randomly samplingvithin the defined parameteange$, the CNN's performance
improved significantlyThis augmentation strategy complemented the 900 structured
samples with an additional 300 randomly generated cases, helping to mimic the
variability expected in real experimental scai®. validate the model, 21 UT
experiments were conducted on-Bbnted samples, achieving an accuracy of over
90%.

In [151], theapplication of variou8/L modelson NDE data collected from btitised

joints inpolyethenegas pipesvas investigatedrhe authors created 2@istineand 30
flawed sample welding jointsyith 100 A-scans collected per joingsulting ina total

of 5000 Ascans serving as input&. comparative analysis of various ML and DL
models showed that CNNs delivered the best overall performance for classification

tasks.

Researchersi[152] employeddifferent feature extraction methods to generate inputs
for anNN classifier. A total of 400 Ascan signals were obtained from carbon steel
plate tessamplesontainingwelding defectsThe aithors reportegoor performance
when rawUT data was beingised which paired with asubstantiaineed for high
computing powerunderscored thaeed for a dimensionality reductiofio address
this challenge, they applied tdescrete Fourierdiscretecosine, andliscretewavelet

transforns, resulting insukstantialimprovementsn training and model performance.

In [153], the authorg€ompared weld flaw classification performance between NN and
DL models using 720 ultrasound signals from two ultrasonic transducers with varying
operating frequencie3.hey specificallyinvestigatedhe impact of the applied drep

out regulargation method to preverndverfitting. DL demonstratechigher overall
accuracy
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In their follow~up study[154], the authors expanded their work by comparing the
performance of CNN and NN models in noisy environments. They augmented the
dataset from their earlier study by introducing time shifts and varying levels of
Gaussian white noise, resulting in five datasdts different noise leveld he findings
showed that while NN performed well under low noise conditions, its performance
declined at higher noise levels. In contrast, CNN consistently outperformed NN,
particularly in highnoise classification task$he study suggests that CNN is a more
robust method for industrial applications, where UT datpatentially subject to

varying levels of noise.

In their laststudy[155], the authors extended their research by integrating a denoising
AE into their workflow. The denoising AE demonstrated significant benefits by
enhancing classificatioperformance across all noise levels while minimising signal
degradation. The authors concluded that incorporating the AE improved CNN
performance, making it more viable for reabrld applications

In [156] the authors explored the classification of thermal ageing defects in cast
austenitic stainlessteel, commonly used in nuclear power plaft&r study involved
recordingandprocessingl25 ultrasonic Ascans used to traihreeML models All
models achieved high accuracy when processing data with hightg@pakk
amplitudes. HowevelKNNs and SVMs exhibited decreased performance with data
featuring lower peako-peak values, whereallN maintained consistently high
accuracy across varying data conditions. This study underscord®ltapproach as

a superior choice for this application compareditter ML approaches.

Authorsof [157] focused their research on laser UT for selective laser melting of steel
in additive manufacturingThey compared deature extractionusing principal
componentanalysis with directly handcrafted features fronséans in trainingf a

NN. The study found that thincipal component analydsature extractioapproach
outperformed handcrafted features, underscoring the importance of effective feature

extraction for improving classification tasks.

In [158] researchers utilise8D00 UT Ascandrom CFRPs including bothflawedand
pristinesamplesThestudy aimed to compare various classifiers and hyperparameters

to identify the optimaML algorithm. CNN emerged as the best classifier, surpassing

66



NN and SVM in performancd-urthermore, the authors acknowledged the potential
noise and inaccuracies associated with the direct generation-ssarS from
unprocessed Acans. To mitigate these issues, they proposed reconstruesicens

using already classified-Acan data.

In the studydetailed in[159], the authorsemployed a DBSCAN algorithm to classify
defects in pressure tubes used in nuclear readtbis unsupervised method clusters
statistical signal features without requiring predefined class labels, demonstrating its

potential for defect detection in UT signals.

Researchers [160] developed a CNMtegrated with gaterecurrentunit (A type of
recurrent neural network that captures sequential patterns in data by retaining
important past information and filtering out less relevant defai8]) to classify

defect and nowlefect areas of a braided composite material fregt#ns The dataset
consisted of 3600 Acans from a reference sample with three types of debonding
defects. Comparative analysis against various ML methods demonstrated that the

addition of a gate recurrent umicreasedhe performance.

In[161], A-scan UT data was usatbngside an SVM classifier with various feature
extraction methods to classify defects in gas pipe girth wéldature extraction
methods including CNN, discrete wavelet transform, wavelet packet transform,
Shannon entropy, and statistical features were evaluated using a dataset of 2160 A
scans obtained via an electromagnetic acoustic transdDisét. feature extraction
method outperformed all other techniques. The authors hypsgtiebat thisuperior
performancestems from itsability to extract a larger number of higgvel features
compared to the other methods.

A study presented in[162], compared severaML methods for classifying
carburgation levels in industrial pipes using 200séans Feature extraction was
performed usingliscrete Fourietransform, which served as input fdN, KNN, and
decision tree algorithms. The study included a small hyperparameter investigation
focusing on different activation functions fdN. KNN achieved 100% accuradyN

scored 99.1%, and the decision tree reached 87.6% accuracy.
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In [163], the authors developedn NN classifier for additive manufacturing
componentssingUT to evaluate porosity levelShe study aimed to classify porosity
levels into 6 classes, trained on 24 samples manufactured with vaejaagive laser
melting parametersReported results showed an overall accuracy of 93%, winsh
validated by testing with three new samples produced using a different set of

parameters, where the model successfully classified the new data.

In the follow-up study [164], researchers explored the impact of different surface
qualities on ultrasonic signals used as input for Cié¢pNN, andNN classifiers in
porosity level classificatiofCNN demonstrated the best performance, even with UT
data of low signato-noise ratio resulting from interaction with rough surfaces.
However, the training and testing datasets were derived from the same samples,
introducing a significant risk of data lemde that potentially maskthe true

performance of the developed models.

Authorsof [165] conducted a proedf-concept study to assess thel degraationin

friction stir weldingusing simulated UT datd he study aimed to determine tool length

and compared 16 traditional ML models. Experimental verification indicated that the
random forest algorithm performed best, achieving an average error of 2.1% compared

to ground truth measurements.

In [166] researcheraddressed the challenge of detecting defelotsured by larger
geometrical featuresin composite materials using UTGaussian chirplet
decomposition was applied to 14763 experimentally acquirestafisto extract
features forthe training of aDL algorithm. Despite extended training times, the
developed model successfully differentiated small flaws that were previously

undetectable.

In [167] researchers utilised 75-gcan signals from carbon and stainlstel welds
with defects. They traineslLSTM network on both raw signals and statistical features
extracted from them. Training on raw signals resulted in poor performance, whereas

feature extraction significantly improved overall performance.

Study detailed ifil68] used DL to determine defect depth in CFRP® authors have
compared the performancetbk CNN-LSTM network tothe CNN network on gated
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A-scan signalsOptical microscope measurements were used as ground truth, with
results showing that the CNN-LSTM was the best overallapproach achieving
predictionswith an8% relative depth error.

Authorsof [169] exploredaluminium-epoxy joint adhesive bond quality classification.
Both the dataset and extracted features were explored with extensive statistical testing,
with promising classification result®espite the challenge of manually extracting
features for classification, researchers demonstrated potential in enhancing model

transparency and understanding the impact of signal features on the results.

Authors of[170] employedair-coupled UT for inspection of impact damage in several
types of composites. Several DL networks were developed and tested, with authors

reporting promising resultsn a relatively simple dataset.

Study detailed in171] developed a 1BCNN model for reconstruction of rough
surface morphology. PAUT systems struggle with rough surfaces as they influence the
energy propagation into the sample due to wave scattering. The proposed network was
trained on FEAsimulated data usirguminium blocks with known surface roughness.

The goal of the network was to accurately reconstruct the surface profile from reflected
ultrasonic signals, even when using a reduced number of sensors. The performance of
the model was compared to thatof FM algorithm, and it was shown that the model
outperforms it, especially in inspection scenarios where fewer transducers are used.
This work highlights the potential of ML models to handle imperfect signals and
challenging inspection scenarjaand itmay serve as an additional step in the data

acquisition and preprocessing pipelineniprovedata quality.

In [172], the authors inspected adhesive joints between aluminium and CFRPs using
two samples containing a total of nine defects, inspected with an immersion PAUT
setup. After acquisition, the-8can signals were gated, bandpass filtered, and aligned
to compensateof sample curvature. From the processedcans, 32 ultrasonic
features were extracted in both time and frequency domains (e.g., ag{peak
amplitude, zeracrossing rate, and harmonic noise ratio). These features underwent an
outlier removal proceskefore being analysed for statistical significance. The most
relevant features were then used to train a SVM classifier, which achieved 83%

accuracy in defect classification and 97% accuracy in depth estimation. However, the
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use of discrete categories for depth estimation is somewhat counterintuitive, as
accurately localising the exact depth of defects is critical in practical inspection
scenarios.Despite this, the study presents a promising approach by leveraging

explainable and physically interpretable features.

While A-scans provide highesolution temporal information from individual
transducer elements, they lack the spatial context tismiaBs or &cans offer. This
presents a key challenge for both human interpretation and ML models. In practice,
NDE operateos often rely not only on the waveform shape of a singée@n, but also

on its location within the scan area and its relationship to neighbourscp®s.
Without this contextual information, the network may struggle or fail to identify

patterns that arenly apparent across multiplegeans.

2.5 Machine Learning in Ultrasonic Testing: B-scans

An alternative approach to trainiddL modek involves using Bscans The authors

of [21] highlighted the benefits of using augmented data to Mairalgorithms. Data

from PAUT using the transmreceive sheareamtechnique on metal pipe welds was
augmented by removing and then reintroducing defects with varying locations and
dimensions using virtual flaw softwafa tool that generates synthetic defects on
pristine data, serving as a form of data augmentatioklkotraining). A VGG-based
modeltrained on this augmented data correctly classified all defects, outperforming
human inspectors vehhad more false calls, indicating that modkth models are
capable of matching or exceeding NDE operator performance.

In the follow-up study[175], the authorsapplieda similar augmentatiomethodon

UT scans of austenite welds. A V@ike architecture was trained on a simulated
defective/undefectiveatasetand achievedhe performance level of NDE operators.
However, the model initially had a 14% false call rate when trained with all defect
sizes. To improve generalisability, the authors refined the model by training it

exclusively on larger defects, significantly reducing the false call rate to 2.3%.

In continuation of previous wonkith virtual flaw software, studjl74] examines the
impact of different defect types on B model's performanc&hedevelopednodel
excelled at detecting larger defects when trained on small ones but struggled with

smaller defects when trained on large ones. This highlights a clear correlation between
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model performance aritie level of generalisation to the diversity of defect sizes in

the training data.

The authorof [176] used 400QJT B-scans from six stainless steel blocks with 68
unique defects. A comparative study of various object detection models was
conducted, witithe EfficientDetD0O model achieving the results due to the custom
anchor box design proposed the authors.The EfficientDetDO outperformed the
previousstate of the amlgorithmYOLO by 9%, demonstrating the potential of object
detection models in NDiorkflows.

In subsequenwork [177], theauthors exploredhtegrating sequences of ultrasound B
scans into object detection modelhis aimed to mimic human inspectors' visual
inspection process, where assessing the surrounding area provides context for
evaluating defects. Recognising that defects can span multigears, they
experimented with two approaches: a) adding a sequdrg@-@cans to the input;

and b) extracting features from SequentiaB-scans and merging them before the
detection phase. The authors found that while thendo approach showed no
improvement, the latter method enhanced accuracy by up to 3.4%.

The final workby the sameauthos [178] aimed to refine detection methods for B
scans, focusing on addressing extreme aspect ratios comnadn These extreme
ratios arise due to differences resolutionbetweenthe spatial domainlimited by
ultrasonic probe geometrgnd thetime domain captured with higher resolution. The
authors introduced a modified detectiomodel drawing inspiration fromU-net
models. Theroposed changesduced the number of trainable parameters, leading to
greatimprovements in inference time while enhancing meamname precision by up

to 2.7%.

In [179], defectdetection in UT Bscan data wasickledusingYOLO and SSDobject
detectionmodels The datasetomprised490 images, featuring 157 challenging
instances wherBlDE operatorstruggled withproperdetectionThe study found that
the YOLO modelachieved an average precision of 89.7%, outperforming @3&nh

achieved4.5% albeit with slower inference speeds.
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In their follow-up research180], the authors explored-Bcan analysis usirgjateof-
the-art anomaly detectiomlgorithms.Among the tested methodse PaDiM model
showed the best performance, suggesting its potential applicatmmnanomaly
detection in NDE.

In another study on theame datasdi81], researchers explored anomaly detection
methods using a modifiedAE architecturenspired by the GANomaly modgl84].

In this approach, an additional encoder is added after the decoder to generate latent
representations of the reconstructed input. This second encoder is trained separately
from the rest of the network, as reusing the original encoder for reconstrystboes
ineffective. During inference, differences between the latent representations of the
original input and its reconstruction are used as the anomaly score. While this method
yielded promising results, it struggled to accurately identify smaller deftatvas

also observed that large geometric features in the data sometimes produced higher

reconstruction errors than actual anomalies, leading to false positives.

In [182], the authors modified a YOL®ased architecture for defect detection in B
scan data acquired from aluminium blocks. The dataset included both simulated and
experimental scans containing artificial defects. Several architectural changes were
proposed, incluithg the replacement of strided convolutions with Sfinv[185], the
integration of attention mechanisms, and the use of an adaptive feature pyramid
network [186]. These modifications significantly improvemiodel performance,
achieving an F1 score of 75.68% fitefectdetection, outperforming both the Faster
R-CNN baseline (62.50%) and the standard YOLO model (66.67%). This study
demonstrates that targeted architectural modifications can enhance the applicability of
generalpurpose object detection modeldi® inspectiordata.

The dudy detailed iN183] investigated the classification of&ans acquired from

wind turbine blades using a 4 element ultrasonic transducer mounted on a robotic arm.
The objective was to categorise scans into one of four classes: defective and non
defective in the cap zone, addfective and nowlefective in the caveb zone. The

data acquisition setup differed from that used in this thesis, as a water pumping system
was used for coupling and generating@&ns was achieved through ppsicessing

of incrementally acquired siglsaas the transducers moved across the sample. A
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conventional CNN classification model was applied, achieving strong performance
with classification accuracies exceeding 8Bfarious scenarioslo address class
imbalance in thevailabledataset, the authors used a weighted loss approach that
assigned higher importance to underrepresented classes during ttdowayer.the

use ofclassification outputs as a form of pseddacalisation of defects within the scan

is an unconventional approach that departs from typical strategies ir(iDthe use

of bounding boxes)

2.6 Machine Learning in Ultrasonic Testing: C-scans

Similar to Bscans, Gcans have also been infrequently utilised as inputdifor
models in academic researdh.[187], researchersnodified theYOLO family of
models to tackle defect classificatiolasks in ultrasonic Scans of aircraft
components. Several changes were introducethéamodek, the use of dilated
convolutions and an additional-gcan signaklassificationnetwork. The authors
reported promising results and have highlighted the potential for object detection

models to effectively analyse-§an data.

Study[188] utilised a datasepreviouslyexploredin [178], this timevisualising the
dataas C-scars. The used . model was a CNNhat classified each row of the
ultrasonic Gscan a®itherdefective omon-defective Although positiveresults were
reported, this approach differs from the typical analysis method used for such data,
including those found in other research works or how a huxia operator would
interpret & ultrasonidC-scanln standard NDE practice -§cans are interpreted as 2D
spatial maps representing variations in signal amplitude ordfrfleght, allowing
operators to visually identify defesignalsin relation to surrounding regions. Human
operators typically analyse the spatial relationships across the entire sagnoajest
isolated rowyto detect and characterise defe&g.reducing the analysis to per row
classification, the proposed method disregards this spatial context, which is especially

important when defects span multiple rows or are presented dmeangeometries.

PAUT was used for evaluating adhesbands in[77], whereresearchers usetDL
model as a classification tool. The proposewrkflow involved extraction of 18

features that serve as an input to the motleé study concluded that this method
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enables realime inference on thermoplastic composites, offering flexibility to handle

the significant heterogeneity typical of composite materials

In [189] the authorsshowcased the capability of transformer enhanced network to
classify material texture from UT backscatterings€ans.The authorgeportedthat
transformetbasedetworksoutperforned CNN-basednes.

Classification of oubf-plane fibre waviness was explored [#00]. Experimental
samples were prepared by adding material strips during the layup stage to induce this
waviness Several preprocessing steps were used, such as alignment of the scans to
account for imperfections during the immersion scanning and contrast enhancement.
However, a potential issue of data leakage arose because mukigen€ were

generated from the same original socaedfor trainingdataextraction

Authors of [191] conducteda comparative study ovariousML modelsfor binary
classification of defects in CFRP components usedranaft The task was framed as

a segmentation problem, where each pixel is assigned a class. Several models were
tested, using both raw signals and signals transformedlisttete Fourietransform.

Overall, the Unet model achieved the best performance.

The study detailed ifiL92] usedan immersion UT setup iaspectcomposite panels
containingartificial impact damageA total of 60 C-scans were capturednd data
augmentation techniques such as random flipping, rotation, and cropping were applied
to generate a dataset of 1,150 ima@89 without defects and 850 with defeci).

range of classification models were evaluated (including ResNet variants, VGG, and
MobileNet), with transfer learning used to improve performance. However, a potential
concern arises regarding the generation and use of training data. Specificallygcreati

a large number of augmented samples from a small number of original scans and then
randomly splitting them into training and validation sets poses a risk of data leakage,
as structurally similaimagesmay be present in bottatasets Nevertheless, thetudy
demonstrated thatansfer learning is a valuable toat DenseNet121 model achieved

98.8% accuracy during evaluation.

The authors 0f193] examined impact damage in composite materials using FoF C

scans acquired manually with a 5 MHz PAU
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consisted of 19 images, which were augmented through scaling, rotation, and elastic
deformation. Byanalysingthe damage patterns, the authors identified and measured
A p elt iakngactdelamination features, which were then statisticallydelledto
generate additional synthetic data usingustom Python scriptusing three data
configurations: (1) experimental data only, (2) experimental data with augmentation,
and (3) experimental data combined with both augmented and synthetiCiaabest
segmentatin performance was achieved when both augmented and synthetic data
were included, reaching an average loU of 88.2% with a 4.7% deviation, compared to

66.9% loU with a 10.3% deviation when using only experimental data.

2.7 Machine Learning in Ultrasonic Testing: Alternative Works

This section provides details on works that focused on alternative input data or the use
of generative modelsin [194], the authors compared various feature extraction
methods andVL models based on their classification performanseng wave
propagation imagesvhich were generated by a laser ultrasonic imaging sy3teis.
system captures ultrasonic waves as they travel through the material, with a receiving
transducer detecting the waves and producing-semgs snapshots that visualise the
amplitude of the waves at different points, essentially creating a dynange iofa

wave propagation across the inspected speciffiea.data used in this study was
acquired from flawed fabricated steel plates and augmented during the training phase
to enhance model perfoance.The authors concluded that even relatively simple DL
methods achieve accuracy levels comparable to those of handcrafted visual feature
extraction and traditional ML approaches. Lastly, authors have identified the scarcity
of publicly available data as th@imary challenge in the developmentML in the

NDE field.

In the followup work [195], the authorsntroducedan opersource dataset of images,
comprisingover 7000 images gristine and defectivsteel plates. In addition to this,
the performances of various DL models were comparbd authors concludetat
deeper networks with improved crdager connections perform better on image data
from smaller datasetsCrosslayer connections (e.gskip connections allow
information to flow more easily between nadjacent layers, helping to preserve

important features and gradients duringniray. These connections mitigate problems
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like vanishing gradients and enable more effective learmngdeeper architectures
[28].

Lastly, instudy[196] by the same authqgraspatiattemporal CNN for the analysis of
video data generated in their previous wafkleo data in this context is presented as

a 3D representation of a signal, incorporating dimensions of height, width, and time.
The dataset consisted of 50 videos comprising a total of 7004 individual frames. To
integrate temporal information into the model, the authors explored three distinct
approaches. Across their experiments, sevital models were evaluatedgain
confirming the superior pesfmance of deeper DL networks

Authorsof [197] used a modified VG@ 6 modelto classify defects in concrete blocks
usingultrasonictomographyDue to the limited dataset comprising only 248dns,

the researchers employed the dropout method and data augmentation techniques to
mitigate potential model overfittingDespite the dataset's constraints, the model
demonstrated high accuracy and proved effective for this application. However, the
authors acknowledged limitations, such as the datas®hiningonly one type of

easily visible defects.

In [198], the authorsnvestigated the determination of crdekgth and orientation in
metalworkflows with plane wave imaging usingultiple ultrasonic transducer¥he

study also addressed the challenges in NDE research related to limited datasets by
creating simulated data using FEA and-baged modelg.he model outperformettie
standard 6 dB drop methpdchieving high accuracy in predicting crack lengths and

orientations, and correctly sizing 97% of the tested dataset.

In the followup gudy [199], the authors investigated various domain adaptation
methods aimed at enhancing simulated data for training purpbisese included
training ona weighted combination of experimental and simulated tRegression

and Contrastive Semantic Alignment (RCSA), which encourages the model to learn
similar features for data points with similar labels regardless of whether they come
from simulated or real data, and adversarial domain adaptation, which traimsdéeke

to confuse a separate domain classifier so that it cannot distinguish between simulated
and real data featureShese methods were evaluated based on their impattteo

performance of a CNN model. Overall, adversarial domain adaptation proved to be
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computationally intensive with many tuneable parameters, while RCSA adaptation
was chosen as the best approach due to its easier implementation (only one tuneable
parameter) and improved performance of the final CNN model, even when utilising

limited trainng datasets.

In thesubsequent worfR00], thequantification of uncertaintysingML models was
evaluated using the deep ensembles and Monte Carlo dropout mdthedsuthors
suggest that such analyses will be crucial for future developments, particularly-as data

driven NDE modalities which require rigorous regulatory qualification.

In [201], a method of explainable dimensionality reduction for crack characterisation

was introduced, comparing 2D Gaussian elliptical function fitting with the traditional

6 dB method angrincipal component analysi$he proposed method achieves high
accuracy in sizing anarientationidentification forcracks while significantly reducing

the dimensionality of input data. Its advantage lies in the transparent nature of the
parameters derived from the fitted Gauss,i

b o xaiure ofML models.

Domain adaptation wasxploredin [202], wherethe authors compared-scan noise
addition, Gscan noise addition, superposition of real noise, and GAN metbods
enhance UT datasetaptured from CFRP sampldhe GAN approach demonstrated
superior performance in classification tasks by using @®Nerated synthetic data to
train a CNN.However, the complexity involved in training and implementing GANs
posed challenges. As a result, the more interpretable methoda#mnoise addition

emerged as a promising alternative for achieving effective domain adaptation.

The study detailed if203] investigated defect detection in seven steel weld samples
using a PAUT setup with an angled wedg®IC, and differentprobe frequencies

From the acquired FMC data, the authors generated a dataset of over 136,000 sectorial
scans by varying reconstruction parameters, with approximatelhodecontaining
defects. Labelling was performed using a cushantt tool directly on the TFM
recorstructions, under the assumption that defects visible in TFM images would also
be present in the corresponding PAUT wevitach scan was classified as either
defective or defeefree. The authors noted a key challenge in interpretorgplex

sectorial scans: they are not sedintained and typically require contextwaddbr
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geometric knowledge during manual analysis. To addressdhigional geometric
information about the weld was provided to the model. A CNN classifier achieved an
F-score of 93%

Authors of[204] also investigated PAUT data from steel welds, this time using a U
Netbased architecture for defect segmentation on individual sectorial scans. The

segmented outputs were then concatenated to reconstruct a 3D representation of the

defects. A total of 196ltrasonic volumes were acquired, and the 6 dB drop method
was employed for labelling. However, the paper does not clearly specify the number
of sectorial scans used or the details of the train/validation split. Moreover, it appears

that no separate test seas used, which raises concerns about the reported results.

In [205], three thick steel welds were inspected using PAUT, producing 677 sectorial
scans, each paired with ansian extracted from the main beamline (i.e., the central
beam in the sectorial scan). Ground truth labels -fefactive, true defective, and
pseudo defctive) were established usingray, which helped address the common
challenge in weld inspection where ultrasonic artefacts can mimic real defects. To
process this multimodal data, a ResNet50 network was employed for sectorial scan
feature extractionwhile agated recurrent uniwas used to process#can data. The
outputs were concatenated and passed through fully connected layers for final
classification. This fusion approach achieved great performance, with an F1 score of
98.19%, outperforming alternative ML models such as SUSTM, and AlexNet.

2.8 Transfer Learning

Transfer learning is the process of repurposing already trad#iedmodels and
adjusting them to tackle different tasks. In this approach, models are first trained on a
source domain dataset, and for a new,tsske retraining of the model parameters is
facilitated through a new target domain dataset. This method allows for achieving
improvedmodel performance without the need to have a large, labelled target dataset,
due to the efficient use of the model

illustration of transfer learning principle is presentedrigure28.
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Figure 28 Illustration of the transfer learningrocess.

Domain adaptation is a subset of transfer learning that focuses on situations where the
source and target datasets different in their distributions (domain shift) but the task
remains the sani@06]. These methods aim to reduce the discrepancy between source
and target data representations so that model trained on one domain performs well on

another.

Several academic works successfully used transfer learmetuding domain
adaptationjn the field of NDE. In[207], the challenge of limited Xay imaging of
CFRP material defect datasets was addressed using transfer leamdirfgature
distribution alignment (a domain adaptation method) to classify defect, imgrovi
model accuracy by 24% with just 40 target domain imagess. study demonstrates

that transfer learningh combination with domain adaptatios a valuable tool for
overcoming data scarcity, reducing the need for extensive dataset labelling without

sacrificing model accuracy.

In another study by the same authi@@8], the focus was on cylindrical metal shells
commonly used in the automobile and military industiié® authors haveeveloped
a detection model preained on ImageNet and successfully deployed it on a target

domain of 2045 images, achieving a high model accuracy.

In [209], object detection models for thermographic images of CFRP using transfer
learningwere evaluatedBy adapting models piteained onCanadian Institute For
Advanced ResearchC(FAR-10) and ImageNet[29], [210] the study achieved

promising results despite the source datasets greatly differing from the target domain.
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Studied211]and[212] combined transfer learning and radiographic imaging of welds.
Several prdrained classification networks were adapted 4@ data, demonstrating
that the transfer learning approach achieved the best results.

Transfer learning has proven effective with ultrasonic data in medical applications.
Work detailed in[213] focused on using ultrasonic data from 185 clinical studies,
where DL models based on AlexNet and V&& achieved superior performance
compared to an abdominal radiologist, who had an accuracy of 7Ih&DL models
achieved 77.3% and 77.9% accuracy, respectiglgwingthe ability ofML models

to surpass human operators in accuracy, even with smaller datasets aided by transfer

learning.

Another study[214] applied transfer learning to develop an automated system for
classifying abdominal ultrasonic images, achieving an accuracy of over 90%. The
classification of breast cancer from ultrasonic images was explof2tl5h Transfer

learning enabled improvements of over 15% compared to training from scratch.

Overall, these studies highlight the advantages of transfer leaamdgdomain
adaptationleveraging modelgretrainedon different datasetsf transformed datkor
improved performance on specific tasks from a new target doriais. thesis
leverages both transfer learning and domain adaptation to improve model
performance. Domain adaptation (refer Section 4.6) is usedto bridge the gap
between real and synthetic data distributions. Meanwhile, transfer learefag to
Section 4.10 is used to enhance training stability and efficiency, as randomly
initialised weights in object detection models often lead to suboptimal convergence.
Combining these approaches allows for better handling of limited real data and more

stability duringmodel training.

2.9 ClosingRemarks
The background research resultedaweral keyindings:

1 ML research inhefield of NDE has experienced substantial growth in recent
years
1 Research ifML for UT primarily focuses on welds, with a smaller body of

works focused on CFRmaterials.
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1 Most studies concentrate on processingcAn signals, with Band Gscans
rarely utilised as inputs faviL networks.This is largely due to the higher cost
and complexity of phased array equipment required fan8 Gscans, as well
as the need for automated scanning systems to reliably genesg@ng
Consequently, many researchers rely on the more accesssokendata.

1 Existing studies typically rely on a single type of input,(B-, or Gscan),
without combining multiple ultrasonic views.

1 There is a clear trend towards using DL approaches, which frequently
outperform traditional ML with handrafted features.

1 Data scarcity poses a challenge and barrier to the developnidhtmibdels.
Many studies acknowledge this issue and propose solutions in the form of data

augmentation, synthetic data generation, and transfer learning methods.

These findings highlight key gaps in the current stateloffor UT, particularly the
underutilisation of Bscan and &can data and the ongoing challenge of data scarcity.
To address these limitations, the remainder of this thesis explores DL approaches for
defect detection using-Bcan and &can inputs, an areéhat remains underexplored

in the literature.Chapter 4 investigates a supervised defect detection approach
incorporating transfer learning, synthetic data for model training, and augmentation
tedhniques to mitigate data scarcity, while Chapter 5 explores an unsupervised
anomaly detectiorapproach where only pristine data is used for trainigally,
Chapter 6 examines the integration of multiple ultrasonic views in a-matial
workflow, aligning withhow NDE operators interpret inspection data in-veaild
scenariosand proposing strategies for collaborative data analysis between human
experts and DL models.

For a comprehensive review of thiate of the af ML research in NDE please refer

to [22], [216], [217] The field of ML is advancing rapidly, and a comprehensive
discussion of network structures, hyperparameters, and other technical details is
beyond the scope of this thedi®r an extensive overview of vocabulary and terms
used in the field oML, please refer t{218].
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2.10 On the Use of Performance Metrics

The performance of ML models is typically evaluated up@dormancenetrics such

as accuracy, precision, recall, F1 score, and Area Under the Curve (AWGHg
others Each metric offers a different perspective on how well the model performs for
a given task. However, in the field of NDE (especially in defect detection) performance
is often reported in the form of a Probability of Detection (POD) curve. A POD curve
reflects how confidently defects of varying sizes can be identified by a given method.
A commonly used indicator derived from this curvea®0/95 which denotes the
defect size that can be detected with 90% probability at 95% confifizile

In this thesis, standard ML performance metrics were used instead of POD curves, and

different metrics were selected based on the nature of each task:

1 Chapter 4: Object detection methods were evaluated using precision, recall, F1
score, precisiomecall curvesAUC, and Intersection over Union (loU).

1 Chapter 5: The anomaly detection model was assessed kadgefositive
Rate (FPR) andlrue Positive Rate (TPR), which were used to generate
Receiver Operating Characteristic (ROC) curves and compute the AUC.

1 Chapter 6: The models were again evaluated with precision, recall, and F1

score.
Each respective chapter includes definitions and explanations of the selected metrics.

The reason POD curves were not used in this work is due to the limited amount of
available testing data. Generating a reliable POD curve regepeatedesting across

a wide range of defect sizes, with multiple sampleslpégctsize (often tens or more)

to establish statistically meaningful confidence bounds. Given the data constraints,
using POD analysis would have resulted in unstaiesy,and unreliable estimates.
Therefore, traditional ML metrics were adopted to provide more consistent and
interpretable performance evaluation within the context of this thesis.

It is also important to note that the quality and consistency of human labelling has a
significant impact on the reported performance metrics. For example, in object
detection tasks, a orexel offset in annotation corresponds to approximately 0.8 mm

in realworld coordinates, which can substantially affect metrics such as loU. Perfect
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labellingis challengingso pragmatic approaches were adopted. In Chapter 4, the loU
threshold for a correct detection was lowered to 0.25, similar to other NDE studies
[220], acknowledging that predictions with higher loUs were sometimes flagged as
incorrect due to minor annotation offsets, even though they were visually accurate and
practically useful. For the anomaly detection task in Chapter 5, where three observers
labelledthe data, intepbserver variability was addressed by averaging the labelled
regions. These practical compromises had a considerable influence on the final
performance metrics and maworldefiedtieenese pr e s e

These issues, drtheir implications, are discussed in more depteation5.9.
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Chapter 3: Experimental Setup and Materials

3.1 Ultrasonic Setup

TheultrasonicNDE inspectiorsetup used in thithesisis based on the previous work
presented if93]. It combines PAUTBensoraForceTorque (FT) sensoanindustrial
robotic manipulatoy and aPersonal ComputeP(C) desktop unifor automated data

acquisition from different CFRP panels

The focal point of theultrasonic setup was the 5 MHz PAUT roller probe
OlympugEvidentinspection SolutionRollerFORM5L64 [221] andPeak NDT Ltd.
MicroPulse 6[222] ultrasonic controller The probe, consisting of 64 individual
elements with a pitch of 0.8 mand a total active aperture of 51.2 mm, was selected
for its geometry and rolling capability, making it ideal for integration with robotic
manipulators The roller probe tyre was made from lattenuation material with a
similar acoustic impedance to water/glycol to improve coupling and wave propagation
The interior of the tyre was filled and pressurised with glycol to prevent the formation
of air bubbles. The choice of glycol over deionised watas made as pedhe

ma n u f a dnstuatians tlie svatareeds to be replaced ofterorder not to damage
metal parts of the assembly and to diminish the probability of air bubble formation.
For this projectfrequent charigg of the water would be #me-consumingtask as

the roller probewould have to be removed from the robotic setup and dismantled
weekly. To this endglycol was used as it does not require frequent refills while having
similar acoustic properties to watdetailed specifications of the roller probe are

shown inTable2, while the crossectional schematis shown inFigure29.

Table2 Technicalcharacteristicsof the phased array ultrasoniolter probeused in thighesis.

Manufacturer OlympugEvidentinspection Solutions
Model RollerFORM5L-64

Central operating frequency 5 MHz

Number of elements 64

Delay line height 25 mm

Pitch 0.8 mm

Elevation 6.4 mm

Active aperture 51.2 mm
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Figure 29 Crosssection schematic of phased array ultrasonic roller ptobe

Theultrasoniccontroller was used to create custom delay kwsto drive the PAUT.

With 128 transmission and reception channels, the ultrasmontroller offered
flexibility in delay law design with theustom coding instruction languagelited with

the central desktop PC unithe samplingate of 100 MHz and th&6-bit digitiser for
amplitude values were employedue to therelatively high attenuation in CFRPs
[223], a linear unfocused scanning mode was used withstieapertureof 4 array
elements. Thigffectivelyloweredthe amount of total recordedgcans to 61 and the
active aperture to 48.8 mmwhile increasing the amount of energy being transferred
into the materialAn overallhardwaregain of 22.5 dB was applied upon reception of
the signal, in addition td6VG added during pogtrocessing. The use of TVG enhances
the signal amplitudes in the later stages of the ultrasonic propagation, compensating
for the highly attenuative nature of the inspected CFRP material, as is set to 1.5
dB/mm, which was determined experimalty by matching amplitude responses of
front andback wall. The voltageof the pulse was set at 80while the pulse length

was 100 ns. A time delayof 11.7msbefore data acquisition was added to avoid
recording the initial ultrasonic pulsa& scanningspeed of 10 mm/s was paired wéh

pulse repetition rate of 760 HRigital 6 MHz low-passand 2 MHz higkpassfilters
wereused to filter out unwanted higher frequency signals that might induce resonance

of nearsurface carbon fibre layef30].
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3.2 Robotic Setup

The ndustrial robotic manipulator KUKA KR90 R3100 Extra has used fothe
delivery of the PAUT assemblj224]. This manipulator is the key enabler of the
automated NDE sysm, as it allows for controlled automatsensordelivery. Its
potential has been recognised in various acadesmiksfocusedon robotics, such as
[58], [64], [93], [94], [95], [225] This modelallows for a maximum payload of 90 kg
with areach of 3095 mirbut instead of utilising its high payload capacity, the focus
in this work is on its high readbr scanning larger composite samplése 6 degrees
of freedomwith the combination ofan extra translation axis provided Iacks
mounted in the lab allogd for coverage of a large aréar flexible scanningMost
importantly, the pose repeatability of + 0.0vn allows for repeatable experiments,
making sure the PAUT sensor is positioaéthe same location between the different
scansThe describedoboticsetupalsoenabled programmatic movemaeiithe roller

probeat a constant speed.

Even though the probe is used on the surface with sprayed water coupling between its
tyre and the componentods surface, achievi
for sustained image qualitguring the mechanical scan. Therefore, -temé
corrections and control wenaplementedor the PAUT probs orientatiomormal to

t he ¢ o mp o n eand ti@arslatisnualorig ahe esurfate maintain a constant
coupling forcethroughout the surface raster scdime realtime vertical position
control was enabled through the KUKA RobotSensorinterface software package and
an adaptive forcéorque motion control program created within the central LabVIEW
environmentThis was based on retine measurements from a Schunk GmbH & Co.
FTN-GAMMA -IP65 St130-10 force torque sensor mounted between the probe and

t he robot 6 $226k This seadorf neeastiresrmudiiis force and torque,
providing feedback for precise contact control during inspection. FT enabled 3
dimensional measurements of forces and torques, within a range of 400 N in the
vertical direction and 130 N in the horizonttdections. FT also served as a {siife
measure programmed to stop the movement of the industrial manipulator if the contact
force exceeds a preset value, which was set to 150 N to protect the PAUT roller probe.

ThePAUT, FT, and industrial manipulatassemblyareshown inFigure 30.
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Figure 30 Experimental setup assembly used in thésis.

All robotic movements, patplanning, and redaime tool pose corrections were
programmed within the LabVIEW Virtual Instrument environmenta desktop PC
connected tathe robotic controllevia ethernet cableand Transmission Control
Protocol/Internet ProtocolTCP/IP data communicatiomprotocol The LabVIEW
programalso pushed PAUT settings tandrecorded data from thEEAK MP6,
recorded data fronthe FT sensor, anccommunicated witithe robotic controller,
creatingUT scanning data accompanied by the encoded robotic posamhdg=T
sensor reading. Because of this, gosicessing of the data allowed fprecise
rastergation As the active aperture equalled 48.8 nadepending othe sample size,
multiple robotic passes with an offset4® mm and a 0.8 mm overlagere performed
to create a rasterised scahsamplesAn example ofa robotic path plannindor a
rasterised scais presented ifrigure 31, while ablock diagram of the experimental

setup is illustrated ifrigure32.
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LabVIEW was also used to store the dataaicustom binary format, storing the
metadataraw UT signals, positional data from the robotic controller,Féhdeadings.
Next, a custoniPythonscript was used to reahd procesthis datapefore storing it

to the hard disk. All datavere stored as &NumPy array [227], with a format of
[Scanning steplime samples, Acans]. Data were normalised to the maximum value
observed throughout the wholdtrasonic scan In addition to this, theHilbert
transform processing was appliedesulting in separate files containindhé raw

normalised, andHilbert-processedlata.

3.3 Carbon Fibre Reinforced PlasticComposite Samples

A total ofthirteenCFRP sampleswvith thicknesses ranging from 2.20 mm to 21.2 mm,
were manufactured to 8ombardier aerospace process specification staratzld
supplied by Spirit AeroSystems. These samples were produced using the resin infusion
method, woven fabric sheetand Cycom 890 polymeiOf these, eight pristine
sampleswith thicknesses ranging from 2.2 mm to 6 name detailed iTable3. The
remaining samplegontain intentionally introduced defects and are described in
Sections3.3.1t0 3.3.5

Table3 Technical details of pristine CFRP samples examined in this thesis.

Sample ID Dimensions Thickness Number of B-scans  Estimated number
[mm] [mm] [-] of layers [-]
1 254.0 x 254.0 2.20 1000 8
2 254.0 x 254.0 2.14 1000 8
3 254.0 x 254.0 2.75 750 10
4 254.0 x 254.0 2.75 1000 10
5 254.0 x 254.0 4.25 1000 10
6 254.0 x 254.0 4.25 1000 16
7 254.0 x 254.0 6.00 1000 22
8 254.0 x 254.0 6.00 1250 22

To capture acoustic responses similar to those produadeldayinationsFlat Bottom
Holes (FBHs) were fabricated in two samplasd rectangular Teflon another

polymerinserts wereembedded ito threesampleqdetailed in subsequent sectipns
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FBHs and Teflon inserts ammmonlyused to mimic the acoustic responses of the

delaminatios that can occur durinthe manufacturing processgz28].

According to theurrentinternalguidelines oSpirit AeroSystems for NDE inspection
(internal document, not publicly accessible), critical defect sizesspeeified
according to their type and location on the aircraft. For delaminations, the largest
allowable flaw area that would not be categoriasd defect, ranges from 60 to 500
mm?. However, to challenge and understand the limits of the defect detection
algorithms and PAUT inspection setup, FBHs with diameters ranging from 3.0 to 9.0
mm, andrectangulail eflon andotherpolymerinserts with dimensions of 4:04.0to

20.0x 10.0mm were embedded into CFRP samples. This was done to scrutinise the
performance of dect detection algorithms and test flaws with areas between 7.0 and
2000 mnt. 1.0 mm diameter FBHs were also trialled in this projaowever, the

current measurement setup was unable to capture them

3.3.1 Sample A

The first defective CFRP sample (referred to as Sample A) measured 254.0 mm x
254.0 mm x 8.6 mm and comprised 32 layers. It featured drilled FBHs with diameters
of 3.0 mm, 6.0 mm, and 9.0 mm, each with a tolerance-dd.2/mm, positioned at
depths of 1.5nm, 3.0 mm, 4.5 mm, 6.0 mm, and 7.5 mm from the front face of the
sample, with a depth tolerance of /3 mm. The FBHs were spaced 35 mm apart on
the X-axis and 30 mm apart on theakis. Scanning of Sample A resulted in 750 B
scans. The amplitude-§tan with the exclusion surface and backwall echoes and the
model of Sample A are presentedrigure 33 while its associated details are shown

in Table4.
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a) Amplitude C-scan of SampleA b) Model of SampleA
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Figure 33a) Amplitude Gscan of sample A and b) Model of a defective CFRP Sample A

Table4 Technical details for defective CFRP Sample A

Defect Diameter ~Depth Defect Diameter ~Depth Defect Diameter ~Depth

ID [mm] [mm] ID [mm] [mm] ID [mm] [mm]
1 9.0 7.5 6 6.0 7.5 11 3.0 7.5
2 9.0 6.0 7 6.0 6.0 12 3.0 6.0
3 9.0 45 8 6.0 45 13 3.0 4.5
4 9.0 3.0 9 6.0 3.0 14 3.0 3.0
5 9.0 15 10 6.0 15 15 3.0 15

3.3.2 Sample B

The second defectiveFRPsample (referred to as Sample B) measured 254.0¢mm
254.0 mmx 8.6 mm and was similarly constructasl Sample Awith the addition of
4.0 mm and 7.0 mm FBHSs, resulting in a tafR5 defectsUT scans of Sample B
resulted in 1150 Bcans. Theamplitude Gscan andthe model for Sample B is

illustrated inFigure34 while the details are presentedTiableb.
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a) Amplitude C-scan of Sample B b) Model of Sample B
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Figure 34 a) Amplitude Gscan of sampl8 and b) Model of a defective CFRP Sanle

Table5 Technical details for defective CFRP Sample B

Defect Diameter ~Depth Defect Diameter ~Depth Defect Diameter ~Depth

ID [mm] [mm] ID [mm] [mm] ID [mm] Jmm]
1 3.0 7.5 10 6.0 15 19 7.0 3.0
2 3.0 6.0 11 9.0 3.0 20 7.0 15
3 3.0 45 12 9.0 15 21 4.0 3.0
4 3.0 3.0 13 9.0 3.0 22 4.0 15
5 3.0 15 14 9.0 15 23 4.0 3.0
6 6.0 7.5 15 9.0 3.0 24 4.0 15
7 6.0 6.0 16 7.0 7.5 25 4.0 3.0
8 6.0 45 17 7.0 6.0

9 6.0 3.0 18 7.0 4.5

3.3.3 SampleC

The third defective CFRPsample (referred to as Sample C) was a large, stepped
specimen measuring 780mmx 200.0 mm, with thicknesses ranging from 7.5 mm to
16.0 mm in increments of 2.1 mm. At each thickness step,shuseeshaped.0 mm

x 6.0 mm Teflon inserts were embedd&tiese inserts were positioned immediately
after the front wall, in the middle of the sample, and near the backimsgdkction of

sample C resulted in 20704&ans. Thamplitude Cscan andnodel for sample C is
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depictedin Figure 35, while the technical details are shownTiable 6. Due to the
physical limitations of the usedtrasonic setupdiscussed in sectidn1(Q the thickest
section of the sample was excluded from the analysis

a) Amplitude C-scan of SampleC
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Figure 35a) Amplitude Gscan of sampl€ and b) Model of a defective CFRP Sample

Table6 Technical details for defective CFRP Sample C

Defect Start/end ~Depth S.ample Defect  Start/end ~Depth S.ample
D olies mm thickness D olies (mm] thickness
[mm] [mm]
1 2/3 0.65 13.50 13 18/19 4.80 9.59
2 2/3 0.65 13.50 14 18/19 4.80 9.59
3 2/3 0.65 11.70 15 14 /15 3.76 7.46
4 2/3 0.65 11.70 16 14 /15 3.76 7.46
5 2/3 0.65 9.59 17 50/51 13.11 13.50
6 2/3 0.65 9.59 18 50/51 13.11 13.50
7 2/3 0.65 7.46 19 42/ 43 11.03 11.70
8 2/3 0.65 7.46 20 42/ 43 11.03 11.70
9 26 /27 6.88 13.50 21 34/35 8.96 9.59
10 26 /27 6.88 13.50 22 34/35 8.96 9.59
11 22123 5.84 11.70 23 26 /27 6.88 7.46
12 22123 5.84 11.70 24 26 /27 6.88 7.46
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3.3.4 Sample D

The fourthdefective CFRFBample(referred to asSampleD) wasa smaller stepped
sample measuring 300.0 mm90.0 mm, containing embedded rectangular Teflon
tapes of sizes 12.0 mm©O6mm, and 4.0 mm. The sample had varying thicknesses at
different steps: 21.2 mm, 16.3 mm, 13.8 mm, 10.9 mm, and 7.9749n61, 51, 41,

and 29 layers respectivelyAt each thickness step, nine embedded inserts were
positioned: one of each dimension nier front wall,in themiddle of the sample, and

near the back wall.

Scanning this sample was challenging due to its small size and the proximity of defects
to the sample edges, posing risks to the PAUT roller probe when operating near the
boundaries. As shown in the amplitudes€an inFigure 36, this led to the omission

of several defectd’heamplitude Gscan and thenodel for sample D is illustrated in
Figure36.

a) Amplitude C-scan of SampleD b) Model of SampleD
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Figure 36 a) Amplitude Gscan of sampl® and b) Model of a defective CFRP Saniple

3.3.5 SampleE

The lasdefective CFRRample (referred to as Samplengs composed of a flat panel
skin surfacgthickness of 7.8 mm or 29 layers)-cured with three stringer sections
(thickness of 12.5 mm or 47 layer3he sample contained T2flon inserts, with 6
located immediately beneath the surfand 6 beneath the stringer sections, as detailed
in Table7. The sizes of the inserts were 28.00.0 mm, 10.x 5.0 mm, and 5.8 5.0
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mm. Overall, the sample consisted3800individual B-scans. Thamplitude GCscan
andmodel of sample E is illustrated fgure37.

a) Amplitude C-scan of Sample E
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Figure 37 a) Amplitude Gscan of sampl& and b) Model of a defective CFRP Saniple
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Table7 Technical details for defective CFRP Sample E

Defect Insertsize Start/end plies ~Depth Sample thickness

ID [mm x mm] [mm] [mm]
1 5.0x5.0 2/3 0.9 7.8
2 10.0x 10.0 2/3 0.9 7.8
3 20.0x 10.0 2/3 0.9 7.8
4 5.0x5.0 2/3 0.9 7.8
5 10.0x 10.0 2/3 0.9 7.8
6 20.0x10.0 2/3 0.9 7.8
7 5.0x5.0 18/19 6.8 12,5
8 10.0x 10.0 18/19 6.8 12,5
9 20.0x 10.0 18/19 6.8 125
10 5.0x5.0 18/19 6.8 125
11 10.0x 10.0 18/19 6.8 125
12 20.0x 10.0 18/19 6.8 12.5

3.4 Hardware and Software Setup

The Al models described in this thesis were initially prototyped on a Windows 11 Dell
Precision 5570 laptop with an Intel-i2900H 2.50 GHZCentral Processing Unit
(CPU), 64 GBof Random Access MemoriRAM), and an NVIDIA RTX A2000 8GB

GPU. These models were developed using the Python programming language and the
PyTorch [142] framework. Prototyping on a laptop allowed efficient use of available

computing power before finalising the model architecture.

Following prototyping, the Al models were trained and tested on agadgbrmance
desktop Windows 11 PC. This system was equipped with an Nvidia RTX 3090 Ti
GPU, 128 GB of RAM, and two Intel® Xeon® Gold 6428 2.50 GHz CPUs. This setup
providedenhanced computational capabilities necessary for extensive model training

and testing.

Simulation workin EXTENDE CIVA [229] and POGQ[230] was conducted on
another higkperformance PC setup. This system featured an Intel® Xeon(R) Gold
6248R CPU, Nvidia RTX 3090 Ti GPU, and 192 GB of RANhe simulation setup

and parameters are detailed in Section 4.3, where their relevance to the supervised

defect detection approach is further discussed.
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3.5 Conclusion
In summary, the experimental NDE setup comprised a PAUT roller probe and

controller, a robotic manipulator for precise scanning, and a FT sensor to maintain
consistent contact pressure. A set of CFRP test samples was scanned to acquire
inspection data fronspecimens with varying thicknesses, layup configurations, and
geometries. Additionally, simulation software was used to complement the

experimental data and support the training of supervised Al models.

The collected and simulated ultrasonic data form the foundation for the analyses in the
following chapters. In Chapter 4, simulated date used for training supervised
models, while experimental data serve for validation and performance evaluation.
Chapter 5 adopts an unsupervised appréarcthe development of Al modelsvhere

both training and validations performedcollected datalastly, Chapter 6 integrates

the methodologies from Chapters 4 and 5, applying them to the most complex dataset
captured from a real aircraft componésample E)to evaluate how the developed

techniques align with realorld NDE practices anmhspection scearios
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Chapter 4: SupervisedObject Detection Machine Learning Approach

Analysis of Amplitude C-scans

4.1 Chapter Overview

Given the limited past research investigations and the broad gap in the knowledge
regardingautomated defect detection, tleisapter focuses om comparison between

the capability of various defect detection methodologies applied to amplitadars

of CFRP components. Firstly, an amplitude thresholding method, frequently used
within the industry, was trialled as a baseline for comparison. Afterwards, an
improvement was shown with the implementation of the statistical amplitude
thresholding method, inspired previous work in the fusion of ultrasonic d§2&1].

Lastly, the reliability ofAl algorithms based on widely used object detection models
such as YOLO, FastdRegiortbased Convolutional Neural Netwo(R-CNN), and
RetinaNet was investigatetighlighting their key strengths and shortcomintise
training datasets were created using the seralytical simulation software CIVA and
were further augmented with-gcan noise profiles based on the method proposed in
[202]. This approach reduces reliance on large volumes of experimentally acquired
defect data, which are difficult to obmai(especially for real defects in CFRP
components) There are currently no publicly available datasets containing large,
labelled collection of such defects. While mimicking the UT inspection prasess
norttrivial task it is considerably more feasible than replicatthg manufacturing
conditions under which representative defects may occur is extremely costly and
challenging to controlAs a result, gathering a sufficiently diverse and saelhotated
experimental dataset for supervised learning is often infeasible. Howyer,
generating synthetibut representative training data, the Al models can be effectively
trained without requiring extensive experimental data§ets real ultrasonic data
acquired from physical inspectiondheir performance was subsequently evaluated
on real ultrasoniamplitude Gscans of ERP sampleé, B, C, and D.

4.2 Contributions
This work introducesraobject detection model trainipgpeline for ultrasonic &can
images of CFRP componentharacterisetby its reliance on fully synthetic training

datacombined with explainablgata augmentatioftlomain adaptation The pipeline
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begins with the generation of a datasgshgCIVA softwaresimulation, incorporating
realistic variations in defect size, depth, and orientation. iiprove model
generalisation, real Acan noise profiles were extracted frexperimentalCFRP

scans and integrated into the synthetic images.

Three objectetection architecturg¥ OLOvV5, Faster RCNN, and RetinaNgtwere
adapted, trained, and validated tbis synthetic data, then evaluated on independent
experimental dataset. Byerformingmultiple training runs with fixed random seeds,

the study established that the training process is repeatable and stable across different
data splits The optimal model from each architecture was selected for final
performance reporting, and a comparative assessment of computational efficiency and
detection acuracy was conducted. Results demonstrate that augmented synthetic data
can substitute for reavorld training data, providing an effective and scalable solution

for training ML models fowultrasonic NDE applications.

In addition to ML approaches, this work also benchmarked conventional industry
relevant defect detection technique (amplitude thresholding method) and an improved
statistical thresholding method based on fitting mathematical distributions to pixel
intensily histograms in &can data. This provided a clear baseline for assessing the

relative benefits and limitations of Alriven techniques in practical settings.

4.3 Introduction

In recentyears, there has been an abundance of development of new object detection
models with examples beilRyCNN, Fast RCNN, Faster RCNN, EfficientDet, and
YOLO [232], [233], [234], [235], [236], [237] These models use a complex
architecture to extract regions of interest of an input image, outputtirigptireling

box and class of the object in the form of a vector. Despite the rige inumber of
academigublications, object detection modabve seen limited implementation with

UT data. Performances of EfficientDet, RetinaNet, and YOLO modelssoaBs of

steel samples were compared1@8]. Authors have reported promising results with
architecturachanges to address the issue of extreme aspect ratios observed-in UT B
scans. Similarly, object detection on ultrasoniessddns was evaluated [179],
demonstrating the use of YOLO aB&Dmodels and highlighting the differences in

performance in inference speed between the tested models. Lastly, reseaftfiéts in
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combined EfficientDet and several methods that enahkegrocessing of additional

B-scans in the sequenamproving on the baseline results.

In industrial applications, defect localisation and sizing are usually performed
manually through visual inspection of thes€an, while applying different thresholds

to the image. The most used method is a 6 dB drop where a threshold value is imposed
on the signal to separafwistineand potentially defective regions. Researchers have
useda 6 dB drop to separate damaged and undamaged areas-&tam @Gmage to
assess the extent and size of impact darf#28fJ. The authors compared how sizing
results vary with different methods and proposed a new algorithm that impghaves
sizing and shape of the damage. Limitationshef6dB methodwererecognised in

[239], especially when sizing defects that are smaller than the width of the ultrasonic
beam. As an improvement the authors developedA&anapproach that can
automatically acquire different thresholding values, hence reducing the errors in
quantification of defects. A semautomated detection algorithm was proposed in
[240]. This approach works ofioF C-scans, wheréhe user defines areas of interest
and threshold values which are in turn used for automated analgsi®ver these
traditional methods are inherently subjective and limited in flexibiitthough6dB

drop method remains commonly useBlDE operators often adjust thresholds
depending on the scan location and the specific features under examination.
Furthermore thresholding performs welprimarily when inspecting weldlefined,
stable signals, which are rarely the cas€WRP scans which exhibit complex signal
characteristic§22]. Due to these challenges, ML approaches have been recognised as
a promisingsolutiondue to their adaptability to neimear signal patterns from data
However,it is noted that safetgritical industries such as aerospaemain cautious

in adopting automation primarily due to the safety concernshe need for
transparency reliability, seamlessintegration into existing workflows, and the

requirement for workforce upskilling0].

Automatic defeclocalisation in CFRPs has been scarcely explored in the past; authors
of [241]developed a timelependent thresholding that improtkddetection of micro
flaws in UT C-scans of stainlessteel samples. Statistical analysis of backscattering
noise to determine defect locations was usd@42], but the scope dhis work was

limited. Several works have used Otsu thresholding to segment ultrasonic images into
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A

clusters of areas with similar acoustic propeifigs3], [244], [245]0t sudés met hod
a global thresholding technique that determines the optimal threshold by minimising

the variance between foreground and background pbatged on the assumption of

a bimodal histogram distribution of image intensitidswever this assumption limits

its industrialapplication asiltrasonic dataypically contains complex signathat do

not follow a clear bimodal distributid246].

The most recent work was presented2d7], where anAl object detection model
successfully located damage onlfoF C-scans of aircraft wings. The authors
demonstratednaccuracy of 94.5% for thieestperformingmodel when trainingnd

testing on experimentally collected data.

While the experimental samples described in Chapter 3 provide valuableorél

data, their size remains relatively small, especially when compared to the large open
source datasets commonly usedMi research (e.g., COCO datag2#8]). As
previously highlighted obtaining large and we#nnotated datasets from real
ultrasonic inspections, particularly for CFRP composites, is challenging. Therefore, in
this work, which focuses on supervised object detection models, the experimental data
from Chapter 3 is reservddr model testing, while simulated datasets are used for

training. The generation of simulated data is detailed in Section 4.3.

4.4 Generation of Simulated Data

For thegeneration of simulated data, a seanalytical NDE UT software CIVA by
EXTENDE S.A. was used229]. This approach is more efficient and less
computationally demanding than using BteA software, as it uses ray tracing theory.
Ray tracing theory models the propagation of ultrasonic waves as stiagpaths

(rays) that reflect and refract at interfaces, based on geometric acoustics. While
computationally efficient, it neglects complex wave phenomena like scatteang,
dispersion and mode conversion, which are critical in capturing the true acoustic
behaviour of composite materialds a result, it fails to capture realistic noise
characteristics caused by inrtaminar scattering and diffractioREA software, on the

other hand, can simulate and calculate complex interactions between the wave and
individual layers of the composite with greater accuracy, resulting in a more

representative simulation. However, this often requargainstaking definition of
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i ndi vidual | ayer6s properties and di mens
time differences between CIVA and FEA, a similar scenario of a probe on a defective
sample was modelled in CIVA and an FEA wave propagation software HZBBD

Both simulations were executed on a hpggrformance P@etailed insection3.4. The
CPU-intensive CIVA simulation was completed in less than 2 minutes, whereas
POGO FEA simulations even with GPU parallelisation took more than 2 hours of
processing. In this study, 300 simulations of defect respansescreatedo include

a variety of defect sizes at different depths in @eRP sample. Given the large
number of simulations and tserved time discrepancy betwdiea CIVA and FEA,

a semianalytical modelling approach was used, with an attempt to reintroduce the
compromised signal features in the ppgicessing stage.

Upon decidingonthe simulation software, a square composite sample with dimensions

of 1000 mmx 1500 mm x 8.0 mm was created and a range of FBHs were introduced

in the model. A parametric sweep study was used for ease of data collection, where
FBHs6 diameters ranged from 3.0 to 15. 0 |
in steps of 0.5 mm measured from thggection surface. Each simulation in the sweep
containedone defect in the centre of the sample. The flow chart of the simulation
process and an example output data for a defect of 6.0 ramlegth of 4.5 mnare

displayed inFigure38in aform of an amplitudeC-scan.
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Figure 38 Simulation procesBow chart for the parametric sweep of defsizeand depth(left) and
an example of simulated-€&an image of a 6.0 mm FBH at 4.5 mm depth (right)

The composite model was defined with a total of 8 carbon fibre layers in orientations
of 0°, 45, 90, -45°, O, 45, 9C, and-45 ° with the thickness of each layer being 1
mm. This was different from the experimental samples whiete made with non

crimp fabric. Fibre layers were considered transversely isotropic with a density of 1670
kg/m? while polymer matrix was defined as isotropic material with a density of 1230
kg/m?. Longitudinal and transversal wave velocities were set at 2488 m/s and 1134
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m/s, respectively. These values were determined experimentally by conducting an
ultrasonic scan oa pristine samplavith known thickness. Next, on ultrasonic data
the distance between front and back wall reflections was calculated and correlated with
the sampling rate of the ultrasonic controller. Lastly, the speed of sound was calculated
with:

‘ 20

V) & 70 Eq21
Wherev is the speed of sound in mésis the thickness of the material in Mamples'S
the number otime samples in the ultrasonic data between the front and back wall
responses, arfdis the sampling frequency of thequisitionequipment which was set

at 100 MHz. Wave attenuation was set to follow the power attenuation law given by:

| Q | z2Q Eq22

Wherel}, is wave attenuation given in dB/mifnis the frequency in Hz, arlis the

power of the fr egwresetay.8l15BRmMmMapdvasgd. st udy

To create a scanning path simulation, an immersion linear phased array with 64
elements, 0.8 mm pitch and an element gap of 0.1 mm was modelled with-af§tand

of 20.0 mm from the sample filled with water with no assumed attenuation and a
velocity of 1483 m/s. The operating frequency of the array was set to 5 MHz with
Hanning windowing. Scanning was performed in linear mode with -@apatiure of 4
elements to match thexperimental setup. The step of array movement was set to
match the array element pitch of 0.8 mm and was moved across the defect in a total of
64 steps. Overall, this resultedartotal of 300 simulations of FBHs¢hat were used

for the training of theAl models.

4.5 Signal Processing and maging
Simulated data and captured experimental data were stoB&aaieays comprised of
all A-scans collected along the electronic and mechanical scanning direction of the

array and the robotic arm, respectively.

Data were normalised with respect to the maximum amplitude occurring across all

captured Ascans. Next, a Hilbert transform was applied to eadltah to extract the
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envelope of the signafollowed bytime gatingto remove the front and back wall
responses. Time gating was done manually for each sample due to the varying material
thicknesses. Lastly, maximum amplitudes of gated signals were used to construct
amplitude C-scan image To illustrate the difference between a simulated and real

amplitude Gscan acomparisons shown inFigure39.

a) Simulated amplitude C-scan

b) Experimental amplitude C-scan
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Figure 39 Illustration ofa C-scan containing a defea) Simulated amplitude-€can; and b)
Experimental amplitude Gcan

4.6 Augmentation of Synthetic Data

When comparing the Scans presented Figure 38 andFigure 39, there is a clear
difference in structural noise th#te CIVA model failed to capture. This also
adversely affects the defect response as the defect indication from the CIVA model
looks undisturbed and uniforAl models benefit from training on data that represents
reality as accurately as possible; therefore, apastessing approach shouldused

to overcome the lack of modelling noise which is present in the experimental data. To
this end, the method of-8can noise addition proposed [202] was implemented.
Thefoundation ofthis noise augmentation approastems from the fact thatach A

scan is composed of structural noise, resulting from interactions between individual
material layers, and random noise from sources such as electrical interference. The
authors have demonstrated that thisthodimproves the performance 8 models
compared to the use of raw simulated data. For noise profile analgsstjine CFRP
sample wasised In this context, the noise augmentation method can also be seen as a
form of regularisation, helping to prevent the model from overfitting to ideglise
noisefree simulations. Moreover, because the added noise profiles are grounded in the

physical characteristics of ultrasonic wave interactions with CFRP structures, this
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approach introduces a limited but meaningful degree of phydmsned modelling

into the training process.

To separate structural noise from random noise in tisgah signals, a twstep

process was used
Step 1:Estimation of structural noise

The goal here was to isolate consistent noise patterns caused by the internal structure

of the composite (i.e., intéaminar reflections).

1. First, all A-scans across the fidtanwere averaged to obtain a global mean A
scan. This averaging reduces the influence of random noise and helps capture
the stable structural features that are constant across scan.

2. Then, for each Bcan in the dataset, all itsgcans were averaged to produce
a B-scanspecific mean Ascan.

3. By subtracting the global mean-gtan (from step one) from eachsBan's
mean Ascan, variationpertainingto structural noise were isolated.

4. This process was repeated across aicBns. The resulting structural noise
data was compiled into a histogram and modelled using a normal distribution,

with a standard deviation of 0.003.
Step 2:Estimation of random noise

This step aimed to capture the random signal fluctuations due to electronic or

environmental sources.

1. For each Bscan, the Bscan average &can (from the structural noise step)
was subtracted from each individuals&an within that Bscan.

2. This subtraction removes consistent features (i.e., structural noise), leaving
behind the purely random noise component.

3. Again, this was repeated for alld8¢ans. The aggregated random noise data
was approximated with a normal distribution, with a measured standard
deviation of 0.013.

The process for the calculation of structural and random noise is presehigdrin
40.

105



T ATt Difference between Values are plotted
I r:lg P S g caleulated values 3 Repeat process for all 3 with a histogram and
; d presents variability of B-scans fitted with a normal
noise component averaged

\__ structural noise distribution

A\ J J

(Calculated structural ) /Pmcess . aled\ (" Walues are plotted )
« | Noise component is > for aIIA—scangeln all ) with a histogram and
7| subtracted from each e — fitted with a normal
\A-scan In the B-scan ) L ) \_ distribution )

Figure 40 Process for determination of structural (blue) and random (green) oisgponents.

The generation of a new noise profile was performed by applying mean structural noise
and adding a variance that corresponds totivenaldistribution. Following this, the
random noise component is added with the mean and variances calculated in the

previous stepdtigure4l illustrates the simulated response, generated noise, and the
final combined synthetic image.

a) Simulated defect response

b) Structured noise data ) Simulated defect response with noise
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Figure 41 Representation of augmentation results. A) Simulated defect response; b) Generated noise;
and c) combined image.

4.7 Amplitude ImageThresholding

The first method of defect detection that was explored in this work was amplitude
image thresholding. In industry, alB drop on Ascans is often used for defect sizing,
but in this work the approach is adapted for defect detection and $ataln.
Physically, the 6dB drop on angcan signal represents the positions/time samples at
which the maximum signal responkeseshalf of its amplitude. In the ideal case,
assuming Ascans were gated properly to exclude the front and back wall echoes, the
maximum signal response would be created from the strong scatterers such as
delaminations. Similarly, this loss of amplitude can be examined at an amplitude level
other than half of the original value (e.g., 9, 12 odB3. While used frequently, the

6 dB drop often performs poorly when it comes to larger defects of irregular shape and
defects that are smaller than the beam width of the acoustic[289F A smaller
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body of research tackled this issue and analysed alternatives tdBhe&thod238],
[239], [249] The amplitude thresholding approach is herebgd as daseline for

comparison.

To apply the amplitude thresholding method to the experimdatal themaximum

pixel value of the resulting-scan imagavas found, and the image was thresholded

for 6-, 9, and 12dB drops (corresponding to 50%, 65% and 75% losses of amplitude).
All pixels that had values lower than the calculated threshold were set to 0, while those
with values larger than the thresholdne set to 1, creating a binary map of the original
image. Next, the spaghetti algoriti{@60] was used to find connected components.
The algorithm selects an unmarked pixel and assigns it to a new connected component,
and afterwarddt moves to neighbour pixels and assigns them to the same connected
component. This process is repeated until all pixels are assigned. Furthermore, the
algorithm produces coordinates and areas of connected components. Lastly, resulting
coordinates are uddo create rectangles that encapsulate the corresponding defective

area. For display purposes, these rectangles oxgarlaid over the original image.

4.8 Statistical ImageThresholding

In addition to the previous method, a statisbesed approach was also evaluated.
This process is based on work presentefR81] where no prior knowledge about
defects is needed, only that they have sufficiently different acoustical responses than
defectfree areas. Firstly, a representative defes¢ section of the amplitude-$¢an

from a pristine samplevas extracted and used for statistical analysis. The goal of this
method is to convert pixel values to probability values, where a highezindicates

a higher probability that an individual pixel belongs to a defect class. The pixel
amplitudes in the extracted section wergesented by a histogram, with a number of
bins calculated with the FreedmBiaconis rulg251]. Next, the SciPy Pythoj252]
package was used to test theoretical distributions and determine the best Probability
Density Function (PDF). PDF is the mathematical representation that deshebes
likelihood or probability of observing different values for some continuous variable.
By extension, a Cumulative Density Function (CDF) is also computed. CDF is a
related concept to PDF, as it indicates the probability of encountexialye that is

less or equal to a point described by the PDF. Lastly, each pixel value from the original
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image was remapped to a corresponding probability according to the CDtheFor
current set of data, andistribution was determined to provide the best fit to the
histogramWhen using a pristine scan as the baseline, pixels with values similar to this
reference are unlikely to be flagged as defects, since their probabilities remain low,
reflecting the defeetree nature of the datd range of probabilities was used (99,
99.5, 99.9%) to determine defective areas in the remapped image. An example of
geneated PDF and CDF fdhe pristine samplés presented ifrigure42.
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Figure 42 Probability density function (left) and resulting cumulative density function (riglat) of
pristine sample.

4.9 Object DetectionNeural Networks

In this chapter the defect detection performancesY®LO, Faster RCNN and
RetinaNet family of models were compared. The choice of networks stems from their
track record astateof-the-art models on various object detection datasets, and from
variations in their architecture that influence their inference speed and performance.
To leverage prior knowledge and improve training efficiency given the limited
availability of annotated ultrasonic data, transfer learning was emplalfetetworks

were pretrained on the Microsoft Common Objects in Context (COCO) ddat248},

which contains 80 object classéssing these prérained weights as a starting point
improves training stability and convergence compared to random parameter
initialisation. During finetuning on the defect detection task, all layers of the network
were updated (i.e., none were frozeRurthermore, the final classification layer was
replaced to output only one class corresponding to defects. To ensure consadtency

testedAl and thresholding methods were evaluated on the same images.
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4.9.1 Faster R-CNN

Faster RCNN is an ML architecture released in 2015 as an improvement over the
earlierR-CNN models for object detection in imag@82], introduced inf233]. The
authors recogsed that the region proposal step HCRIN was the main bottleneck in
terms of computational time and to addressttieRRegion Proposal Networks (RPNs)

to generate region proposals more efficientlas introduced Faster RCNN
comprises two components, RPNs and FaSiNR thatperformobject classification

on the areas proposed by RPN. These two structures share convolutional layers which

enable endo-end training.

The RPN operates on the feature maps produced by earlier convolutional layers. It uses
a sliding window approach, where a 3x3 kernel is moved over the feature map. At each
position, the RPN predicts a set of region proposals, which are potential bounding
boxes that might contain objects. These proposals are generated based on anchor boxes
that have different scales and aspect ratios. Anchor boxes are predefined bounding box
shapes that serve as a reference for generating region proposals. Following the RPN,
the Fast RCNN takes proposed regions and performs feature extraction using pooling
layers that convert variablzed region proposals into fixegize outputs. These
outputs are then propagated through fully connected layers that perform classification.

For training, the authors used a muidtsk loss function which combines classification

and bounding box regression losses. ResNEPN, a variation on ResNet
architecture introduced [253], was used for feature extraction and creation of feature
maps. Recommended hyperparameters used by the original authonssegneith
changes to the batch size and training epochs. For robustness and faster training
convergence, initial prerained weights from a Faster@®\NN model that was trained

on the Microsoft COCO dataset were adopted.

4.9.2 You Only Look Once

You Only Look Once object detection models were initiadtyoduced if254] , with
multiple iterations being released in recent years from various research[23&ijns
[236], [237], [255] Compared to the region proposal and sliding windows methods
used in RCNN and Fast FCNN, YOLO introduced techniques that improved both
accuracy and inference speed. These include sstgtge detection where both
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bounding box coordinates and clas® determined with a single pass through the
network and mosaic augmentation which enhances the training datasets. In this study,
the implementation by the company Ultralytiq255] was utilised. This
implementation includes architectures of varying sizes and complexities that were pre
trained on the COCO dataset. All architecture variants share the common underlying
structure consisting of a Cross Stage Partial (CSP) network ipattidone, a Path
Aggregated Network (PAN) in the neck, and a YOLOv3 detection head.

The CSP networi256] was implemented in the backbone due to its efficiency and the
ability to deploy trained models to setups with weaker CPUs and GPUs. CSP is based
on DenseNet and introduces the splitting of the gradient flow, wharkasespeed

and performanceThe focal point of CSP gradient splittingtie convolutional layer

with 1x1 kernel size, which is computationally efficient and used to increase the
complexity of the architecture. Thepatial pyramid pooling [257] layer block is
located at the end of the backb@melallows YOLO networks to accept input images

of any resolution by max pooling of the same input multiple times with different kernel
sizes and strides before concatenating them. With this method, the output is always of
the same dimension, making it compéifor use in the subsequent layers. The neck

is the central part of the YOLO structure, which comprises a series of network layers
that collect and integrate various characteristics obtained frorhattidbonebefore
passing them to the final detection laydrse neckof the YOLO model is the PAN,
developed in 2018258] and first introduced in YOLOV4237]. In short, it is an
improvement over the previous Feature Pyramid Network (FPN), which is based on
feature maps of varying sizes. The improvement came from additional lateral
connections between levand highlevel feature maps in the feature pyramid.tlyas

the head portion of the network produces predictions in the form of a vector with the
class of the object and coordinates for the proposed bounding box.

4.9.3 RetinaNet

In 2017,the authors 0f259] developed a singistage object detection model called
RetinaNet that achieved bettperformancethan its twestage counterparts. The
novelty in this work is a new loss function that addresses the issues of class imbalances

that can happen dgrossentropyis used as a loss function during training. The new
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| oss f unctfocalossi and itcdeminishesdthe fiosses by an order of one
magnitude for higfprobability examples like pristine CFRPs, while still retaining high
losses for lowprobability examples such #seoccurrence oflefects.

Like YOLO, RetinaNet is a onstage object detector that uses an FPN network for
multi-scale feature representation. The classification and bounding box regression are
handled by two smaller taspecific neural networks. The new loss function was
combinedwith ResNetl01 and=PNto create RetinaNet, a model that achiestde

of the arton the COCO dataset. However, with an inference time of 200ms, the final
performance wakesssuitable for reatime tasks. In this implementation, ResNet50

FPN was used as the backbone. Hyperparameters used by the original authors were
followed, with changes to training epocasd batch sizeSimilar to previous two
models pretrained weights and biases were us&able 8 summarises main
characteristics of each network

Table8 Comparison of object detection models used in this study

Model Stages Backbone Proposal mechanism Anchor boxes
YOLOvV5 Onestage = CSPDarknet53 Dense prediction Yes
Faster )
Two-stage  ResNet56FPN Region Proposal Network Yes
R-CNN
RetinaNet  Onestage  ResNet56FPN Dense prediction Yes

4.10 Model Training

The trainingdataset consisted of 300 synthetically generateddd images of size 64

x 64 pixels. The range of generated defects ranged from 3.0 mm to 15.0 mm, at 12
different depths starting at 1.5 mm measured from the front surface and extending to
7.0 mm.To support model validation, 10% of this synthetic dataset was randomly set
aside as a validation subset. The data splitting was performed using fixed random seeds
to ensure repeatability of the training and validation splits across all networkgsaini

All defects were circular, with no deviations in shape or position within the generated
image. A separate experimentally acquired testing datesset for model testing
consisted of 8 amplitude-&cans, containing a range of defect types and sizes. FBHs
were present in samples A and B, while sam@lesd DcontainedTeflon,and other

polymer insertsvhich were rectangular.

111



All networks were trained using a desktop dailed inthesection3.4. An overview

of the training hyperparameters for all the models used for training are presented in
Table9. Hyperparameters were chosen according to values proposed by the original
authors of the used modelhile some degree of hyperparameter optimisation has
already been conducted in previous studies by the original authors, further task
specific tuning within the present context could yield additional performance gains.
However, such optimisation was beyotite scope of the current studpuring
training, data augmentation the form of random image translation, scalirapd
vertical, and horizontal flipping was introduced, except tfeg YOLO family of
models, which additionally employed mosaic augmentati®uring model
deployment onto the test dataset, no augmentations were used. All models were trained

for 50 epochs, and model weights at the lowest validation score were saved.

Table9 Overview of used training hyperparametarsd other technical information

YOLO YOLO Faster

Hyperparameter Medium Large R-CNN RetinaNet
Epochs 50 50 50 50
Learning rate 0.01 0.01 0.005 0.0005
Momentum 0.937 0.937 0.9 0.9
Optimizer SGD SGD SGD SGD
Batch size 32 32 32 32
Weight decay 0.0005 0.0005 0.0005 0.0005
Model size inMB 42 MB 92 MB 159.7 MB 130.27 MB
Parameters 21.2M 47M 41.8M 34.0M

To demonstrate the convergence of models, training and validation éresgisown
in Figure43. Due to the small size of the training dataset, convergence in validation
loss is achieved relatively early.
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a) FasterRCNN train and validation losses b) RetinaNet train and validation losses

—— Train Loss —— Train Loss.
0.175 1 validation Loss Validation Loss

0.150
0.125 4

2 0.100 { 2
R ]
00751 M °2]

0.050 4
0.1+
0.025 4
0.000 T T T T 0.0

10 20 30 40 50 10 20 30 40 50
Epochs Epochs

c) YOLO train and validation losses

—— Train Loss

0.40 A Validation Loss

0.35
0.30
L, 025
2

3020
0.15

0.10

0.05

0.00

T T g T
10 20 30 40 50
Epochs

Figure 43 Training and validation losses for: a) FasterGNN; b) RetinaNet; ¢) YOLO

4.10.1 Performance M etrics

Each experiment involved training 10 networks with different fixed random seeds to
verify training stability and convergenceéhe bestperforming model from each set
was then used to compute the reported performance meitritss study precision,
recall, and F1 score were used as evaluation metrics. Precision is deftugtBjrand

it illustrates the percentage of positive predictions that are correct according to the
ground truth

- "YU
0 — Eq23
Yo "O0 g
WhereTP annotates true positives aR® annotates false positiveRecallis defined
as the likelihood of detecting objects determined by ground truth. Mathematically this

is represented iRq24:

C-i

y
Y —— Eg24
YO "OO0 g

WhereFN denotes false negatives. F1 score is defined as a harmonic mean of precision

and recall and is shown Eq25:
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For NDE applications, recall is more important as it is crucial to not miss any defects

while having some false positives is tolerable atetiigensef adding to the analysis
time. To evaluate which predictions are considered positive, Intersection Over Union
(IoV) is used. IoU is representedkiq 26:

Where Pred denotes a bounding box prediction, aBd denotes Ground Truth.
Furthermore, for a complete view of the model performance, pregiseatl curves

were constructed and Area Under Curve (AUC) were reported. For this itvards
decided to usanloU value of 0.25, as for this application it is not as important to
capture the full extent of the damage, and even the predistitimsmaller overlap

with ground trutrshould be considered as positive results.

4.11 Results and Discussion

In sample A, the application of amplitude thresholding with a 6 dB drop failed to
identify four 3.0 mm FBHs and two smaller delaminations. This failure was attributed
to the presence of stronger reflectors in the scan, specifically shallower 9.0 mm FBHSs,
which contained the maximum amplitude of the image. Similar observations were
made in sample B containing FBHs, where a single 4.0 mm FBH and several 3.0 mm
FBHs went undetected. Furthermore, in both samples C and D, dige éethod
proved inadequate in idéfying shallower and smaller indications, resulting in a poor
overall defect detection performance with only 38.8% of the defects being correctly
identified. Such low performance is also attributed to the defined loU level of 0.25, as
some predictions we made in the correct area but were much smaller than the

provided ground truth.

The use of a more aggressive 9 dB drop method led to the identification of more
defects. However, in the samples with FBHSs, the shallowest 3.0 mm defect and two
small delaminations were once again missed. TdB €lrop method performed well
in detecting all Teflon inserts, however several false negative indications started to
appear. This issue was particularly prominent in sample C, which exhibited brighter
areas in the scan due to imperfections during the saapnocess and the application
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of gating parameters for image creation. In this case, the gating processdan C
generation incorporated some reverberations from the front wall, which were
misinterpreted as defective areas. Compared to tt drop method, the 8B drop

method achieved a much higher defect detection rate of 72.5%.

Lastly, the 121B drop method successfully identified most defects, albeit with an even
higher number of false positive indications. This problem was again most pronounced

in sample C with Teflon inserts, lowering the overall precision to 53.0%. In
conclusion, amplitudéhresholding of amplitud€-scans can yield satisfactory results

for reflective defects when proper gating techniques are employed. However, this
approach may face challenges when defect
surface, ashie gating process may include front wall reverberations with high
amplitudes. Additionally, this method proves unreliable in instances where no defects
are present in the scan, as numerous areas are erroneously marked as defective due to
the maximum amplitde being taken from structural noise. Lastly, even with loU set

at alow threshold of 0.25, certain predictions are marked as false positives despite
correctly identifying a small area of the defect. With the increase of loU, the results of
amplitude threholding would deteriorate even further. When it comes to the maximum
achieved F1 score, a 9 dB drop produced the best results at 70.3%.

With the statistical method, high probability values must be used to filter out false
positive detections. In sample A, even thotighmajority of defects were detected,

the number of false positive indications outweighed the correct indications
significantly when a 99% probability threshold was employed. The same trend was
observed in samples C and D, where numerous false indicationzauorsed the
overall performance of the method with F1 score being only 50.8%. Despite this, a
total of 95.0% of the detts were located successfully.

By increasing the probability to 99.5%, the number of false positives decreased. This
adjustment had a positive impact on both the overall precision and F1 score, resulting
in increases of 8.8% and 8.1%om 34.7% to 43.5% and from 50.8% to 58.9W)th

a recall rate of 91.2%, the statistical image thresholding method outperformed the
amplitude threshold technique, but with lower precision. Furthermore, similar to the
amplitude thresholding method, the statistical approach generated false positive
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indications when features other than defects with higher amplitudes were present in
the image. The statistical method exhibited high sensitivity to gating parameters,
which greatly influenced the number of false positive indications. Notably, when
testingthis method on pristine samples, no false detections occurred as the pixel values
were close to the mean of the statistical distribution, without obvious outiers.
similar trend continued for the 99.9% threshold, where precision increased to 64.9%,
but the recall dropped to 76.2%he precisiorof the statistical thresholding method
could be improved by imposing an additional area threshold in the predictions, but this
createsa risk of filtering smaller defects. Overall, the presented method provides an
improvement over the amplitude thresholding method, especially in the recall values,

with room for improvement when it comes to its precision.

The Faster CNN implementation trained on raw data detected all larger defects, but
it consistently struggled to detect the smallest and deepest FBH defects. On average,
the Faster RCNN model performed well in generalising to rectangslzaped defects

and FBHSs that are.d mm or largelin size The major benefit of this implementation

is an improvedorecision score of 98.6% when compared to the statistical method and
amplitude thresholding methods. This improvement is attributed to the ability of
modds to learn complex features that describe defective areas, whereas previous
methods relied solely on amplitude values. As a result, the robustness of the model
matches that of previous methods while providing increased resilience to
imperfections in thecanning process and signal gating. When data augmentation was
performed, it resulted in minor increases in precision, recall, F1, and gudfes
(1.1%, 1.2%, 1.1%, and 1.1% increase, respectively). Nevertheless, both the Faster R
CNN trained on raw data drthe augmented data show improvements over previous
techniques by providing a more robust detection mechanism, with significant

enhancements in precision and F1 metrics.

Similar to the Faster &NN, RetinaNet provided an increase in precision when
compared to statistical thresholding, but still oftentimes missed smaller 3.0 and 4.0
mm FBHs. RetinaNet generalised well on the rectangalaped defects in samples C
and D buthad several false indications that were very close to the positive indications.
Such false indications were refined with a better choiddofM aximumSuppression

(NMS) thresholds. Furthermore, there were some instances where indications captured
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multiple defects under the same bounding boxes. These were considered false positives
astheclear separation between the defects is important, even when they are close in
distance. Upon augmentation, precision dropped by 3384% to 94.8%)but the

recall rate increased by 4.080.9% to 94.9%)The main difference was th&0 mm

and 4.0 mndefects were identified with greater recall rates than with the Faster R
CNN.

The medium YOLO model identified most of the defects, howevstruggled with

sample D where some rectangular defects were missed. This observation implies that
these networks could generalise better to the rectangular defects if some examples are
included in the training dataset. Interestingly, similarly sizéeale were identified

in other samples, indicating a potential discrepancy in aspect ratios between the data
used during training and inference asaaise Sample D was created using a single
ultrasonic pass compared teb3passes in other samples, which resulted in a more
extreme aspect ratio of visualised data. Consequently, this produced a significantly
smaller image, with the width of the scaarrowerthan its height. The YOLO model

is more susceptible to changes in aspect ratios due to its use of defined anchor boxes.
Aligning the aspect ratios of training data with that of test data could mitigate this
effect, potentially improving the model's perfaance in scenarios with varying aspect
ratios. Furthermore, it was possible to detect the missed defects by lowering the
confidence threshold during inference, but it resulted in a higher overall number of
false positives. An overall AUC of 87.0% and a maximum F1 score of 91.5% was
achieved. Augrantation of the data resulted in a minor increase in AUC and F1 scores,
of 0.6% and0.5%, respectively. Recall remained the same, therefore an increase in

precision positively impacted the F1 score.

The large YOLO models achieved similar results, all defects from samples A, B and

C were identified. This was an interesting observation as a large YOLO network

generalised to FBHSs of all sizes even without augmentation. All missed detection came
from sampe D where networks struggled to detect smaller rectangular Teflon inserts.

This type of defect was not present in the training data, which indicates that this

network could benefit from the inclusion of some examples of rectangular defects. The
addition d augmentation yielded improvements of 1.4% in AUC, 2.4% in precision,

andthe same recall at 86.9%. It is worth noting thia¢ YOLO family of models
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produce more bounding boxes of lowewnfidence and the results are heavily

influenced by NMS and confidence thresholds.

Overall, all models provided an improvement over the statistical thresholding and
amplitude thresholding methods, even when trained on raw simulation data. The
augmentation of training data positively impacted recall and F1 scores of all models,
with the nminor exception othelarge YOLO model. The augmentation ledhemost
prominent increases in FasterRCNN, which overall prodtivedest results for this
dataset. Furthermore, with the optimisation of confidence, loU, and NMS thresholds,
this score cou be refined further. Another improvement would be the implementation
of an ensemble of differedtl models, where several models would process the same
input and provide a combined output. The good results achieved in terms of recall with
amplitude and statistical thresholding were always followed by a low score in precision
and vice versa, making it tthto strike a balance between all performance metrics. On
the other handAl models provided more balanced and robust results throughout
different tests. Ysual representation of test results is illustratedrigure 45, with
ground truth being presented with red bounding boxes and test results with green
bounding boxes. Precisioand recall curves and evaluation metrics of all tested
methods are presentedrigure44 andTable10. Precision and recall scoresTiable

10are reported based on the maximum achieved F1 score.

Unlike ML models that produce continuous confidence scores (enaisiagjon of

full precisionrecall curves), amplitude thresholding methods rely on fixed, physically
meaningful criteria. Commonly used thresholds such as 6, 9, and 12 dB have clear
interpretability in ultrasonic inspection and are standard in practice. Sweeping these
thresholds continuously would be physically arbitrary and, more importantly, not
reflective of how such methods are applied in real NDE scenarios. Moreover, since
precisionrecall curves for ML models are based on varying confidence scores,
including many discrete thresholds for Hla@sed methods would require a different

approach to plotting.

For consistency and direct comparison, the same discrete approach was adopted for
the statistical thresholding method. Although a continuous sweep of percentiles is
technically feasible, lower thresholds (e.g., below 99.0%) would be expected to yield
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an unusually high number of false positives, distorting the practical value of the
analysis. Therefore, for both amplitude and statistical thresholding, a small number of
discrete, interpretable thresholds were selected to reflect realistic usage oepaacti

to enable a fair comparison on the same precisoall plot as the Mibased methods.
Thislinks back to the issues on the use of performance metrics in Al and NDE research
discussed irfdection2.10
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Amplitude Threshold 9dB / F1 = 0.703

Amplitude Threshold 12dB / F1 = 0.664

Statistical Threshold 99% / F1 = 0.508

Statistical Threshold 99.5% / F1 = 0.589

Statistical Threshold 99.9% / F1 = 0.701
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Figure 44 Precision and recall curves fall tested methods of defect detection, wothh was set at
0.25.

Table10 Evaluation metrics fothe experimental datasdor loU set at0.25.

Method Training data / Type AUC Precision Recall F1
Raw 0.961 0.986 0.949 0.967
Faster RCNN Augmented 0972 0998 0960 0.978
RetinaNet Raw 0.974 0.984 0.909 0.945
Augmented 0.965 0.948 0.949 0.949
Raw 0.870 0.979 0.859 0.915
YOLO medi
medium Augmented 0.876 0.992  0.859 0.920
Raw 0.878 0.985 0.869 0.923
YOLO |
OLO large Augmented 0892 0982  0.869 0.922
Amplitude thresholding ¥ 6dB  N/A N/A  0.456 0.388 0.419
Amplitude thresholding i 9dB  N/A N/A  0.682 0.725 0.703
Amplitude thresholding i 12 dB  N/A N/A  0.530 0.887 0.664
Statistical thresholdingi 99% N/A N/A  0.347 0.950 0.508
Statistical thresholdingi 99.5% N/A N/A  0.435 0.912 0.589
Statistical thresholdingi 99.9% N/A N/A  0.649 0.762 0.701
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Figure 45 Extracted sections of several testing images. Names of samples and used detection method
are listed above each example, with the ground truth bounding box marked in red and test results in
green.
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Training times were modest due to the small dataset size, and the full computational
times are presentedTrable11. The mediumYOLO model was the fastest to train and

the fastest modeduring inference. Amplitude thresholding was the overall fastest
method,dueto its simplicity. Statistical thresholding took 1250.8 ms per image, but
this time is heavily influenced by the number of tested statistical distributions. The
fitting process is repeated for each new image, but for scans with similar backscattering
noise, it is possible to perform this process only once and significantly speed up the

inference times. Ithereported results, five candidate distributions were tested.

Table11. Computational timefor examined methods, including training and testinges.

Method Training time [mins] Testing/image [ms]

Faster RCNN 6.7 47.2

RetinaNet 11.4 79.8

YOLO Medium 2.4 44.9

YOLO Large 3.2 50.9

Amplitude Thresholding N/A 0.3

Statistical Thresholding N/A 1250.8 (1250.0 fitting + 0.81 thresholdin

4.12 Conclusion, Limitations, and Future Work

The main novelty of this chapter lies in demonstrating thatiidsed defect detection

in ultrasonic amplitude Scan images can be trained and validated exclusively on
synthetic data, eliminating the need for experimental data in the training pipelise. Thi
was made possible bydata augmentation (domain adaptatiapproach in which
realistic A-scan noise profiles, extracted from experimental CFRP scans, were injected
into simulated data. This strateggpresents practical and scalable solution to the

limited availability of annotated experimental ultrasonic datasets.

In this chapter three different methods of defect detection and localisation in the
amplitude GCscans of CFRP samples were demonstrated: amplitude image
thresholding, statistical image thresholding, and the ua¢ olbject detection models.

By mimicking the industrial NDE setup, a realistic data acquisition process with
automated ultrasonic scannionfjdifferent CFRP samples enabled the generation of
representative datasets. The training of the models was drivasymthetic dataset

generated by ClVAsdtware andfurther augmented bthe A-scan noise addition
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method, removing the need ftite use of experimental data in the training loop.

Through the investigations, it was concluded that:

1 The amplitude thresholding method is suitable for the detection and
localisation of large reflective defects. However, this method was unable to
detect smaller defects and was heavily reliant on the absence of any other
reflective features that trigger & indications. Furthermore, this method
performed poorly on scans where no defects were present.

1 The improvement to this method is the statistical image thresholding method
which outperforms amplitude thresholding by reducing false indications in
pristine sampleddowever the performance of this method was also reliant on
the absence dfigh amplitudeartefacts in the images.

1 Lastly, the four differentAl modelstested for defect detection provided
improvement over the statistical method, by accurately identifying defective
areas.These models also demonstrated robustness in processing pristine
samples without producing false indications, overcoming a key limitation of
the amplitude thresholding methothe performance of trained models was
further improved by the application ohaise profileaugmentation methou
simulated data for domain adaptatidralidation of the models during the
training process on a subset of the synthetic dataset was valuable as it

diminished the need for the acquisition of a separate validation dataset.

The studypresented in thishapter has several limitations. While the trained models
demonstrate good results for detection and localisation, they do not distinguish
between different types of defects. Although the overall aim is to expand training and
testing on datasets that inde various types of defects, such as porosities and
inclusions, the current lack of available data prevents addressing classification tasks.
Additionally, while multiple training runs were conducted to assess training stability,
the performance metrics reported here were based on thedrEsinming model from

each set. A more rigorous approach would involve reporting average performance

across runs and including statistical measures of variability.

The Al models explored in this work represent a targeted subsétielfy adopted

high-performing object detection architecturdsom the broadercomputer vision
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domain Whilealternativearchitectures such as EfficientDéifferentYOLO variants
and more recent transformieased models (e.g., DETR60], ViT [145]) could offer
further performance gainsnany recent developments in this sppderitise speed,
scalability, or deployment efficiency rather thasignificantleaps in the detection
accuracy.For example, 6ion TransformerqViT) are DL models that include the
transformer architecture (originally developed for natural language processing)
apply attention mechanisms to object detection takksheory, ViTs could offer
improved generalisation fadefect detectionHowever,in practice, they typically
require very large datasets to outperform convolutional md@éls]. Given the
limited sizeof the datasets used in this work, such architectures were considered
impractical. These challenges and limitations are further discusSedtion7.3,

Furthermore, the primary aim of this study was not to exhaustively benchmark
architectures, but to investigate whether object detection medss trained solely
on synthetically generated and neagymented dataould reliably generalise to real
ultrasonic Gscans.It is acknowledged that a broader architectural comparison and
more exhaustive hyperparameter optimisation could potentially improve detection

performanceandthese are seen as valuable directions for future .work

Lastly, it is important to highlight a broader limitation of the research landscape. In
contrast tomainstream Al researclwhich benefits from standardised open datasets

(e.g., COCO, ImageNet) anekll-definedbenchmarking practices, UT NDOEsearch

such resourcesand norms EXxisting studies rely on proprietary or-liwuse data,

making directcomparisonsreproducibility, androssvalidation of published results
challengingAs a resul t, appl yodfthea ra od Md.o nappaprrionac
across different studies is inherently limited, as models are rarely evaluated on
common data or under consistent conditichddressing this challenge represeats

high-impact opportunity fothe NDE research community

The next chaptewill expand on the application &fl, particularly in automated gating
methods, as manually gating individual samjoehis workslowed down the process
and detracted from full automatiquotential Furthermorethe unsupervised training
methodwill be tested to compaiies performance to the supervised models presented

in this chapterfocusingon reducing the timeonsuming generation of datasets and
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associated ground truth labddy framing thedefectdetection problem as one of
anomaly detectionThe generation of ground truth labels in tetadywas labour
intensive and heavily influenced by the individual performing the task, making it
challenging to label defects, particularly smaller ones, with precise and uniform
accuracy. This subjectivity may have impacted the reported detection performance
metrics,but it was not explored in thishapter Several avenuesan be pursuetb
addressthis issue One approach is to involve multipfnnotatorsand generate a
consensus ground trytiwhich helpsto remove personal bigsuch approach was
adopted inChapter 5) Anotherdirectionwould be to adapt active learning or weak
supervised approaches, where a smaller subset of relevans dasauallylabelled
andusedto train an initial model, which then assists in labelling the remaining data
[262]. Lastly, in the case of training and validation datasetsme simulation
environments do allow for precise generation of ground truth as defect location and
size are predefineoly design263].
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Chapter 5: UnsupervisedAnomaly Detectionfor B-scanAnalysis

5.1 Chapter Overview
Following the work presented in the previous chapter, sekesalchallengesand
potential for further researdtave been identified

1 The generation of Scans required manual setup of time gates tailored to
individual samples, particularly for sample$ nortuniform thicknesses.
Therefore the development of aautomated gating method to tackle ttaisk
Is deemed promisintp increase the level of automation in data analysis.

1 The reliance on datasets wilkfectsfor supervised model training presents a
challenge, as such datasets are not readily available, and manufacturing large
numbers of defects is economically unfeasible. While simulation software was
utilised in the previous chapter to address this prokd@nalternative approach
would be to frame the problem as one of anomaly detection. Ultrasonic data is
often analysed by examining different views of ultrasonic datempared to
the C-scan viewgxamining the data frorm B-scan perspective allows ftire
creation of larger training and testing datasets.

1 Ground truth labelling depends heavily on the precision and consistency of the
individual performing the task. Marking defects, especially smaller ones, with
pixel-level accuracy is challenging and can introduce variability in reported
performance metricsThe impact of this variability was not explored in the

previous chapter.

To address thesehallengesthis chapter presents a tvgtepdefect detectioprocess
for ultrasonic Bscan datgexplained inSection2.1.12. Thefirst stepis anautomatic
gating process based on tbBSCAN algorithm providing a robust and flexible
method applicable to samples with aomform geometriesin the second stem
CNN-based ABnodel is employed to identify defectiBescansThe combination of
outlined methods results in successful deteatiib®3 out of 40 embedded defects in
samples A and B, and 22 out of 24 defects present in sample C, with 28
processedn 1.26+ 0.09 secondd.astly, a study of uncertainties was conducted to
assess the impaot human labellingon the reporté Al performance metricaVhile

the AE model was trained in an unsupervised manner using only pristine data, its
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performance was evaluated against a labelled test set. Variability in human
annotations, provided by three different NDE operators, influenced the reported

detection metrics.

5.2 Contributions

This work presents a twstep defect detection framework for ultrasonisdn data

of CFRP samples with complex geometries and embedded defects. The first step
introduces an automated gating method leveragingéad finding anddBSCAN
clustering algorithrg, addressing challenges associated with manual gate setup for
samples exhibiting neaniform thickness. Thiapproachmprovesthe scalability and

robustness of preprocessifog diverse sample geometries.

The second step employsCGhNN-basedAE trained in an unsupervised manner on
pristine Bscans, framing defect detection as an anomaly detection problem. This
approach mitigates the dependence on large, defeelled datasets, which are costly

and difficult to obtain. The combined method achgegeccessful detection of the
majority of embedded defects across multiple samples while processing thousands of

B-scans efficiently.

Additionally, the work examines uncertainties related to scan quality and repeatability,
as well as the impact of inteperator variability in ground truth labelling on
performance metrics, highlighting challenges in defect annotation consistency and its
influence on reported detection accura®uerall, his chapter advancddT data
analysisby integrating automated data gating with unsupervised learoifeging a
practical and efficient solution for realorld inspection scenarios involving limited
defect data and samples with complex geometries.

5.3 Introduction

In practical industrial applications, the manual analysis and interpretation of UT scans
typically start with a focused examination of sectionedc@ns. If these analyses
reveal defects surpassing predefined area limits established by industrial gsjdeline
subsequent analysis of individualdBans is performed to further examine such areas.
In an industrially representative example, considering a pristine sample comprising

approximately 4500 individual 8cans, an NDE inspector expends around 1.5 hours
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to complete the analysis. In contrast, an additional boomoreis added to the process
when defective areas are found. This additional time is allocated to the inspection of
individual B-scans andhe generation of qualityeports It is crucial to note that the
individual inspection of every Bcan isunattainablewvithin a reasonable timeframe.
Therefore, the underlying idea behind the methposed in this chaptes to serve

as a supplementary tool for NDE inspectors, enaliiegrocessing of alB-scans

without incurring significant computational costs.

AutoencodergAE) represent a category BIL networks that have found applications

in the detection of potential security thre§i84], denoising of dat4155], and
undertaking various NDE task$81], [264], [265], [266] among many others. AEs

can be divided into three distinct components: the encoder, the latent space, and the
decoder. The encoderds task is to proces:
into a representation of features known as the lafgtes The decoder part of the
network aims to approximate the inverse of the encoder, taking the latent space as an
input, and attempting to reconstruct the original inputs. AE as a concept has seen
multiple iterations and improvements over the yearsudioly a) GANomaly[184]

where additional encoder and discriminator structures are introdoc¥@&E [267]

where the latent space is a statistical distriby@owl ¢c) UNET models that adopihe
encoderdecoder structure and are usedtf@segmentation of medical imag@é8].

In the scope of this study, attention is directed toward the utilisation of AEs as
unsupervised defect detectors. The fundamental structure of a basic autoencoder is
illustrated inFigure46.

Output
y %

Latent space

- Encoder — — Decoder —

i T Reconstruction loss - T

Figure 46 Basic autoencodestructure.

Anomaly detection is a method used in data science, statistics, and ML, primarily

focused on identifying abnormal patterns or outliers within a dataset. Oftentimes data
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follows regular patterns or can be approximated by specific statistical distributions.
Anomaly detectors aim to capture these regularities while extracting outliers or data
points that fall outside the probable distribution. The researéi of the domain of

NDE faces significant challenges due to data scarcity. Specifically, acquiring genuine
defective data is often accompanied by costly manufacturing and testing procedures
(as highlighted in sectiof.1). A key risk of using artificial or manufactured defects is
that they may not accurately represent the complex morphology, signal response, and
variability of real defects. This can lead to cegtimistic model performance during
training and evaluation, it reduced generalisability when applied to +wakld
inspection scenariosAE-based anomaly detectors offer the advantage of being
trainable and deployable in an unsupervised manner, diminishing the need for
extensive acquisition and labelling of data containing defective samples. Instead,
training can be based on undefedirestine data, allowing the AEs to learn
distributions and representative features of undefective samples. Their performance
can then be evaluated with the reconstruction errorrebdeébetween the input and
output data, as undefective data should exhibit successful reconstruction with lower
errors in comparison to defective data. practice, PAUT systems are typically
operated in automated setups where data acquisition occurs in real time as the probe is
robotically moved across the material surface. At each scan positiorscanBis
generated based on predefined focal lawssamd to a controller unit, which buffers

the data before transferring it to a PC. During deployment, Badan can be passed
through the trained model g@hefly, as inference times are negligible compared to
acquisition rates. The reconstruction error is computed for eadaBand stored in a
corresponding error array. As the scan progresses, thisrepois incrementally built

up and can be visualised in real time or gasicessed to flag regions of interest (those

with elevated reconstruction errors) indicating potential anomalies.

In the field of NDE research, AEs have been previously used as anomaly (defect)
detectors and denoising mechanismg181], authors have developed a VAE model

to detect defects within ultrasonicdgans of bulk metallic materials. To enhance
training and performance, taking inspiration from GANomaly, another encoder was
added to the AE structure after the decoder. The stadgaled that the model

successfully identified largettefects butstruggled with smaller defects that cause
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minor reconstruction errors. Ultrasonic scans of rails were explofg@9hand[264].

In [269], AEs were deployed on a dataset comprising ultrasonic guided wesezA,
achieving promising results. 1f264], the authors have demonstrated that AE
structures work well in the identification of different flaws that are visible in ultrasonic
B-scans. The consistent geometry of inspected material made the application of signal
gating easiersimplifying the dataset and positively impacting the final performance.

In [266], authors focused on the ultrasonic dead zone, an area of an ultrasonic pulse
close to the transmission source that can heavily mask reflections frodiehdar
features. Positive results were achieved in the identification ofsuetarce defects,

with the recommendation that the method be further validated on different material
specimens and alternative defect typeq2B6], throughtransmission UT was used

for the task of identification of defective adhesive bonds. Explainable anomaly scores
were demonstrated as the sigmoid activation function was added to the cali8&ted
between inputs and outputs of the model, presenting the anomaly score as a percentage.
Overall, the authors have reported valuable quantitative results, but the scope of the
study was limited. Lastly, ifil55], AEs were utilised as a tool to denoiseséans

before classification. This method vyielded great success as the classification

performance was improved.

During the NDE of CFRP components, various signal processing techniques are used
to improve the interpretability and quality of visualisatiaith signal gating being

crucial when preparing Scan representationgé\ppropriate gating allows for the
exclusion of surface and backwall echoes, which often have significantly higher
amplitudes compared to potential volumetric defects, from the selected time window.
This results in images that provide better visibility for lower amplitude features. The
gating proess is usually performed by a human operator while automatic gating is
rarely discussed in the academic literature[2[f0], authors developed a back wall

echo filter method based on the computation of gradient§obfvariations and
thickness tolerances. However, this method is incompatible with complex and stepped
materialsIn regions with abrupt changes (such as steps or sharp slopes) these gradients
exceed the algorithmés tolerance and ar
leading to false detection&uthors in[271] have introduced an automated UT analysis

software that performs automated gating in two steps. The proposed approach is
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complexand was tested only on samples with smooth and slight curvaitres.
authorseexpanded the previous work[Ri72] by incorporating the Amplituden Laufzeit
Ortskurven algorithm, characterising the front wall responses as echoes with the
overall smallest ®F while other echoes correspond to defects, back wall, or
repetitions. While yielding positive results, this method is not aroald solution for
gating complexgeometrysamples. In the study273], authors achieved automatic
gating on a per Acan basis, by identifying amplitude peaks and assigning the leftmost
peak label of the initial pulse and the rightmost peak the label of the back wall echo.
However, this approach can misclassify echoesamitddle of the scan as defects in
cases involving thinner samples with multiplackwallreflections. Lastly, if274],

the authors illustrated two adaptive gating processes for detecting defects: the first
relies on theComputerAided Design CAD) model, and the second is grounded in
back wall echo tracking. Both approaches draw upon external knowledge, either
through possessing a comprehensive CAD model of the inspected specimen or, in the
latter method, by manually establishing a baekl gate wdth that is larger than the

maximum thickness of the component.

The scope of this study encompassed the examinatibh@FRP samples of varying
characteristicsdescribed in sectior3.3. All but three samples were undefective,
enabling the acquisition of a relatively large number of healthy ultrasonic scans that
were used for training thdL model. Overall, 64 manufactured defects were examined
in this study and theused CFRP samples are summarised@iahle 12. For a visual
representation of the CFRP samples used, readersfareedto Chapter 3Section

3.3
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Table12 The range of defective/undefective CFRP samples used ohdpser.

ID Dimensions [mm] Thickness [mm] B-scans total Defective Bscans Use

1 254.0x 254.0 2.20 1000 N/A Training
2 254.0x 254.0 2.14 1000 N/A Training
3 254.0x 254.0 2.75 750 N/A Training
4 254.0x 254.0 2.75 1000 N/A Training
5 254.0x 254.0 4.25 1000 N/A Validation
6 254.0x 254.0 4.25 1000 N/A Training
7 254.0x 254.0 6.00 1000 N/A Training
8 254.0x 254.0 6.00 1250 N/A Training
A 254.0x 254.0 8.60 750 153 Testing
B 254.0x 254.0 8.60 1150 239 Testing
C 780.0x 197.0 7.501 16.0 2070 215 Testing

5.4 Machine Learning

Before conducting experiments, a preliminary small-gaded search was performed

to assess the range of hyperparameters and potential architectures. To ensure
compatibility between the encoder and decoder, a reflective padding technique was
applied befoe passing the Bcans to the model. This adjustment expanded the input
dimensions [batch size, 61, 1000] to the nearest multiple of 32, allowing for flexibility

in the input sizes the model could accommodate.

The full network schematic is presentedrigure47. The encoder part of the network
consists of four convolutional layers, each coupled with a batch normalisation layer
[142] and a hyperbolic tangent activation function. Convolution was performed with
square kernels of size 7 and stride of 2, resulting in dimensionality reduction as each
convolutional layer reduced the input size by a factor of 2. The integration of batch
normalisation served to mitigate the risk of overfitting, whereas the hyperbolic tangent
activation function was selected due to its alignment with the amplitude extremities of
raw B-scan data after normalisation to front wall response, which ranged betiveen
and 1.

For the decoder architecture, bilinear interpolation upsampling layers with a factor of
2 were integrated. This upsampling was followed by the inclusion of a convolutional
layer, configured with a kernel size of 7, a stride of 1, and padding to preserve the

spatial dimensions of the feature maps. This approach deviates from the utilisation of
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transpose convolution blocks that are often used. The shift was induced due to the
periodic artefacts that were observed in reconstructed images. These artefacts are a
consequence of the overlap inherent in striding transpose convolutions, resulting in
cettain pixels being subjected to multiple passes by the kernel, while others receive
only one passlhis phenomenhas been observed in various works sucHzé$] and

[206]. The decision to adopt the upsampling approach, as suggedt2dr/inhas

proven effective in mitigating artefacts, thus resulting in a clearer reconstruction.

The training process employed MSE as the chosen loss function, measuring the
difference between the input and output images. During training, only undefective data
was used for both training and validation. Measures to avoid overfitting also included
the wse of L2 regularisation in the form of weight decay which was set at 0.0001. For
all trained models, ADAM optimiserwasugdd0], wi th b1 and b2 val
0.999 respectively. To determine the length of training, early stopping with patience
of 10 epochs was used on calculated MSE losses on the validation dataset. Lastly, a
batch size of 64 individual Bcans was used, with learning rate of 0.0005.
During inference, each-Bcan is passed through the trained autoencoder, and the pixel
wise MSE is calculated between the input and its reconstruction. Elevated
reconstruction error indicates a deviation from normal (undefega#drns, and this

error is used to detect potential defedtsthis chapter, no specific thresholding is
applied to the reconstruction error, and performance is evaluated using ROC curves.

Thresholding strategies are introduced and discussed later in Chapter 6 &éction

MSE was selected as the loss and evaluation metric primarily due to its simplicity and
stable performance during training. While MSE can be sensitive to outliers and may
not optimally emphasise small, localisadomaliesit provided a consistent global
reconstruction measure across entirescBns. Alternative loss functions such as
SmoothL1 (a combination of MSE and MAE) were considered; however, it requires
setting a transition threshold prior to training, which intieki additional tuning
complexity. Man Absolute Error (MAE) could also be used during inference, as both
MSE and MAE would rank Bcans similarly based on reconstruction quality.

For this study, MSE was deemed sufficient given the objective was to flag anomalous

B-scans rather than detect precise defect boundaries, and inference was performed over
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full scan datasets. Importantly, since the task involves comparing input to
reconstruction, multiple metrics could be adapted during inference without retraining
the model. More localised or patehse comparison strategies could enhance

sensitivity to suble features and are highlighted as a potential avenue for future

research.

All models were trained and tested usihgdesktop PC described section3.4. Full

network architecture is presentedHigure47.

Loss function = MSE Encoder Block (EB)

( 2D convolution W
—C——l Kernel: 7 Stride: 2 Padding: 3 |
Input Output
1x1024 x 64 1x1024x64 | [ Batch Normalisation 1
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8x256x16 8x256x16
L { J Upscale

Factor = 2, Interpolation = Bilinear
{ EB W ‘ DB l )
2D convolution

L Sn RS J . SRgTIshds ) Kernel: 7 Stride: 2 Padding: 1

EB DB ‘ Batch Normalisation
| 8x64x4 | 8x64x4 | {
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Figure 47 Autoencoder architecture used in this studith details for encoder and decods#ocks.

There are several reasons why a custom autoencoder was developed. Currently, there
are no publicly availabl&E models with pretrained weights specifically tailored for

UT NDE data. While it is theoretically possible to adapt gersugboseAEs or

variants designed for other domains, these models would require substantial
architectural modifications to accommodate the extreme aspect ratisec#8 and

the normalised amplitude range wused 1in
usedive convolutioral layers in its encoder, which wouleducethe input dimensions

by an aggressivéactor of 256 which may disregard smaller structural details in the
data.Additionally, the bounded nature of input data does not align well witlusee

of unbounded activation functions in GANomaleékyRelLUand ReLU).

An additional avenue for exploration involves analysing the Ilatent space

representations learned by the AE. While the current approach focuses solely on
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reconstruction error for anomaly detection, the latent embeddings may contain
information that could be leveraged to enhance defassification and/or clustering
For example, applying dimensionality reduction techniques such as PGaAiform
Manifold Approximation and Projection for Dimension Reducti€iVAP) [278]
could help visualise and clusterd8ans, potentially revealing separable patterns
between normal and anomalous d&a even between different defect types
Furthermore, witlsomelabelled data, it may be possible to fitme or constrain the
latent space to support supervised classificativereby creating hybrid approach
that combines anomaly detection with defect type discrimingfieveraktudies have
explored such strategies-or example, in[279], an AE is combined with a
representation netwodesignedo encourage a more meaningful and structured latent
space to support downstream classification/clustering tasks. Study detd280D]in
usesAE latent spaceepresentatiofor classification otancer typeswhile [281] uses
both reconstruction loss ardassification losses on the latent space for improved
performance in metabolomic analysitiese directions were not pursued in the present

study but offer promising opportunities for future work.

A key benefit of theoutlinedunsupervised method outlined is its lack of reliance on
positive examples of defects during training. EvaluatirgcBns against an expected
defectfree reconstructing loss turns defect detection from a positive classification
problem to an outlier identification/anomaly detection problem. While this method is
unsuitable for defect classification, its strength lies in its robustness for defect
detection.This is attributed to its training process, which did not involve theotise
examples of defects, resulting in increased generalisability. To demonstrate the
method's effectiveness, testing was conducted on various manufactured defects. While
naturally occurring defect examples are limited, the generalisability of the method is
expected to be robust for most defect types if the defect response yields an anomalous

B-scan.

5.5 Automatic Gating Method
Following the data acquisition, prominent geometric patterns of higher amplitude were
identified in front and back wall responses. The internal structmsistsof much

lower amplitude levels. When such data was used in conjunction with the AEs, it was
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difficult to distinguish defective and undefectivesBans in the dataset based on
reconstruction errors, especially for-sBans containing smaller defects (these
observations are further discussed in sast) and5.8). This complexity arose from

the fact that defects which occupy small areas ofszdh, whilst locally producing

large MSE around the defect, would often be lost in the global reconstruction error
which considers differences from all individual pixelsmiar observations were
reported in[181] where authors have developed a VAE that provides good defect
detection when encountering large defects, while sometimes failing to reconstruct
undefective images or identify smaller defects. Furthermore, the authors state that
geometrical signals usualhave large reconstruction errors which in turn cause false
positive indications. An approach that provided the solution to this was presented in
[264], where constant geometry of the scanned specimens allowed researchers to
effectively apply gating of the captured ultrasonic signals to remove the front and back
wall indications, thereby reducing the complexity of the data. An example of the

undefectivépristineB-scan and the defectivedan are presentedfigurel3.

Although manual gating was possible, an automated gating setup would be beneficial
as a range of samples of various thicknesses was used to generate training and
validation datasets. In the aerospace industry, CFRPs are used for critical components
such aduselage, wing covers, spoilers, and stabilisers and they are manufactured in
various geometries and material thicknesses to serve the functional purpose and meet
the required performance criteria for different components. For instance, CFRPs are
used forwing components with thickness variation, having thinner measurements
towards the wingtip and thicker measurements near the root of the wing. For this
specific application, thicknesses of around 24 mm are [B&%] with wing spars
reaching thicknesses of 40 mm or m{283]. An example of a complex geometry

wing cover with stringers is illustrated ffigure48.
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Figure 48 CFRP ving cover component with complex geometry and vanyiiogness.

To this end, an automated gating approach that leverages the DBSCAN algorithm
[284] was introduced. DBSCAN is a robust unsupervised ML clustering algorithm,
characterised by two adjustable parametgrathich defines the maximum distance
between a pair of data points for them to be considered neighbours, and
minimum_pointsa parameter specifying the minimum count of neighbouring data
points necessary to form a distinct cluster. The propasekflow is initiated by the
definition of minimum amplitude threshold and minimum distance between the peaks
used in the peaknding algorithm. Tl utilisation ofthe peak finding algorithm was
crucial to induce dimensionality reduction as clustering of the raw data is impractical
due to the large number of data points, which results in poor outcomes. For this
method, a full 3D data set was Hilbert transformed and pseckat once. The

minimum threshold amplitude used in peak finding was defim&a) 27
0 Q¢ QAo ANE addd N a Qo Q¥ ¢ QF|Q Eq27
WhereU signifies the scaling factor that adjusts the threshold in relation to the Root

Mean Square (RMS) of the noise level. Next, the minimum peak distance is

mathematically presentedth Eq28:

. nes
0 Q¢ QANO@HIMi o cbs?zea—Q—ZT Eq28

WherefsampinganNdfoperatingCOrrespond to the sampling and operating frequency of the
ultrasonic setup, respectively. The quotient of these values represents the wave packet,
which is scaled by a tuneable paramétefhe rationale underlying this formulation

is to decrease the overall number of identified peaks. This strategy is useful to produce
a separation between the identified peaks in the front wall and subsequent peaks

produced by stronger subsurface reverti@na. An example of such separation

137



between the clusters is presenteéigure49, where front wall peaks are coloured in

blue while subsurface reverberations are indicated in red.

Front wall response

Defect response |

Area of higher
subsurface
amplitudes

Back wall response

Time
Time

Figure 49 Example of the automatic gating progress; Hilbert processed 3D data (left), DBSCAN
formed clusters (right)

The specified parameters were implemented in the peak finding algorithm sourced
from the Python Library SciPf252], which was used as a form of dimensionality
reduction. Specifically, the algorithm identifies local maxima in a 1D signal by
evaluating each data point against its neighbours within a defined window and
applying threshold criteria for height, prominence] distance. This allowed the most
relevant signal peaks to be retained, effectively compressing the input representation.
The resulting peak coordinates were then used as input to the DBSCAN clustering
model.For flat samples, the two largest identifieldsters corresponding to the front

and back walls were chosen for the automatic gating process. However, in cases where
samples exhibited complex stepped geometries, an additional user input vanable
introduced, representing the anticipated number of steps within the sample. This
variable was used to extract produced indicesrafmber of clusters, starting with the

one withthe most points.

In both scenarios, a loss of back wall response might occur due to the presence of
reflective defects, which in turn could result in no detections from the peak finding
algorithm in the back wall areas. Therefore, clusters that belong to the back wall were
checked for such occurrences and interpolated, similar to the work prese2et].in

To finish the process, the identified clusters generated indices indicative of areas for
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exclusion during the gating process. This outcome yielded a scan focused exclusively

on the internal portion of the material.

In experiments, a range of parameter values were tested to determine the optimal ones
for the dataset used in the study. These parameters are liSt@oléri3. Parameted

showed the largest influence on the overall results discovering that for thinner CFRP
samples, all testedvalues yielded satisfactory results. However, this was not true for
the thicker samples, as highéwvalues generated a much higher threshold for peak
detection and the back wall was not identified correctly. This was attributed to the high
attenuation of CFRP materials (around 1.5 dB/mm), causing significant amplitude loss
over longer acoustic pathBor b, higher values led to better separation between the
front wall and subsurface reflectior@r DBSCAN, smalletlvalues produced better
results, while higher values sometimes resultedeninwanted merging of distinctive

clusters.The minimum_pointparameter had very little to no impact on the overall

performance.
Table13 Tuneable parameters in the automatic gating process
Parameters Used in Tested values Selected value Influence
U Peak finding algorithm 37 10 4 High
b Peak finding algorithm 157 6 6 Medium
U DBSCAN 7712 7 Medium
minimum_points DBSCAN 37 10 3 Low

This process offers a twofold advantage. Firstly, it serves as a valuable component
within the NDE inspectioworkflow, facilitating the automated generation e6€ans

by excluding the front and backwall echoes. Secondly, the process contributes to a
reduction in data complexity in the interest of &m®maly detectioprocess, focusing
exclusively on the material's internal structure. This enhances the effectiveness of
subsequent approaches in detecting defects with greater ease and aécsteelyy-

step explanation of the automated gating workflow is provided below.
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Automated Gating Workflow:

1. The full 3D ultrasonic dataset is Hilbdransformed to extract the envelope of
the signal.
2. Peak Detection (Dimensionality Reduction):

a. A peakfinding algorithm is used to identify local maxima in each A
scan.

b. Thresholds for amplitude and distance between peaks are used to
reduce the number of candidate points.

3. Clustering of Peaks:

a. The resulting peak coordinates are clustered using the DBSCAN
algorithm.

b. For flat samples, the two largest clusters (front wall and back wall) are
automatically selected.

c. For stepped/complex samples, a tdefined parameter n is used to
extract n clusters corresponding to wall reflections at different
thicknesses.

d. Alternatively, for curved or irregularly shaped samples, n can be
replaced with an area threshold, allowing more flexible identification
of wall-related peaks.

4. Handling Missing Back Walls:

a. If the back wall is not detected (e.g. due to high attenuation or strong

reflection from a defect), the corresponding cluster is interpolated.
5. Apply Gating:

a. ldentified front and back wall indices are used to mask out the
geometryrelated signals, leaving only the internal structure for
analysis.

A comparison of a defective ungated and g&extanis shown inFigure50.
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a) Ungated Ultrasonic B — scan b) Gated Ultrasonic B — scan
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Figure 50 A comparison of a) Ungated ultrasoniesBan; and b) Gated ultrasonic&an

5.6 PerformanceMetrics

In this study, a set of performance metrics to evaluate trained models were considered.
Among these metrics, the False Positive Rate (FPR) and True Positive Rate (TPR)
were used for assessing the accuracy of binary classification tasks and ari given
Eq29andEq30:

O al €0 Qo 0D Qi

ovY Vi QOO0 0D QO®al £ Qo Qb Qi

Eq29

Yi O | QoMb Qi
Yi M QO0 UHQIO0al €0 Q60 Qi

FPR, denotes the ratio of undefective scans incorrectly identified as defective. On the

YO Y -

Eq30

other hand, TPR quantifies the rate at which models correctly identify defective B
scans as such. Together, FPR and TPR form the foundation for constructing the
Receive Operating Characteristic (ROC) curve, a graphical representation for binary
classification tasks. Mathematically, the coordinates of ROC curve can be presented
with Eq.3L:

YO @61 0 Q00 VYD 'Yh"O0 '¥YD 'Y h"00 'YiYD 'Yh Eq31
The ROC curve enables the visualisation of the taftibetween TPR and FPR at
various thresholds. Furthermore, it enables the comparison between the presented

methods witithe AUC metric. AUC condenses the model's overall performance into
a single scalar value and is given thro&gi32:

YO® Y6 YO® 61 008 YD RTO0 Y Eq.32
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The performance metrics used in this chapter differ from those used in Chapter 4 due
to the difference in task formulation. While Chapter 4 evaluated object detection using
spatial metrics such as loU and precisienall curves, this chapter addressesisca

level anomaly detection, for which ROC curves and AUC are more relevant.

5.7 Training and Deployment onSimple Geometry Samples

Training on the gated and ungated datasets yielded consistent inference results across
repeated runs (meaning the models produced stable evaluation metrics regardless of
random parameter initialisation). However, this consistency does not imply that the
gated and ungated datasets performed equally andlels trained oanngated dataset
consistentlydemonstratetetter absolute performance, as detailed below. What varied
between runs was the number of epochs required for converdemte the stochastic

nature of training and random initialisation of weights and biases. To quantifiethis,
training repetitions on both datasets were conducted. In the case of training on ungated
datasets, convergence was typically achieved after an average of 118 epochs, with a
standard deviation of 62 epochs. Similarly, for gated datasets, the traiocespr
converged on average at 122 epochs, with a standard deviation of 77 epochs. The
relatively high standard deviation highlights the neural network training's semgsitivi

to the initial weight and bias values. Nonetheless, it is important to note that while the
random initialisation may impact the time taken for convergence, the performance of
the models after convergence was miluenced showing good convergence to a
global minimum. An example of training convergence for both datasets is presented
in Figure51.
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Figure 51 Training and validation losses for ungatedd gateddatasets.
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When assessing the ungated data reconstruction losses for samples A and B during the
inference, several observations were noted. For sample A, both defective and
undefective Bscans were reconstructed with comparable reconstruction loss levels,
giving rise to interpretation difficulty as the separation between data was not
discernible. For sample B, slightly improved outcomes were observed as spikes in
reconstruction losses for shallow defects, such as the 3.0, 4.0,6B,&nd 9.6mm
diameter defects we identifiable. However, the deeper defects remained undetected
and were masked withigherreconstruction errors of undefectivesBans. ROC AUC
scores of 0.763 and 0.863 were achieved for samples A and B, respeEtigeiyan

NDE application viewpoint, this performance would be deemed unsatisfactory as
important defects would remain undetected. The reason for the poor perfomaasnce
that the reconstruction error associated with the front wall and back wall echoes
outweighed the error correspondinghe tacoustic responses of defects in the internal

part of the material. Reconstruction lossesufogatedsamples A and B are presented

in Figure52.
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Figure 52 Reconstruction losses and side view schematics for sample A (top) and for sample B
(bottom) forthe ungateddataset.

When using gated datasets during trainiamg,suggested by the results presented in
Figure53, major detection improvements were observed. In both samples, all 6.0, 7.0,
and 9mm diameter defects produced evident spikes in the reconstruction loss making
them easily identifiable. Two 4.0 mm diameter defects located close to the front wall
also produed elevated reconstruction error values, but three deeper defects produced
very small deviations from the undefectivesBans. Lastly, 3.0 mm diameter defects
produced the smallest reconstruction losses, with three defects closest to the surface
producingsmall but visible spikes. The last two 3.0 mm diameter defects in both
samples were not identified. ROC AUC scores were improved, with 0.920 and 0.922
for samplesA and B respectively as compared to the ungated uhaliaating a clear
improvementROC cuwes are presented Higure54.
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